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ABSTRACT

CCS CONCEPTS

Collecting a sufficient amount of 3D training data for autonomous vehicles to handle rare, but critical, traffic events
(e.g., collisions) may take decades of deployment. Abundant
video data of such events from municipal traffic cameras and
video sharing sites (e.g., YouTube) could provide a potential
alternative, but generating realistic training data in the form
of 3D video reconstructions is a challenging task beyond the
current capabilities of computer vision. Crowdsourcing the
annotation of necessary information could bridge this gap,
but the level of accuracy required to obtain usable reconstructions makes this task nearly impossible for non-experts.
In this paper, we propose a novel hybrid intelligence method
that combines annotations from workers viewing different
instances (video frames) of the same target (3D object), and
uses particle filtering to aggregate responses. Our approach
can leveraging temporal dependencies between video frames,
enabling higher quality through more aggressive filtering.
The proposed method results in a 33% reduction in the relative error of position estimation compared to a state-ofthe-art baseline. Moreover, our method enables skipping
(self-filtering) challenging annotations, reducing the total
annotation time for hard-to-annotate frames by 16%. Our approach provides a generalizable means of aggregating more
accurate crowd responses in settings where annotation is
especially challenging or error-prone.

• Information systems → Crowdsourcing; • Humancentered computing → Human computer interaction
(HCI); • Computing methodologies → Computer vision.
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INTRODUCTION

Autonomous vehicles collect large quantities of 3D training
data by operating, or being operated, in their target environment. This data is used to teach the vehicle how to adjust
to and interact with the physical world [6]. However, training suffers from a lack of realistic data, especially of rare
and unusual events such as traffic accidents [19]. To collect
sufficient training instances of such events, autonomous vehicles need to run and record billions of miles in the wild,
corresponding to decades of operating a car on the roads.
Creating realistic simulated 3D scenes from abundant existing traffic accident videos crawled from those available on
the Web, such as on YouTube, is a more reasonable method
for creating realistic training data of rare events at scale. For
example, Waymo’s autonomous research vehicles [1] travel
and record approximately 25,000 miles every day on public roads [2], while Americans drive a total of nearly three
trillion miles every day [19], a factor of 120 million. The
process of creating 3D scenes from real-world monocular
video is called 3D video reconstruction. Generally, manual

