Understanding Cognitive, Interactive, and Behavioral Dimensions
of Learner Programmers

Ph.D. Dissertation Proposal
Priscila Santiesteban (pasantiQumich.edu)

Overview. We propose a series of controlled experiments and empirical studies to investigate
human factors that influence performance and behavior in introductory software development. By
combining controlled human-centered experiments with empirical analyses of neurophysiological,
behavioral, and survey data, we propose to develop mathematical models that characterize rela-
tionships between cognitive processes, prose interactions, behavioral activities, and programming
task performance among students. We propose to investigate three aspects of how students engage
in software development: cognitive mechanisms involved in software development tasks (including
code comprehension and debugging), the role of natural language interaction during programming
(including collaboration with peers and assistance from Al systems), and behavioral influences on
programming performance (such as exercise and stimulant use).

Intellectual Merit. In this proposal, we argue that understanding student software develop-
ment requires examining the cognitive, interactive, behavioral dimensions that shape programming
behavior. While cognitive and physiological factors provide foundational insight into how pro-
grammers reason about code, understanding programming behavior also requires examining these
processes within the interactive contexts. We pursue this goal through a three-part methodol-
ogy strategy that combines controlled experiments enabling causal inference, carefully-designed
programming tasks that are accessible to student programmers while still yielding rigorous mea-
surements, and analyses of natural interactions and opinions of students in indicative programming
contexts. We propose three research dimensions:

1. Understanding the cognitive foundations of code comprehension and debugging.
We propose to study the cognitive processes underlying programming tasks using neuroimag-
ing and neurostimulation methods. We propose the first neuroimaging study of cognition
across a multi-staged debugging process and the first use of neurostimulation to investigate
the causal role of brain activity in code comprehension among introductory software engi-
neering students.

2. Examining interactive factors in programming support. We propose to analyze how
the role of natural language support influences programming experiences and satisfaction
through peer discussions and assistance tools. We propose the first large scale qualitative
analysis of anonymous peer tutoring interactions among student programmers worldwide.

3. Investigating the impact of behavioral factors on programming activities. We
propose to study how behavioral factors influence programming activities through controlled
interventions and survey collection. In particular, we propose the first investigation of vigorous
physical exercise during software development tasks and a large scale survey of students’
attitudes and decisions about strategies such as stimulant use during programming.

Broader Impact. Our proposed investigation of cognitive, interactive, and behavioral factors
in programmer learners has the potential to improve how programming is taught and supported.
By developing models of cognition during activities such as code comprehension and debugging,
this work could inform the design of individualized programming tools and instructional strategies.
By identifying factors associated with positive programming experiences and learner satisfaction
during peer and Al assistance interactions, this work could inform interactive practices and tools to
better support student programmers. Because strategies such as physical exercise are low cost and
broadly accessible (even within remote working environments), these findings could benefit both
students and professionals.



1 Introduction

Software engineering plays a growing role in modern society, underpinning many critical sys-
tems [1-3]. As demand for software-driven solutions continues to grow [4,5], the need to train and
retain skilled programmers has become increasingly important across computing domains. Com-
panies frequently recruit from universities as a primary source of early-career software engineers,
as these roles typically require a bachelor’s degree for entry [4]. As a result, understanding how
students learn programming is a central concern in computer science education [6-8] and workforce
development [9-11].

However, mastering and retaining programming skills remains challenging for many novice
learners [12]. These challenges extend beyond the acquisition of technical knowledge, encompassing
how learners reason about problems (e.g., during code comprehension [13]), how they seek and
use support (e.g., through peer tutoring systems [14]), and how they regulate their own learning
processes (e.g., through behavioral strategies that influence attention and performance [15,16]),
among other concerns (e.g., instructional strategies [17,18]). Prior work has investigated these
aspects in a variety of contexts, but many important questions remain open. In particular, there
is room to refine our understanding of the cognitive processes underlying learner programming,
the role of interaction in learner support, and the effects of self-directed behavioral strategies on
programming outcomes. Accordingly, to better support learner programmers, we desire a more
foundational understanding that satisfies several key properties:

e Captures cognitive processes among learners. Prior work demonstrates that human cog-
nition plays a central role in learning and performance, as learning depends on processes such
as attention, memory, and information processing that enable the acquisition and retrieval of
knowledge [19]. Additionally, learning is associated with changes in cognitive processes, and
differences in these processes can lead to substantial variation in outcomes (e.g., [20-23]). Ac-
cordingly, interventions aimed at improving learner performance benefit from an understanding
of the cognitive mechanisms that underlie programming behavior.

e Accounts for voluntary learning strategies. Learning programming occurs within a broader
context in which learners often have access to a wide range of external resources (e.g., online
sources [24], AI tools [25], or self-regulatory strategies [26]). Within this context, learners can
make independent decisions about how to engage with these resources and how to regulate their
own behavior during programming and study tasks. These choices vary across learners and can
significantly influence both learning experiences and also performance [27]. As such, we desire an
approach that accounts for both the interactive context of learning and also how learners choose
behavioral strategies to adopt in practice.

e Enables measurable and testable analyses. Over the years, numerous techniques and in-
structional interventions have been proposed to improve learner outcomes [28-30]. However,
approaches that can initially appear promising often require additional nuance to be applied
effectively; for example, commonly-held instructional beliefs, such as learning styles, have not
consistently held up under empirical scrutiny [31]. These challenges, often discussed in the con-
text of replication crises, present substantial barriers to reliably translating research insights into
practice across fields such as psychology [32,33]. One key way to mitigate these issues is to empha-
size measurable, testable analyses grounded in context, enabling more robust and reproducible
findings. We therefore desire methods that enable empirical investigation through measurable
signals, allowing for rigorous and statistical evaluation of relationships between learner processes
and programming outcomes.

e Applies to diverse learner populations. Learners of programming span both traditional
students and non-traditional learners (i.e., not necessarily learning via being in structured class-
rooms [34]), often differing in background, goals, and access to resources [35,36]. Prior work



has shown that these differences can influence both learning behavior and also outcomes [37].
For both those reasons and also moral ones, we desire an approach that generalizes across di-
verse learner populations while still capturing meaningful variation in how learners engage with
programming.

Despite substantial prior work, important limitations remain across these four areas. Many
studies of programming interventions (e.g., pair programming [38]) focus on evaluating impact
through observable outcomes such as performance or retention. While these results can establish
whether an intervention is effective, they often do not capture the cognitive processes that give rise
to these effects. At the same time, much of this work is conducted in controlled or constrained
settings in which access to external resources is limited [39, see Section 5], abstracting away the in-
teractive or behavioral context in which learning programming may typically occur. More broadly,
while numerous instructional techniques and theoretical relationships have been proposed, some
lines of work (e.g., initial theories about the relationship between spatial ability and data structure
manipulation, as discussed in [40]) do not define these constructs in terms of measurable, quan-
tifiable components, making it difficult to rigorously test and validate these claims. In addition,
although learners of programming are highly diverse, much of the existing literature relies on rel-
atively homogeneous populations drawn from single institutions, with only a limited number of
multi-institutional studies (e.g., [18,41]), thereby potentially limiting the generalizability of these
findings.

We combine three primary insights to design a set of studies that collectively satisfy the cri-
teria described above. First, we can design controlled experiments and apply consistent statis-
tical methodologies to enable reliable and interpretable findings. In particular, we can construct
carefully-designed stimuli, incorporate control conditions, and use randomization to mitigate biases
around factors of interest. This approach allows us to both observe learner behavior and also test
causal relationships underlying programming performance. Second, we can leverage multiple forms
of data to capture complementary aspects of learner programming. No single data source satisfies
all desired properties. For example, archival datasets may provide large-scale and diverse observa-
tions but do not admit experimental control. Similarly, survey and activity-based studies capture
learner choices and outcomes but do not directly measure cognitive processes. In addition, medical
imaging techniques enable the observation of cognitive activity but are less suited for studying
interaction in realistic contexts [42]. By selecting the appropriate data modality for each research
question, we can study learner programming in a more comprehensive and human-centered manner.
Finally, we can implement recruitment strategies that support diversity and generalizability. By
drawing participants from multiple contexts and leveraging datasets that reflect real-world varia-
tion, we can observe differences in background, experience, and as well as develop findings that
extend beyond narrowly defined populations. Thus, this work does not itself propose new instruc-
tional interventions, but instead emphasizes controlled empirical studies designed to identify and
test causal relationships underlying programming learning.

Leveraging these insights, we present the following three research components, each correspond-
ing to a specific instantiation of learner programming that enables focused and measurable empirical
investigation:

(1) Cognitive Dimension: How do cognitive processes support programming tasks,
such as debugging and code comprehension, in learners? We propose two lines of inves-
tigation (see Section 3.1). First, we propose an assessment of the cognitive processes underlying
end-to-end debugging within student programmers using neuroimaging methods. Second, we pro-
pose, to the best of our knowledge, the first application of neurostimulation methods to student
programming contexts to test causal mechanisms underlying code comprehension. We hypothesize
that programming tasks involve distinct and measurable cognitive processes, and that identifying
and causally testing these processes will lead to a more precise understanding of learner program-



ming cognition.

(2) Interactive Dimension: How do learners interact with natural language support
during programming, and how do these interactions influence outcomes and satisfac-
tion? We investigate this dimension from two perspectives (see Section 3.2). In one angle, we
propose, to the best of our knowledge, the first analysis of large-scale archival dataset of peer-to-peer
tutoring interactions. This dataset draws on a diverse population that includes both traditional
and non-traditional students. We examine patterns of interaction and their relationship to learner
satisfaction. In the other angle, we propose to conduct a controlled human study in which stu-
dent programmers engage in Al-assisted code summarization tasks, enabling us to assess how such
assistance influence programming performance. We hypothesize that differences in how learners
describe problems and seek help play a critical role in shaping learner satisfaction, an outcome
closely tied to retention in computing education [43,44]. We further hypothesize that Al-assisted
natural language support will improve programming performance and code summary quality.

(3) Behavioral Dimension: How do behavioral self-regulating factors influence
learner decision making and programming performance? We evaluate two primary be-
havioral factors (see Section 3.3). First, we propose to conduct a scenario-based survey to evaluate
programming learners’ attitudes, willingness, and moral judgments towards stimulant use in pro-
gramming student contexts. We assess how students make decisions for using stimulants as a
behavioral strategy for programming performance. Second, we propose to run a human study in
which learners engage in exercise breaks between code summarization tasks. This would enable a
systematic investigation of exercise as a strategy. We hypothesize that students base their evalua-
tions of stimulant use on perceptions of fairness, acceptability, and risk across academic computing
contexts, and that physical exercise breaks will improve programming performance and summary
quality by supporting cognitive processes such as attention.

The overarching thesis of this proposal is:

It is possible to use multi-modal measures to develop statistically-significantly mathemat-
ical models of learner programming that capture cognitive, interactive, and behavioral
processes and explain variation in performance, satisfaction, and decision making.

We hypothesize that constructing such models can clarify how learners engage in programming
tasks, help inform the design of more effective instructional strategies and, support interactive
practices, and benefit both students and professionals. This proposal follows a systematic approach
for studying learner programming through controlled experimentation, multimodal data collection,
and rigorous statistical analysis. In particular, we propose to investigate programmer cognition
using neuroimaging and neurostimulation methods, to study natural language support through
both peer-to-peer tutoring interactions and also Al-assisted programming tasks, and to examine
behavioral influences through survey-based and intervention-based designs. We also emphasize
reproducibility and transparency throughout this work. For our preliminary results, we have made
made publicly available our statistical analysis scripts and associated datasets. For ongoing and
future studies, we propose to similarly release analysis scripts and de-identified datasets, subject
to applicable privacy and ethical considerations, to support open and reproducible research.

The rest of this proposal is structured as follows. Section 2 outlines the background and related
work. Our proposed research and technical approach is reported in Section 3. Section 4 presents our
methodology. Section 5 summarizes preliminary results. Section 6 outlines the proposed schedule.
Lastly, we conclude our proposal in Section 7.



2 Background

We present a high-level overview of background relevant to the research proposed. For all human
studies reported below, all mentioned participants are distinct.

2.1 Studying Learner-Relevant Software Engineering Skills

In this work, we focus on three relevant skills for programmers: code comprehension, code summa-
rization, and debugging. Code (or program) comprehension is defined as the ability to understand
and interpret the structure and behavior of existing programs [45]. Code comprehension is con-
sidered one of the most critical or foundational skills to learn for software engineering [46-49], so
understanding it supports learner programming outcomes. Code summarization extends program
comprehension by requiring programmers not only to understand a program, but also to articulate
its purpose and behavior in natural language, similar to software documentation practices [50].
This is a skill that has been found to help professional developers maintain systems [50-52]. Soft-
ware debugging is a task that can include both comprehension and articulation but focuses on
localizing and fixing bugs in source code [53]. Interestingly, despite advances in development tools
that prevent errors or support fault localization, debugging remain a human-driven activity [54-56],
and thus an important skill for student programmers. We propose to analyze the neural, physical
and social factors that drive the performance of these skills to gain insights that inform improved
programming pedagogy and student retention.

2.2 Cognition of Programming via Neuroimaging and Neurostimulation

Many advances in computer science pedagogy and programming interventions require two things:
(1) precise knowledge of cognition, and (2) precise knowledge of software engineering activities [57,
58]. In past decades, researchers studying software engineering activities, such as debugging, main-
tenance, and developer productivity, often relied on surveys, interviews, and self-reported measures
from practitioners [59-61]. While these approaches enable the study of complex, multi-staged soft-
ware engineering activities, they depend on retrospective self-reporting, which may not accurately
capture the underlying cognitive processes involved [57]. Conversely, in more recent years, the soft-
ware engineering community has increasingly adopted neuroimaging techniques to investigate the
cognitive processes of individual skills that characterize many development activities. These include
code comprehension and reading [13,62-65], code writing [64], data structure manipulation [40],
code review [66], bug detection [67], and bug localization [68]. One prominent neuroimaging method
used to investigate such activities is functional Near-Infrared Spectroscopy (fNIRS), a non-invasive
neuroimaging technique that measures changes in cerebral blood oxygenation associated with neu-
ral activity [69]. fNIRS allows for the collection of objective cognitive data in ecologically-valid
environments such as sitting at a standard desktop computer. We note that because of the way
blood is delivered to active neural tissue, fNIRS is more accurate for the first 30 seconds of an
activity and thus careful experimental design is needed [70]. Accordingly, task-evoked hemody-
namic responses are interpreted relative to a baseline (rest) condition to account for underlying
physiological variability [71]. We propose to use fNIRS as one facet to understanding programmer
cognition.

However, relying solely on neuroimaging studies to inform pedagogy and programming inter-
ventions presents an important limitation. For example, Endres et al. [58] evaluated instructional
interventions motivated by prior correlational cognitive findings involving spatial ability. While
spatial ability was associated with programming performance in earlier studies [13,40,64], training
students’ spatial ability through mental rotation exercises did not lead to improved introductory
programming outcomes. In contrast, structured reading exercises produced measurable gains in
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student performance. These findings illustrate the difficulty of translating correlational cognitive
findings directly into effective programming interventions and highlight the need to better under-
stand the causal mechanisms underlying programming performance. One promising method to
address this gap is transcranial magnetic stimulation (TMS), a well-established method in cogni-
tive neuroscience [72-74]. TMS provides a safe and non-invasive way to test causal hypotheses by
generating brief magnetic pulses that induce electric currents in targeted brain regions, temporarily
stimulating or disrupting neural activity [75,76]. TMS effects can last at most 60 minutes [77]. We
propose to use TMS as our second facet to gain a more precise understanding of student cognition.

2.3 Factors Influencing Learner Programming Outcomes and Satisfaction

There is a significant body of research investigating teaching techniques and classroom efficacy
targeting multiple outcomes, such as knowledge retention, student persistence in programs, and
learner satisfaction [28-30,78]. By contrast, while we still target both traditional students and
non-traditional learners, our proposal focuses on learner-driven and self-directed practices that oc-
cur outside the classroom and support learner programming. We restrict attention to this because
learners’ outcomes and satisfaction may be shaped not only by instruction, but also by how they
independently use resources, interact with others, and regulate their own behaviors [27]. To scope
our proposal, we consider three forms of learner-driven support: Al assistance, peer-to-peer in-
teractions, and self-directed behaviors (e.g., physical exercise or stimulant use). We propose to
examine how such strategies influence programming outcomes as well as learner satisfaction, which
is closely linked to motivation and retention in computing education [43,44]. In this work, we group
Al assistance and peer-to-peer support within an interactive dimension, and self-directed behaviors
within a behavioral dimension.

3 Proposed Research

We propose a series of empirical studies that investigate cognitive, interactive, and behavioral fac-
tors influencing student software development. These studies combine controlled experiments, be-
havioral analysis, and large-scale observational data to develop quantitative models of programming
behavior and to identify factors that influence programming performance and their experiences. The
proposed research is organized around three dimensions of student software development: cognition,
physiology, and social interaction.

1: Cognitive Dimension: Understanding Debugging and Code Comprehension

1-a: Correlative cognitive model of debugging. We propose to investigate the cognitive pro-
cesses in debugging, an indicative activity in software engineering [53].

1-b: Causal cognitive model of code comprehension. To gain a more precise understanding, we
propose to study the role of brain activity causally. To scope this investigation, we focus
on code comprehension, one of the most important skills for software engineering [46-48|.

2: Interactive Dimension: Examining the Role of Natural Language Support

2-a: Correlative model of learner satisfaction during tutoring. We propose to better under-
stand how learners seek help in unmoderated peer-to-peer programming contexts, with
particular attention to communication strategies that support learner satisfaction.

2-b: Causal model of code summarization with AI assistance. We propose to study the effects
of Al assistance in learner programming outcomes. To scope our study, we focus on code
summarization which is a skill that supports system maintainability [52].

3: Behavioral Dimension: Investigating Physical Influences on Programming

3-a: Survey analysis of attitudes towards stimulant use for programming outcomes. We pro-

pose to better understand the attitudes of learner programmers towards the use of stimu-
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lants for programming outcomes. In particular, we assess stimulant use in context across
many different behaviors and social context.

3-b: Causal model of code summarization with physical exercise. We propose to study the
effects of physical exercise in learners programming outcomes. Exercise is commonly
recommended for improved outcomes but is under-studied [15,79]. To focus our study,
we study code summarization outcomes.

3.1 Cognitive Dimension: Understanding Debugging and Code Comprehension

Understanding the cognitive processes underlying programming is important for explaining how
student programmers reason about code in indicative programming-related activities such as those
practiced in software engineering. Software development tasks, such as software debugging, ben-
efit from sustained attention, problem solving, and the ability to interpret and modify program
behavior, making them cognitively demanding tasks [13,62-65,80]. We identify two gaps in prior
work and propose two empirical studies to better understand the cognitive dimension of student
programmers.

1-a. Learning a correlative cognitive model of debugging. Gap in Prior Work: De-
bugging is a relevant skill for student programmers. Prior neuroimaging studies have investigated
individual components of debugging, such as code comprehension [62], code writing [64], bug detec-
tion [67], and bug localization [68]. At the same time, prior software engineering research charac-
terizes debugging as a multi-stage activity involving multiple interacting processes [81], not simple
isolated tasks. As a result, the cognition of multi-staged debugging may not be fully understood.

Proposal to Address Gap: To address this gap, we propose (i) to conduct a controlled human
study of debugging, (ii) to use NIRS to collect objective neural data alongside behavioral data, and
(iii) to leverage these data to infer a dynamic model of debugging in which programmers transition
between stages. We hypothesize that programmers will exhibit distinct patterns of neural activity
and behavioral outcomes during the stages of debugging. This research proposal would allow us to
gain a better correlative understanding of student debugging cognition.

1-b. Testing a causal mechanism of code comprehension. Gap in Prior Work: As
motivated in Section 2.2, while neuroimaging studies provide the initial insight into correlations
between neural activity and programming behavior, they typically do not determine whether par-
ticular neural processes play a causal role in programming outcomes. As a result, it can be difficult
to translate correlative findings directly into effective programming interventions (e.g.. [58]).

Proposal to Address Gap: We propose (i) to conduct a controlled human study, (ii) to use
medical imaging to collect anatomical scans of programmers, and (iii) to use these scans to guide
TMS for causally testing neural correlations. Since, to the best of our knowledge, our proposal
includes the first TMS study of programming, we propose a strict experimental design that narrows
the scope of research: that is, we focus on code comprehension because it’s neural correlates are
understood [62,63] and skill in it is important to new student programmers (see Section 2.1). Based
on these prior neuro-correlative findings [62,63], we hypothesize that there is causal link between
implicated regions and code comprehension. The results of this research would lead us to a clearer
understanding of student cognition.

3.2 Interactive Dimension: Examining the Role of Natural Language Support

Programming is increasingly a collaborative activity in which developers rely on communication
with others [9,82], as well as, more recently, support from Al-based tools that assist with program-
ming tasks [83,84]. As a result, understanding how learners effectively dialog with both human
and Al-based sources of assistance may be beneficial to supporting programming outcomes and



satisfaction [85]. We identify two gaps in prior work and propose two studies to better understand
the role of natural language in supporting learner programmers.

2-a. Learning a correlative model of learner satisfaction. Gap in prior work: While prior
work has extensively studied tutoring interactions in structured classroom settings, demonstrating
that peer interaction and help-seeking can influence learning processes and outcomes [86—88], many
students learning to program are turning to online resources for help [14]. Among these, unmod-
erated peer-to-peer tutoring platforms have become an increasing avenue for seeking assistance,
especially for non-traditional learners [14,89,90]. In such environments, novice learners must ar-
ticulate their programming problems and engage with anonymous peers without the structure or
guidance of a classroom setting [90]. As a result, we hypothesize that differences in how learners
describe problems and ask for help play a critical role in shaping the quality of learner satisfaction,
an outcome closely tied to retention in computing education [43,44].

Proposal to Address Gap: We propose to (i) analyze archival peer-to-peer tutoring text inter-
actions, (ii) identify qualitative themes in how and what learners seek help with, and (iii) develop
statistical models that relate communication strategies to learner satisfaction. We hypothesize
that, even in the absence of formal classroom structure, peer-to-peer tutoring interactions will re-
flect classroom-relevant concepts. We also hypothesize that some specific communication strategies
will be systematically associated with learner satisfaction. This work will advance understanding
of how social interaction in unstructured learning environments shapes learner experiences.

2-b. Learning a causal model of code summarization with Al assistance Gap in prior
work: Prior work has examined Al assistance across a range of programming tasks, including code
generation [25,84], debugging [91], and summarization [92]. While these studies demonstrate the
growing capability of Al systems to support programming activities, less is known about how such
assistance affects learners performing code summarization tasks.

Proposal to Address Gap: To address this gap, we propose to (i) conduct a controlled human-
subjects study, (ii) provide learners with an intervention consisting of assistance from an off-the-
shelf AT system in the form of natural language summaries, and (iii) evaluate outcomes using
both quantitative and qualitative measures. Quantitatively, we assess performance using accuracy,
completeness, and time, which provide interpretable indicators of task effectiveness and efficiency.
Qualitatively, we analyze learners’ produced summaries, with and without AI assistance, to evaluate
summary quality. We hypothesize that Al assistance will lead to measurable improvements in
programming performance and summary quality, and will influence how learners interpret and
incorporate Al-generated summaries as a form of natural language interaction. We also investigate
how learners interpret and incorporate Al-generated summaries as a form of natural language
interaction. This work will provide insight into how learners engage with Al-based natural language
support and how such interactions shape code summarization performance and understanding.

3.3 Behavioral Dimension: Investigating Physical Influences on Programming

Programming performance is shaped not only by cognitive processes and interactive activities, but
also by programmers’ everyday behaviors. Prior work suggests that programmers adopt strategies
that help them manage attention, effort, and performance during demanding tasks [16,93-95]. As
a result, understanding both learner attitudes toward these behaviors and also their impact on
programming outcomes may be important for supporting learners and students. We identify two
gaps in prior work and propose two empirical studies to better understand the behavioral dimension
of student programmers.

3-a. Understanding programmers’ attitudes toward stimulant use. Gap in prior
work: Prior computing research on stimulant use (e.g., including both everyday substances such as
caffeine and alcohol as well as the nonmedical use of prescription stimulants) has largely focused
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on prevalence and motivations, demonstrating that student programmers use these substances to
enhance concentration, manage fatigue, or regulate productivity in academic or work settings [16,
26,96,97]. However, this prior work does not comparatively examine how student programmers’
evaluate using stimulants across different academic contexts. In practice, programming work often
occurs under varying conditions, such as deadlines, collaboration, and differing levels of social
pressure, where stimulant use as a behavioral strategy may carry social and ethical implications.
In addition, new learner programmers often have multiple stimulants available for them. As a result,
we hypothesize that students base their evaluations of stimulant use around their perceptions of
fairness, acceptability, and risk across varying academic computing contexts.

Proposal to Address Gap: We propose to (i) conduct a scenario-based survey study, (ii) manip-
ulate contextual factors such as social pressure, authority endorsement, and task importance, and
(iii) evaluate learner programmers’ attitudes, willingness, and moral judgments using quantitative
measures. We propose to present student programmers with short programming scenarios situ-
ated in academic contexts (e.g., studying, completing homework assignments, or working on final
projects), in which stimulant use is described under varying conditions, including working alone or
with a partner, awareness of others’ uses, and whether the behavior is endorsed by an instructor.
We propose to assess responses using Likert-scale measures of self-perceived fairness, acceptability,
willingness to use, and risk across conditions. Additionally, we will analyze how these responses
vary as a function of these manipulated contextual factors. This work will provide insight into
how student programmers evaluate stimulant use as a behavioral strategy across different academic
contexts.

3-b. Learning a causal model of code summarization with physical exercise. Gap
in prior work: Prior work has shown that exercise breaks can improve engagement and academic
outcomes in computer science classrooms [15,79]. While these findings demonstrate the broader
benefits of physical exercise for student programmers, their specific impact on programming-relevant
software engineering tasks, such as code summarization, remains unexplored.

Proposal to Address Gap: To address this gap, we propose to (i) conduct a controlled human
study, (ii) in which learners participate in an intervention consisting of physical exercise breaks, and
(iii) evaluate outcomes using both quantitative and qualitative measures. In parallel structure with
Section 3.2 2-b, we propose to quantitatively assess performance using accuracy, completeness,
and time, which provide interpretable indicators of task effectiveness and efficiency. Similarly,
qualitatively, we propose to analyze learners’ produced code summaries, with and without physical
exercise breaks, to evaluate summary quality. We hypothesize that physical exercise breaks will
improve programming performance and summary quality by supporting cognitive processes such
as attention or mental fatigue regulation. This work will provide insight into how physical exercise
can effect learner code summarization performance.

4 Proposed Research Questions and Metrics

We discuss our experimental design, metrics, and success criteria for evaluating each proposed
research dimension in more detail. We will correct for multiple comparisons, as well as compute
effect sizes and statistical significance as appropriate throughout our mathematical analyses across
all research questions. Results will be significant if p < 0.05 with a false discovery threshold
q < 0.05.

4.1 Experimental Design — Cognitive Dimension

We organize our investigation of cognitive modeling and causal testing around two research ques-
tions. (RQ1-a) What areas of the brain activate when students program, and are those patterns of
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activity different across stages of debugging, and (RQ1-b) do neural processes associated with code
comprehension causally influence programming performance in student programmers? We take
three primary considerations when designing our experiments: they must be (i) representative for
student software developers, (ii) time appropriate for neuro-cognitive measurements or stimulation
effects, and (iii) admit experimentally controlled stimuli.

RQ1-a. We propose using fNIRS to study the cognition of student programmers as they de-
bug programming problems. To ensure representativeness, we propose leveraging programming
problems commonly associated with technical software engineering interviews, such as those found
on LeetCode, a popular site visited by students [98]. These problems commonly occur in inter-
views, allowing us to study cognition in tasks that are relevant to student programmers. To ensure
suitability for neurocognitive measurement, we propose using relatively short and self-contained
problems with systematically-introduced defects. This design enables observable debugging behav-
ior while managing task complexity, allowing participants to complete debugging tasks within the
time constraints required for fNIRS measurement (see Fig. 1 and related discussion in [99]). To
support experimental control, we propose presenting each debugging task in a randomized order
within a modified development environment. This environment restricts participants to viewing
one source of information at a time, isolating activities that we infer are involved in various stages
of debugging (e.g., code, problem specifications, or compilation output).

Metrics: We propose to use behavioral and neural metrics. Our primary behavioral metrics
include task completion time and debugging accuracy. Debugging accuracy is assessed based on
performance on held-out test cases. In addition, we will collect inter-event arrival times for task
specific behavior (e.g., window switching, compilation events, and keystrokes). Our primary neural
metric is the hemodynamic response reported by fNIRS. To analyze the fNIRS data, we will follow
established neuroimaging best practices [100]. We will model the hemodynamic response for each
subject using a General Linear model [101]. We will then use a Linear Mixed Effects model
for group level analysis and compute t-value and p-value statistics for brain activation contrasts
between debugging stages’.

RQ1-b. We propose using TMS to test the causal mechanisms associated with code compre-
hension. To ensure representativeness and to ensure suitability for temporary TMS effects, we
ask participants to complete short code comprehension tasks used in the University of Michigan
computer science curriculum. These tasks are indicative of new student programmers while also
being short enough to be completed with the TMS effect window [77]. To support experimental
control, we propose to follow best practices in TMS research. These include incorporating an active
control condition [103,104] and stimulating a secondary site associated with software engineering
tasks unrelated to code comprehension [104]. Moreover, we propose presenting each programming
task in a randomized order and ensuring that no task is repeated across TMS sessions.

Metrics: Because TMS is not a neuroimaging technique and we are using it as a cognitive
intervention, our primary source of data is behavioral. Our primary behavioral metrics include task
completion time and accuracy. We will be using standard frequency-based statistical approaches
(e.g., paired t-test, ANOVA) to compare the behavioral outcomes.

4.2 Experimental Design — Interactive Dimension

We organize our investigation of learner satisfaction and code summarization outcomes around
three research questions. (RQ2-a) What is the content of peer-to-peer tutoring interactions, (RQ2-
b) what communication strategies lead to successful learner satisfaction, and (RQ2-c) how does Al
assistance influence code summarization performance? We take three primary considerations when

LGroup-level analysis refers to statistical analysis performed across participants, accounting for both within-subject
and between-subject variability [102].



designing these experiments: they must (i) be representative for student software developers, (ii)
be self-contained interactions associated with a learner, and (iii) admit experimentally controlled
stimuli where appropriate.

RQ2-a and RQ2-b. We propose analyzing an archival dataset of anonymized student interac-
tions from PythonTutor [14,89]. This online tutoring platform is well-suited to ensuring represen-
tativeness of student programmers, as it is widely used by many learner programmers and contains
a diverse set of interactions [14, Fig. 1]. In PythonTutor, learner programmers initiate chat-based
help sessions in which volunteer helpers join to provide assistance [90]. Importantly, each session
centers on a single learner’s problem, enabling us to analyze a self-contained interaction associated
with the particular learner. We thus propose a design that analyzes a sample of self-contained
interactions, each associated with an individual learner. This design enables both qualitative and
quantitative analysis of tutoring interactions at scale, while also allowing us to characterize which
patterns are associated with more effective and satisfying tutoring experiences.

Metrics: Our primary metrics are quantitative frequencies of occurrences of annotated themes,
where those annotations capture key patterns of learner interactions. Following established prac-
tices in qualitative research, we propose to conduct a structured content analysis [105,106]. This
process begins with an initial open-coding [106] phase to identify themes in learner—helper inter-
actions, including direct and indirect markers of learner satisfaction. This is followed by iterative
refinement of a coding scheme. Multiple annotators will then apply this scheme to the dataset,
with inter-rater reliability [107] assessed to ensure consistency. The outcome of this process is a set
of thematic annotations capturing key aspects of tutoring interactions (e.g., types of explanations,
questioning strategies, and learner satisfaction). We propose to use these annotations as features
in quantitative models, specifically generalized linear mixed-effects regression [108], to examine re-
lationships between communication strategies, interaction content, and learner satisfaction. This
approach enables us to identify patterns associated with more effective and satisfying tutoring.

RQ2-c. We propose to analyze code summarization outcomes through a human study with
student programmers. To ensure representativeness, we construct code summarization tasks using
programs drawn from open-source projects on GitHub, which has been widely used as a repre-
sentative source of real-world software development artifacts and learning resources [109,110]. To
maintain self-contained learner interactions, we restrict Al assistance to a single, standardized
query and response per task, ensuring that each interaction is bounded and comparable across
participants. We then compare performance between with and without the AI prose intervention
to causally analyze the effect of Al support. We opt to pull this query from ChatGPT, a popular
AT tool frequented by students [111]. We introduce experimentally-controlled stimuli by presenting
tasks in a randomized order within a survey-based study design.

Metrics: Our primary evaluation metrics are response times and human-evaluated measures
of code summarization quality, derived from a previously established rubric assessing correctness,
readability, conciseness, and completeness [112]. Multiple annotators will rate each summary, with
inter-rater reliability [107] assessed to ensure consistency. We will analyze these outcomes using
generalized linear mixed-effects regression [108], accounting for variation across participants and
tasks to estimate the effect of Al assistance on code summarization performance. In addition, we
will conduct a qualitative content analysis [105,106] of the summaries provided by the participants,
examining how the text submitted by those learners incorporates Al assistance. This analysis helps
us understand how prose Al text can support students in a software engineering task.

4.3 Experimental Design — Behavioral Dimension

We organize our investigation of leaner attitudes and code summarization outcomes around two re-
search questions. (RQ3-a) Do student programmer perceptions vary based on academic computing
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contexts, and (RQ3-b) how do physical exercise breaks influence code summarization performance?
We take three primary considerations when designing these experiments: they must (i) be repre-
sentative for student programmers, (ii) reflect student-relevant scenarios or tasks, and (iii) admit
experimentally-controlled stimuli.

RQ3-a. We propose to analyze programmers’ attitudes toward stimulant use through a ran-
domized scenario-based survey study. To ensure representativeness of the stimulants considered,
we focus on stimulants commonly used by students (e.g., caffeine [113], prescription stimulants [16],
and alcohol [114]). To ensure scenarios are student-relevant, we consider situations in which which
stimulant use is plausible within common academic contexts, such as studying, completing as-
signments, and working on course projects. We further incorporate common contextual factors,
including collaboration, peer behavior, and instructor guidance. Lastly, we support experimental
controls by randomly assigning participants to scenarios that systematically vary key factors, in-
cluding the contextual condition, stimulant type and academic context, while keeping the overall
scenario structure, length, and wording style consistent.

Metrics: Our primary metrics are participants’ Likert-scale ratings of perceived fairness, ac-
ceptability, willingness to use, and risk of stimulant use across scenarios. These constructs are
intentionally left undefined to capture participants’ own interpretations [115, following Section 2.2].
We will analyze these responses using generalized linear mixed-effects regression [108], accounting
for variation across participants and scenarios to estimate the effects of contextual factors.

RQ3-b. We propose to analyze code summarization outcomes through a human study with
student programmers. To ensure representativeness, following the same procedure as in RQ2-c, we
construct code summarization tasks using programs drawn from open-source projects on GitHub,
which has been widely used as a representative source of real-world software development artifacts
and learning resources [109, 110]. To ensure relevance to student contexts, we adapt a physical
exercise from prior work that can be performed in a single location, accommodates participants
with varying physical abilities, and can be completed in under five minutes [15]. The exercise
protocol consists of five movements (including jumping jacks, heel taps, high knees, split jumps, and
hamstring kickers), each performed for 50 seconds with 10-second rest intervals between movements.
We introduce experimental control by randomizing the order of tasks within a survey-based study
design and incorporating an exercise break prior to each task.

Metrics: We will use the same evaluation metrics as in RQ2-c including response times and
human-evaluated measures of code summarization quality (derived from a previously-established
rubric assessing correctness, readability, conciseness, and completeness [112]). Multiple annotators
will rate each summary, with inter-rater reliability [107] assessed to ensure consistency. We ana-
lyze these outcomes using generalized linear mixed-effects regression [108], accounting for variation
across participants and tasks to estimate the effect of exercise breaks on code summarization per-
formance. In addition, we will conduct a qualitative content analysis [105,106] of the summaries
provided by participants to examine how exercise may influence their structure and clarity through
its effects on executive function and cognitive processing [116].

5 Preliminary Results

We now cover available preliminary results for each dimension.

5.1 Preliminary Results — Cognitive Dimension

Preliminary work associated with learning a correlative cognitive model of debugging was pub-
lished in Transactions of Software Engineering, 2024 [117], while the initial work associated with
testing a causal mechanism of code comprehension was published in the International Conference
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of Software Engineering, 2024 [118]. Both human studies were approved by Michigan’s IRB under
HUMO00229664 and HUMO00216195.

RQ1-a: Learning a correlative cognitive model of debugging. To develop a preliminary
mathematical model of programmer cognition, we conducted a study with 28 computing students
using fNIRS. We captured brain activity and behavioral outcomes as programmers debugged 13
problems, comparing neural activation between inferred debugging stages and a resting condition
(see Section 2.2).

Using these behavioral metrics (i.e., not neural metrics), we are able to infer a statistically
significant dynamic model of debugging in which student programmers transition between five
stages, as seen in Figure 1. The first stage in our model is Task Comprehension, which involves
the programmer understanding the purpose of the program by reading through a prose description.
During Fault Localization, programmers navigate to problematic code, comprehending it to identify
and understand the defect. Code Editing is the process of changing the text of the program to repair
the defect. Compiling involves waiting while building or running the program with the proposed
fix. Finally, Output Comprehension involves inspecting the result of running the program (e.g.,

viewing test reports or stack traces, etc.).
Failed Test
F P ﬁ
Fault Localizafion Code Editing [ Compiling |-{55% | [Output Comprehension l*
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Figure 1: Inferred dynamic model of debugging motivated by behavioral outcomes. Participants
begin in Task Comprehension and transition between stages. Edge labels indicate empirical tran-
sition frequencies. This model is intentionally direct: the novelty is not in the stages themselves
but in our finding that they are distinct.

We also find that our inferred model of debugging is neurally motivated, that is, student pro-
grammers exhibit distinct patterns of neural activity as they navigate through the stages of our
model in a statistically-significant manner (p < 0.05). Figure 2 shows the physical locations of
these distinct activation areas in the brain per debugging stage, where the Compiling stage is
used as a proxy for rest and thus our control [71]. Specifically, we find that Task Comprehension
is more neurally active in temporal regions associated with language and memory, compared to
programming-intensive stages like Code Editing and Output Comprehension (p < 0.01). Code
Editing has more activation in the parietal cortex (p < 0.004), which is associated with reading
and writing, aligning with prior work [64]. Output Comprehension involves the left dorsolateral
prefrontal cortex (DLPFC), associated with memory retrieval and working memory (p < 0.04).
Overall, our preliminary results demonstrate the ability of objective methods, such as fNIRS, to
identify programming-relevant cognitive processes associated with multi-staged debugging and to
help develop a cognitive model of an important computing task that is more objective than self-
reporting.

RQ1-b: Testing a causal mechanism of code comprehension. To test causality between
activity in cognitive regions and code comprehension, we conducted a study of 16 computing stu-
dents using medical imaging and TMS (see Section 2.2). We collected response time and accuracy
data as programmers completed code comprehension tasks.

In our preliminary work, we examine two hypotheses. Prior work has identified a correlational
relationship between activity in the primary motor cortex (M1) and code comprehension [62]. Other
studies have reported correlational relationships between the supplementary motor area (SMA)
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Figure 2: Contrast of debugging stages with resting state activity. 'R’ indicates right hemisphere
and 'L’ left. Red indicates significant neural activation (in contrast to the Compiling stage — our
proxy for rest [71]) while blue indicates significant correlation of less neural activation.

and other programming-related activities (e.g., code writing [64]). We initially hypothesized that
activity in M1 would exhibit a causal relationship with code comprehension, whereas activity in
the SMA would not. Interestingly, we find no evidence of a causal relationship between activity in
correlatively-related cognitive regions [62] and computing outcomes. In particular, neither accuracy
nor response time had a statistically significant treatment-control difference (p > 0.81). Similarly,
we find no evidence of a causal relationship between activity in the SMA and code comprehension
outcomes. Specifically, we found neither accuracy nor response time had a statistically significant
treatment-control difference (p > 0.73). Quite surprisingly, our results do not agree with multiple
previously-established correlations.

Taken together, these results suggest that code comprehension, even in novice populations,
is not driven by activity in any single cortical region. Instead, it reflects a distributed cognitive
process that depends on interactions across multiple brain regions. This interpretation is consistent
with prior work using functional connectivity analysis, which shows that programming engages
coordinated activity across language, mathematical, and semantic systems rather than isolated
regions [64,119]. These results have implications for interventions (e.g., [58]) that depend on
cognitive findings.

5.2 Preliminary Results — Interactive Dimension

Preliminary work on modeling learner satisfaction has been published at the Software Engineering
Education and Training track of the International Conference on Software Engineering, 2026 [120)].
The study on the causal effects of Al assistance on code summarization is currently underway and
is planned for completion in Fall 2026. Both human studies were approved by Michigan’s IRB
under HUMO00250340 and HUMO00276189.

RQ2-a and RQ2-b: Learning a correlative model of learner satisfaction. To develop a
preliminary mathematical model of learner programmer satisfaction, we conducted a mixed-analysis
study of a set of 108 archival Python Tutor chats (see Section 4.2) comprising of 40, 755 words.

First, we observe recurring classroom-relevant content in tutoring interactions. In particular,
we identify themes corresponding to software development practices. We categorize these into four
stages adapted from the foundational Waterfall model [121]: Requirements, Design, Implementa-
tion, and Verification. Although inspired by the Waterfall model, these stages capture core software
engineering practices relevant to student developers [122,123]. A total of 83% of chats (90/108)
include at least one of these stages, and 30 chats involve discussion spanning all four stages. The
most frequent stage is Requirements, appearing in 88 chats, which is consistent with prior observa-
tions that early-stage misunderstandings and requirement-level issues are a major source of software
defects [124]. In contrast, Verification is the least common stage, appearing in only 51 chats. These
results suggest that novice programmers engaged in peer-tutoring frequently focus on problem un-
derstanding and specification, but engage less with testing and verification. Given the central role

13



of verification in software quality, this gap highlights a potential area where non-traditional learners
may benefit from additional tool support.

Lastly, we examine which conversational features predict successful outcomes, defined as positive
learner satisfaction, using three lenses: (1) initial program help request type (i.e., code writing, bug
fixing, code comprehension, code improvement) made by the learner, (2) individual conversation
features, and (3) speaker role (learner vs. helper). For (1), contrary to expectations, programming-
heavy requests (e.g., bug fixing) were no more successful than conceptual ones (e.g., code compre-
hension); Fisher’s exact test found no significant difference in success rates (p = 0.92). For (2) and
(3), we fit a model using code frequencies as predictors of success. We find that outcomes depend
on who enacts certain behaviors: in successful chats, learners more often ask personal questions,
discuss coding experience, and mention test cases, whereas in failed issues, helpers do so more
(p < 0.05). These preliminary results support our hypothesis (see Section 3.2) that communica-
tion strategies in unstructured peer-to-peer environments are systematically associated with learner
satisfaction, with learner-initiated behaviors playing a central role.

RQ2-c: Learning a causal model of code summarization with Al assistance. To assess
the causal effect of Al assistance on code summarization performance, we have acquired data for
controlled study with 47 computing students. We propose to measure task completion time and
code summarization quality as outcome variables, with quality assessed using human-evaluated
rubric scores (see Section 4.2).

We preliminarily find that Al assistance improves certain dimensions of code summarization
but not overall correctness. Al-assisted participants produce significantly more concise (p = 0.002)
summaries. In contrast, we find no evidence that Al assistance improves summary accuracy, com-
pleteness, readability, or response time (p > 0.05). Qualitatively, we observe both benefits and
limitations of Al assistance. On the positive side, participants frequently reuse, compress, and
rephrase Al-generated content rather than copying it verbatim, suggesting that Al serves as a lin-
guistic and structural scaffold, consistent with prior work on instructional scaffolding and writing
support [125]. On the negative side, students summary accuracy were low overall.

Our preliminary findings may suggest that Al assistance does not translate into improved un-
derstanding of code semantics. This topic warrants further investigation, as code comprehension
is a critical activity for learners in introductory programming [58]. Additionally, recent evidence
suggests that reliance on generative AI may reduce engagement in deeper cognitive processing [126],
which could help explain the limited improvements in correctness.

5.3 Preliminary Results — Behavioral Dimension

While RQ3-a is future work, we have already obtained Michigan IRB approval (HUM002671410).
We plan to complete recruitment in Summer 2026 and conduct data analysis in Fall 2026. The
investigation of RQ3-b, studying the effects of exercise breaks on code summarization, conducted
jointly with RQ2-c, is currently underway and is planned for completion in Fall 2026. That study
has been approved by the University of Michigan IRB under protocol HUM00276189.

RQ3-a: Understanding programmers’ attitudes toward stimulant use. No preliminary
results are available (see Section 6).

RQ3-b: Learning a causal model of code summarization with physical exercise.
To assess the causal effect of exercise on code summarization performance, we have conducted a
controlled study with 47 computing students. In parallel with RQ2-c, we measure task completion
time and code summarization quality as outcome variables, with quality assessed using human-
evaluated rubric scores (see Section 4.3).

We preliminary find that brief exercise impairs code summarization performance. Participants
in the exercise condition exhibit significantly longer response times (p < 0.001) and reduced sum-
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mary accuracy (p = 0.001) and conciseness (p = 0.01). Qualitatively, exercised participants more
often introduce minor comprehension mistakes and adopt a line-by-line summarization style. These
negative effects on summarization accuracy diminish over repeated trials (p < 0.04). These find-
ings suggest that brief exercise breaks, while shown to support general performance [15], may not
translate to improvements in tasks that require precise comprehension and careful articulation,
such as code summarization. One possible explanation is that the effects of arousal (i.e., physiolog-
ical stress) on performance follow an inverted-U relationship [127]. This relationship suggests that
performance improves as arousal increases up to an optimal point, after which further increases in
arousal can reduce performance. This highlights the importance of aligning behavioral interventions
with the specific cognitive demands of programming tasks.

6 Schedule

The proposed work for the third research question in the interactive dimension and the second
research question in the behavioral dimension is expected to be completed and published by October
2026. The proposed work for the first research question in the behavioral dimension is expected to
be completed and submitted for publication by March 2027. That represents all outstanding and
to-be-completed research. We thus anticipate an expected dissertation defense in May 2027.

7 Conclusion

Software engineering continues to play a growing role in modern society, and the demand for skilled
programmers underscores the importance of effectively training and retaining new developers. As
universities remain a primary pathway into the software engineering workforce, understanding
how learners learn programming is both an educational and also a workforce priority. However,
prior work does not yet fully establish a comprehensive understanding of the cognitive, interactive,
and behavioral factors that shape how learners engage in programming tasks. Without such an
understanding, it remains difficult to design interventions and support interactive practices that
benefit students and professionals broadly.

In this proposal, we hypothesize that it is possible to develop statistically significantly mathe-
matical models that explain human factors, such as performance, satisfaction, and decision making,
across three dimensions relevant to learners of software development. The three dimensions are: (1)
cognitive mechanisms underlying programming tasks (e.g., code comprehension and debugging),
(2) interactions during programming (e.g., natural language peer collaboration and Al-assisted
support), and (3) behavioral influences on programming performance (e.g., physical exercise and
stimulant use).

We structure our investigation of this overall hypothesis within three research components.
First, we propose to investigate the cognitive foundations of code comprehension and debugging
using neurostimulation and neuroimaging methods, enabling both causal and observational analyses
of brain activity during multi-stage programming tasks. Second, we propose to examine the role of
natural language interaction in programming support by analyzing large-scale peer tutoring sessions
and evaluating how Al assistance influences student experiences, satisfaction, and performance.
Third, we propose to investigate behavioral factors on programming activities through controlled
interventions and survey-based studies, with a focus on physical exercise and stimulant use and
their impact on programmer performance. This research will further our understanding of how
broad classes of students think, interact, and behave as they learn software development and will
provide a foundation for designing more effective programming tools, instructional strategies, and
support systems.
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