
Traffic Rule Compliant Autonomous Driving Using Reward Machines and
Reinforcement Learning

Sicong Guo, Mohamad Louai Shehab, Alperen Tercan, Ruya Karagulle, and Necmiye Ozay

Abstract— Many real-world autonomous scenarios require
compliance with history-dependent traffic behaviors, whose
correct execution depend on sequences of past events rather
than the current state alone, such as stop-and-go, first-come-
first-served priority, and right-of-way yielding at unsignal-
ized intersections. Standard Deep Reinforcement Learning ap-
proaches assume the Markov property, making them unsuitable
to capture this history dependence. To that end, we propose an
reward-machine-based framework for non-Markovian traffic
rule compliance that encodes stop-and-go and first-come-first-
served behaviors as Reward Machines. We develop a safety-
aware labeling function and an reward machine reward specifi-
cation that exposes intermediate task structure from continuous
traffic states. Experiments in highway-env (stop sign) and
SUMO (all-way unsignalized intersection) show near-100%
rule compliance with strong safety and stopping precision,
performing significantly better than two baseline approaches.

I. INTRODUCTION

In recent years, autonomous vehicles (AVs), especially
robotaxis, have demonstrated promising performance in
structured environments. Yet, unstructured scenarios, where
right-of-way must be negotiated instead of enforced by traffic
signals, are challenging for these systems. For example,
Waymo, a leading robotaxi company, acknowledged that its
fleet struggled at unsignalized intersections during a city-
wide blackout in San Francisco [1]. These challenges are
not unique to AVs. In fact, unsignalized intersections are
challenging for human drivers as well. Data from the U.S.
National Highway Traffic Safety Administration indicates
that approximately 40% of all vehicular crashes happen at
intersections [2], and the Federal Highway Administration
reports that 70% of fatalities resulting from intersection-
related collisions occur specifically at unsignalized junc-
tions [3]. Moreover, when AVs and human drivers interact
in such environments, one study finds that AV’s conservative
behavior can create unpredictable interactions, potentially
increasing risk for surrounding human drivers [4]. To op-
erate successfully in these scenarios, AVs must adhere to
socially grounded traffic behaviors such as first-come-first-
served (FCFS), zipper merges, stop-and-go, and right-of-way
yielding. What makes these behaviors particularly difficult
is their history-dependent nature. Regulations like FCFS
[5] require monitoring the order of vehicles arriving at the
intersection and reacting based on that order. Therefore, a
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decision cannot be made by using only the current state
information.

Several approaches have been explored to enable traffic
rule compliance in history-dependent scenarios. For au-
tonomous navigation at urban intersections, Deep Rein-
forcement Learning (DRL) has been widely adopted [6]–
[9]. Recent advancements at unsignalized intersections have
further improved learning performance through techniques
such as curriculum learning, hierarchical architectures with
low-level MPC, mixed-traffic PPO, and multi-agent coor-
dination [10]–[14]. However, these methods typically leave
task phases implicit within handcrafted reward conditions
rather than representing them as explicit, temporally struc-
tured states [15]. Consequently, they fail to account for
history-dependent temporal conventions. Furthermore, Stan-
dard DRL assumes the Markov property, fundamentally con-
flicting with history-dependent traffic interactions. To address
this, temporal logics—such as Linear Temporal Logic (LTL)
and Signal Temporal Logic (STL)—are used to specify and
verify traffic regulations over sequences of events [16], [17].
These frameworks excel at expressing complex intersection
scenarios [16], [18], [19], synthesizing control tasks [20],
and learning from human feedback [21]. However, pure
formal methods heavily rely on explicit environmental model
descriptions.

To circumvent this, hybrid approaches combine formal
methods with RL to leverage both temporal logic’s ex-
pressiveness and DRL’s model-free nature [22]–[25]. Yet, a
major bottleneck remains: compiling LTL formulas into a
binary satisfaction signal yields sparse rewards, preventing
the agent from exploiting intermediate task structures and
severely limiting sample efficiency [23], [24]. For example,
authors in [25] acknowledge that history structure may result
in exponential state-space growth for the learning problem,
and suggest a more compact approach to capture state history
in a new augmented state-space representation, by proposing
an approximation to the objective value.

To overcome these limitations and enforce traffic rules in
history-dependent scenarios while preserving the advantages
of end-to-end DRL, we propose using and designing Reward
Machines (RMs) [23] consistent with these rules. RMs are
finite-state machines that explicitly represent the logical
structure underlying complex reward functions. They enable
an agent to track its progress through multi-step behavioral
sequences by encoding task-relevant events in a structured,
state-based form. By combining this RM with the underlying
MDP, we transform the environment into a Product MDP,
recovering the Markov property. This leads to optimized



policies in the product space which, by construction, are
incentivized to satisfy the encoded rules. While prior work
has applied RMs to highway driving scenarios [26], these
tasks are essentially Markovian in nature. In contrast, our
work targets non-Markovian compliance at unsignalized in-
tersections, where the agent must track temporal histories
such as vehicle arrival order to determine correct behavior.
The main contributions of this paper are as follows:

• RM-based formulation for non-Markovian traffic com-
pliance: We model history-dependent traffic rules (stop-
and-go and FCFS at unsignalized intersections) using
Reward Machines and synchronize them with the un-
derlying MDP to obtain a Markovian product MDP that
can be optimized with standard DRL (PPO).

• Safety-aware labeling and reward design: We design
a labeling function that extracts task-relevant events
(e.g., compliance, stopping, passing, priority) from con-
tinuous traffic states, grounding safety/stop enforce-
ment using the Responsibility-Sensitive Safety (RSS)
Model [27], and provide an RM reward specification
that exposes intermediate task structure.

• Empirical validation on two simulators with strong
compliance gains: We demonstrate in highway-env (stop
sign) and SUMO (all-way unsignalized intersection)
that the RM framework achieves near-100% rule com-
pliance while maintaining safety and good stopping pre-
cision, whereas scalar reward-shaping baselines collapse
to degenerate (overly defensive) behaviors with near-
zero compliance.

II. PRELIMINARIES

A. Markov Decision Process (MDP)

A Markov decision process (MDP) is a tuple M =
(S,A,P, µ0, γ, r) with a state space S, a finite action space
A, a Markovian transition kernel that admits a conditional
density P(s′ | s, a) over next states s′ ∈ S given the current
state s ∈ S and action a ∈ A, an initial state distribution µ0

over S, a discount factor γ ∈ [0, 1), and a reward function
r : S ×A×S → R. We use M/r to denote all components
of M except r. In this work, the transition kernel and the
initial state distribution are unknown but we assume to have
access to a simulation environment instead of the detailed
model.

B. Reward Machines (RM)

A reward machine (RM) is a finite-state Mealy ma-
chine that compactly represents history-dependent (non-
Markovian) rewards by maintaining a discrete memory state.
Formally, we write R = (U , u0,AP, δu, δr), which consists
of a finite set of RM states U , an initial state u0 ∈ U ,
a set of atomic propositions AP, a deterministic transition
function δu : U × AP → U , and an output reward function
δr : U ×AP → [S×A×S → R]. At each environment step,
a labeling function outputs a logical event ℓ ∈ 2AP. The
transition function δu updates the RM state based on the
observed event, and the output reward function δr returns
the corresponding RM reward. Thus, the reward at time t

can depend on the full history merely through the current
RM state ut = δ∗u (u0, ℓ0, ℓ1, · · · , ℓt), where δ∗u denotes the
standard extension of δu to event strings.

C. MDP-RM and Product MDP

A Markov decision process with a reward machine (MDP–
RM) is a tuple RM = (M/r,R, L) where M and R are
defined as above, and L is a labeling function as L : S ×
A×S → 2AP. The labeling function assigns to each (s, a, s′)
a subset of atomic propositions, representing the high-level
events which are true at this transition.

An MDP-RM RM can be equivalently seen as a product
MDP M′ = (S ′,A′,P ′, µ′

0, γ
′, r′) where S ′ = S × U ,

A′ = A, P ′(s′, u′|s, u, a) = P(s′|s, a)1(u′ = δu(u, L(s
′))),

γ′ = γ, µ′
0 is the initial distribution over S × U with

µ′
0(s, u) = µ0(s)1(u = uI) and r′(s, u, a, s′, u′) =
δr(u, L(s

′))(s, a, s′). At each time step, the agent observes
the product state s× = (s, u), and executes an action a ∈ A.
The MDP state then transitions to s′ ∼ P(·|s, a), and the
RM node transitions to u′ = δu(u, L(s

′)). As a result, the
product MDP state transitions to s×,′ = (s′, u′). A policy
π : S ′ → ∆(A′) of M′ maps joint states to a distribution
over actions.

Note that only the product state space is constructed
explicitly; the remaining components of the product MDP,
such as the product transition function, are not computed
explicitly.

D. Proximal Policy Optimization (PPO)

After constructing the product MDP, our goal is to find
a policy that maximizes the regular infinite horizon RL
objective. We define the RL objective as:

J(π, r) = E at∼π(s×t )

s×t+1∼P′(·|s×t ,at)

[ ∞∑
t=0

γtr′(s×t , at, s
×
t+1)

]
.

(II.1)
Our goal is to find a policy that maximizes the objective as:

π∗ = argmax
π

J(π; r) (II.2)

The optimization of the autonomous agent’s control policy
is carried out using Proximal Policy Optimization (PPO) in
M′. PPO is a widely adopted first-order deep reinforcement
learning algorithm that promotes stable and reliable policy
improvement by limiting overly large policy updates, thereby
balancing learning efficiency and robustness.

We parameterize the stochastic policy, termed the Actor,
utilizing a fully connected Multi-Layer Perceptron (MLP)
defined by weights θ, denoted as πθ(s×t ). Since our frame-
work employs a discrete action space, the Actor MLP maps
the high-dimensional joint state vector to categorical prob-
abilities using a softmax function, from which the discrete
control actions are stochastically sampled. Concurrently, a
Critic MLP network, parameterized by ϕ, approximates the
state-value function baseline Vϕ(s×t ).



III. METHODOLOGY

In this section, we present our proposed labeling function
and reward machine design used for incorporating non-
Markovian traffic rules into RL policies. For our formulation
throughout this section, we consider the state vector as:

s = [xe, ye,x
⊤,y⊤, ve, vs, ψe,ψ

⊤, h,dstop,

t⊤arrival, t
⊤
wait]

⊤,
(III.1)

where (xe, ye) and (x,y) are the position coordinates of
the ego vehicle and all the surrounding vehicles respectively.
The longitudinal velocity of the ego vehicle and the lead
vehicle are ve and vs respectively. The heading angles of the
ego vehicle and all of the surrounding vehicles are ψe and
ψ respectively. The headway of the ego vehicle is h. The
distance of the ego vehicle to the stop sign is dstop. The time
vectors for registered arrivals and waiting at the intersection
for all vehicles are denoted as tarrival and twait, respectively.

A. Labeling Function

The labeling function L : S × A × S → 2AP is designed
to capture the high-level events (i.e., atomic propositions)
that are relevant to the traffic rules being enforced. Since the
focus of this work is on stop-and-go behavior at stop signs
and interactions at unsignalized intersections, the atomic
propositions are designed to encode events related to safety,
stopping compliance, and right-of-way.

a) Safety and stop enforcement: We formulate the
longitudinal safety for the ego vehicle via the Responsibility-
Sensitive Safety (RSS) Model [27]. For autonomous driving
to be free from an accident caused by an autonomous vehicle,
the longitudinal safety headway is determined as a function
of ve and vs as follows:

dRSS(ve, vs) = veρ+
1

2
aemax,acc(ρ)

2

+
(ve + aemax,accρ)

2

2|aecomf,dec|
− v2s

2|asmax,dec|
,

where ρ is the response (i.e., reaction) time of the ego
vehicle, aemax,acc and aecomf,dec are the maximum allowable
acceleration and the maximum comfortable deceleration of
the ego vehicle, respectively. asmax,dec is the maximum allow-
able deceleration of the lead vehicle. By this formulation, the
longitudinal car-following safety on the ego vehicle is met
as long as:

h ≥ dRSS (ve, vs) .

Since both safety and stopping compliance depend on dis-
tances to a preceding object (the lead vehicle for safety and
the stop sign for stop compliance), we can define distance to
this object and its velocity, (din, vin) in a piecewise manner:

(din, vin) =


(h, vs) if (dreg ≤ dstop) ∧ (h < dstop)

(dstop, 0) if (dreg ≤ dstop) ∧ (h ≥ dstop)

(dstop, 0) if (0 ≤ dstop < dreg)

(h, vs) if (dstop < 0)

,

where dreg = 5m is defined and set as the registration
threshold for the stop sign at the intersection. As a result,
we denote the combined compliance of the longitudinal car-
following safety and stop enforcement as,

comp := (din ≥ dRSS (ve, vin)) ∧ (|ve| ≥ 0.1) .

We also denote the deviation from the combined compliance
as,

δcomp := din − dRSS (ve, vin) .

b) Intersection passing priority: For each vehicle i
arriving at the intersection, we define its arrival time tarrival,i
as the time when it gets within 5m from the stop sign, and its
waiting time twait,i as the time elapsed since it stopped (i.e.,
|vi| ≤ 0.1) after its arrival. Vehicle priority at the intersection
is determined on a first-come first-served basis. Let Vwait
denote the set of vehicles which have arrived and are waiting
at the intersection. The priority [5] to pass the intersection
is granted for a vehicle i if the following three conditions
hold.

1) It has the longest waiting time, i.e.,∧
j∈Vwait\{i}

twait,i ≥ twait,j + ϵ, (III.2)

with ϵ being a tolerance (normally equal to one simu-
lation timestep).

2) It has the earliest arrival time if waiting times are equal,
i.e., ∧

|twait,i−twait,j |<ϵ,
j∈Vwait\{i}

tarrival,i ≤ tarrival,j − ϵ. (III.3)

3) It is on the right of or is oncoming towards the other
left-turning vehicle if both waiting and arrival times are
equal. Let dirij =

(
∆p⊤

ij êi > 0
)
∨
(
ψi − ψj >

3
4π

)
,

where ∆pij =
[
xj − xi yj − yi

]⊤
is the rela-

tive position between vehicles i and j, and êi =[
cosψi sinψi

]⊤
is the heading vector of vehicle i.

Then, ∧
(|twait,i−twait,j |<ϵ)∧(|tarrival,i−tarrival,j |<ϵ)

j∈Vwait\{i}

dirij . (III.4)

Formally, the right of way (row) is defined as:

row ⇐⇒ (III.2) ∨ (III.3) ∨ (III.4).

Overall, the labeling function returns the following labels
when corresponding conditions are met:

• X: True if a collision occurs on the ego vehicle.
• comp: True if the combined compliance of the lon-

gitudinal car-following safety and stop enforcement is
met.

• S: True if the ego vehicle achieves registered stop
at the intersection: (0 ≤ dstop ≤ dreg) ∧ (|ve| < 0.1) ∧(
d′stop ≥ 0

)
.

• P: True if
(
d′stop < 0

)
∧ (dstop ≥ 0). This label is

returned at the exact time step when the stop is passed,



noting that primed variables denote the value at the next
time step.

• row: True if the ego vehicle has the right of way.
• G: True if the ego vehicle reaches 20m past the

intersection.

B. Reward Machine Design

We propose a reward machine design for unsignalized
intersection as shown in Fig. 1. This reward machine is
composed of the states:

• u0 denoting that the ego vehicle maintains the combined
compliance of car-following safety and stop enforce-
ment; and is being rewarded for higher ego vehicle
speed for improved traffic throughput efficiency,

• u1 denoting that the ego vehicle fails the combined
compliance and initiates to recover it,

• u2 denoting that the ego vehicle comes to a full stop at
the intersection and registered for its priority to pass,

• u3 denoting that the ego vehicle is granted with the
priority and initiates to pass,

• u−1 denoting the terminal state, reached in the case of
a crash, failing to stop, or successful completion.

The reward function is specified in a piecewise manner,
where the constant components are shown in Fig. 1, and the
variable components associated with safety compliance and
stop enforcement are as defined below:

δr (u0,comp) (s, a, s
′) = sat

(
1− δcomp

2

)
+ I (dstop ≥ dreg) · F

(
d′stop, dstop

)
(III.5)

δr (u1,¬comp) (s, a, s′) =
1

5
δcomp, (III.6)

where sat (1− δcomp

2 ) is the saturation function that encodes
safety with respect to the RSS model, I (dstop ≥ dreg) is the
indicator function, and F

(
d′stop, dstop

)
encourages progress

towards the stop sign. Specifically,

F
(
d′stop, dstop

)
= −γ

2
d′stop +

1

2
dstop.

IV. SIMULATION STUDIES

To validate the efficacy of our RM design, we conducted
simulation studies on a stop-sign scenario using highway-env
[28], and unsignalized intersection using traffic simulation
package SUMO [29]. In both cases, the simulations provide
the continuous state, from which we extract the correspond-
ing labels to update the reward machine state. The product
state is constructed from the continuous state and reward
machine state, accordingly, and used in PPO. Our code is
available on GitHub1.

A. Simulation setup

a) Toy case: Stopping at a stop sign: In this simulation
study (using highway-env [28]), we define a single-lane
driving scenario with a stop sign, as shown in Fig. 2. This

1https://tinyurl.com/4vjjrwn5

u1

u0

u3

u2

u−1

⟨comp ∧ ¬ (X ∨ P ∨ S ∨ G) , (III.5)⟩

⟨¬comp ∧ ¬ (X ∨ P ∨ S ∨ G) , 0⟩

⟨S, 50⟩

⟨X ∨ P,−100⟩
⟨G, 100⟩

⟨comp ∧ ¬ (X ∨ P ∨ S ∨ G) , 0⟩

⟨¬comp ∧ ¬ (X ∨ P ∨ S ∨ G) , (III.6)⟩

⟨S, 50⟩

⟨X ∨ P,−100⟩
⟨G, 100⟩

⟨¬row ∧ ¬ (X ∨ P) , 0⟩

⟨row ∧ ¬ (X ∨ P) , 0⟩

⟨X ∨ P,−100⟩

⟨¬ (X ∨ P) , 2ve⟩

⟨P, 20⟩

⟨X,−100⟩

Fig. 1. Reward machine design for unsignalized intersection with first-
come-first-serve rule compliance. For each transition, the first entry in
brackets represents the condition, and the second entry represents the
reward. For some transitions, rewards are specified by equation numbers
for brevity. This design can also be used for scenarios free from right-of-
way constraints, such as maintain safety and stopping at the stop sign, by
setting row = True to bypass the yielding state transitions.

is a toy case in which the ego vehicle is required to stop at
the stop sign, but the surrounding vehicles are not bounded
by this enforcement and maintain their default car-following
manner. The stop sign is at 150m ahead of the initial position
of the ego vehicle, and the goal is set as 20m beyond the
stop sign. Each vehicle has a uniform length of 5m.

The ego vehicle operates with a discrete action space
A = {0, 1, 2}, mapping to target speed adjustments of
{0, 15, 30}m/s which is then realized via a low-level pro-
portional controller. Surrounding vehicles are governed by
the Intelligent Driver Model (IDM) [30]. For all vehicles,
the vehicle dynamics are governed by the Kinematic Bicycle
Model [31].

The simulation runs at a timestep of 0.067s (15Hz) with
a policy update period of 0.2s. The ego vehicle has a speed
range of [0, 30] m/s, is initialized with a speed of 20 m/s,
and a random headway sampled uniformly from [26.2, 34.9]
m. The maximum allowable acceleration for the ego vehicle
is set as amax,acc = 5 m/s2. Both the ego and surrounding
vehicles have uniform maximum comfortable deceleration
and the maximum allowable deceleration set as acomf,dec =
−5 m/s2 and amax,dec = −6 m/s2, respectively. The RSS
response time ρ is set as 0.2s.

Fig. 2. The toy case for stopping at a stop sign, built by modifying
the highway-env simulator [28]. Ego vehicle is shown in green, and the
surrounding vehicles are shown in blue.

https://tinyurl.com/4vjjrwn5


b) Unsignalized intersection: In this simulation study,
we construct a four-way unsignalized intersection using
SUMO [29]. Each vehicle as a uniform length of 5m. The
geometry of this intersection environment comprises four
100-meter single-lane edges converging on a 14.4×14.4 m2

intersection, with stop signs 7.2m from the center. The
ego vehicle operates with a discrete action space A =
{0, 1, 2}, mapping to acceleration commands for “deceler-
ating” (acmd. = −5 m/s2), “maintaining speed” (acmd. = 0
m/s2), and “accelerating” (acmd. = 5 m/s2). Surrounding
vehicles are governed by the Krauss stochastic car-following
model [32]. Enforced stopping at the intersection and right-
of-way conventions (defined as (III.2)–(III.4)) are encoded
on all surrounding vehicles by default in SUMO.

Eight vehicles including the ego are initially-spawned
in the layout as shown in Fig. 3, with the ego vehicle
colored in green. The maximum comfortable deceleration
and the maximum allowable deceleration are identical for
all vehicles, i.e., acomf,dec = amax,dec = adec. All information
about the vehicle setups are shown in Table I. Note that the
initial position of the ego vehicle is randomized in the range
of [69, 87]m to simulate random intersection arrival orders.
The simulation runs at a timestep of 0.1s with a policy update
period of 0.2s. The RSS response time ρ is set as 0.2s.

Fig. 3. The unsignalized intersection environment using traffic simulation
package SUMO. Ego vehicle is shown in green.

c) Baseline and training hyperparameters: To evaluate
the performance of our developed framework, we compare
it against a baseline approach (B1), employing a standard
reinforcement learning agent trained with a reward function
Rtotal using an internal memory flag bstop ∈ {0, 1} with
bstop = 0 as not stopped and bstop = 1 as stopped. The reward
function is given by:

Rtotal = Rviol + (1− bstop)Rappr + bstopRdepart +Rtask (IV.1)

Specifically, the agent receives a severe terminal penalty
Rviol = −100 for safety violations, such as colliding or
failing to stop at the stop sign. Before stopping, an approach
reward Rappr based on speed of the ego vehicle encourages

TABLE I
VEHICLE PARAMETERS, INITIAL CONDITIONS (v0 , dSTOP,0 ), AND LANE

SETUPS (THE INITIAL LANE AS “S” AND THE TARGET LANE AS “G”)
FOR THE FOUR-WAY UNSIGNALIZED INTERSECTION STUDY. (UNITS:

DISTANCE: M; SPEED: M/S; ACCELERATION: M/S2 .)

ID v0 dstop,0 amax,acc adec vmax S-G
Red 1 10 75

3 −5 20 N-SRed 2 10 55
Orange 1 9 90

2.6 −4.5 20 W-EOrange 2 9 70
Orange 3 9 60 2.6 −4.5 20 S-N

Blue 1 8 85
2 −4 15 E-NBlue 2 8 65

Green (ego) 10 [69, 87] 5 −5 20 S-N

safe car-following and smooth deceleration as the vehicle
nears the intersection. Upon successfully stopping at the
correct location, the agent earns a sparse task bonus Rtask =
20, which triggers the internal “stopped” flag. Finally, a
departure reward Rdepart based on the speed of the ego vehicle
incentivizes continued safe car-following as the agent leaves
the stop sign and proceeds toward the goal.

As another baseline approach (B2), we employ an LSTM-
PPO agent [33], [34]. The baseline uses the same continuous
traffic states (III.1), action space, and scalar reward compo-
nents, while augmenting the policy with recurrent memory.
Specifically, the LSTM compresses the state history into a
hidden state, which is then used by the PPO actor–critic
networks for action selection and value estimation.

Similar to (IV.1), the reward function used for this baseline
is an addition of: Rviol = −100, Rtask = 50, a RSS-
based reward term for safety car-following as (III.5)-(III.6),
a reward term for proceeding to pass the intersection with
2ve conditioned on bstop and row, and a terminal reward
Rgoal = 100 for reaching the goal.

As a result, B2 serves as a stronger scalar-reward baseline:
it tests whether recurrent memory alone can recover the
temporal stop–yield–proceed hierarchy.

B. Evaluation Metrics

To evaluate the performance of our developed framework,
we introduce five metrics:

Safety measures the number of safe episodes (i.e. without
collisions):

Msafe =

(
1− ncollision

ntotal

)
× 100%,

where ncollision is the number of episodes in which the ego
vehicle encounters a collision and ntotal is the total number
of test episodes.

Stop-sign compliance measures the number of episodes in
which the agent stopped at the stop sign, defined as

Mstop =
nstopped

ntotal
× 100%,



where nstopped is the number of episodes in which the ego
vehicle makes a valid stop registered for the intersection.

Yielding compliance measures the number of episodes with
yielding compliance at the intersection before being granted
with the priority to pass the intersection, defined as

Myield =

(
1− nviol

ntotal

)
× 100%,

where nviol. is the number of episodes in which the agent
enters the intersection without its priority granted.

Completion measures the number of successfully com-
pleted episodes, defined as

Mgoal =
ngoal

ntotal
× 100%,

where ngoal is the number of episodes with the agent fully
stops at the stop sign and then proceed to reach the goal.

Stopping precision measures the average distance from
where the agent stopped at the stop sign among all test
episodes, that is,

Dstop =
1

nstopped

nstopped∑
i=1

dstop,i (tstop,i) ,

where tstop,i represents the instance at which the agent comes
to a full stop (i.e., |ve (tstop)| ≤ 0.1 m/s) during ith test
episode. Note that the stopping precision is only considered
among episodes with stop-sign compliance.

V. RESULTS AND DISCUSSION

For both simulation studies, we train the policies using
PPO with an MLP architecture, employing a learning rate of
3×10−4, batch size of 64, discount factor of 0.99, exponetial
decay coefficient in Generalized Advantage Estimation of
0.95, and clip range of 0.2. We report results from two
evaluation protocols: in single-seed tests, each policy is
trained for 122880 environment steps using a single random
seed, after which we evaluate its performance over ntotal =
100 test episodes and report the average return; in multi-seed
tests, we assess training stability and robustness by repeating
the experiment 10 times with different random seeds, training
policies for an increasing number of environment steps (up
to 122880) and evaluating performance at multiple points
during training.

A. Toy case: Stopping at a stop sign

The single-seed test results are shown in Table II. The
proposed RM is successful at handling the tasks of enforced
stopping at the stop sign and subsequently proceeding. Base-
lines B1 and B2 maintain safety, but they fail to learn to first
stop at the stop sign, then proceed to reach the goal: the ego
vehicle is observed to stop further away (> dreg) from the
stop sign, and remains stationary instead of proceeding to
pass the stop sign.

The multi-seed test results are shown in Fig. 4. The
curves demonstrate that the proposed agent eventually learns
all objectives, sequentially mastering stop-sign compliance
and goal accomplishment while achieving a final stopping

TABLE II
PERFORMANCE COMPARISON BETWEEN THE PROPOSED REWARD

MACHINE DESIGN AND TWO BASELINES FOR THE STOP-SIGN SCENARIO.

Msafe Mstop Mgoal Dstop
B1 100% 0% 0% -
B2 100% 0% 0% -
RM 100% 100% 100% 0.05m

precision of Dstop = 0.05m. In contrast, baselines B1 and
B2 fail to progress beyond basic safety metrics, resulting in
0% stop-sign compliance and 0% task completion. Because
their performance lines remain entirely flat, they are omitted
from the figures.
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Fig. 4. Training curves on the toy case with the reward machine
architecture. (a) Evolution of task completion metrics with increasing
training timesteps: safety Msafe, enforced-stop compliance Mstop, and goal
completion Mgoal. (b) Stopping distance Dstop, quantifying the precision
of the learned stopping behavior. The solid curves correspond to the mean
and the shaded region to the 95% confidence intervals over the 100 test
episodes. Subfigure (b) is truncated to start with 45056 training timesteps
when the stop-enforcement objective begins to be learned.

B. Unsignalized intersection

The single-seed results are shown in Table III. In this
unsignalized intersection environment, the proposed reward
machine successfully balances all concurrent tasks: main-
taining safety, executing a mandatory stop, yielding to traffic
priority, and safely clearing the intersection.

In contrast, the baselines struggle significantly with this
multi-stage rule sequence. Baseline B1 fails to progress
beyond basic collision avoidance, while B2 yields poor
performance across all compliance and goal completion
metrics alongside an inaccurate average stopping distance.
This underscores that relying on implicit recurrent memory
alone is insufficient for agents to reliably infer latent FCFS
priorities and the structured stop–yield–proceed phases.

TABLE III
PERFORMANCE COMPARISON BETWEEN THE PROPOSED REWARD

MACHINE DESIGN AND TWO BASELINES FOR UNSIGNALIZED

INTERSECTION.

Msafe Mstop Myield Mgoal Dstop
B1 100% 0% 0% 0% -
B2 58% 13% 47% 5% 4.41m
RM 100% 97% 96% 96% 2.29m



The multi-seed training curves for the unsignalized inter-
section are shown in Fig. 5 and Fig. 6. For our proposed
method, all task completion metrics sharply improve along-
side a steady refinement in stopping precision. Ultimately,
all four performance metrics stably converge near 100%
by the end of training. In contrast, baseline B2 struggles
to balance these concurrent objectives. It fails to master
the stop-sign and goal completion tasks entirely, achieving
only modest safety improvements at the expense of partial
yielding compliance.
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Fig. 5. Training curves on unsignalized intersection with baseline B2. (a)
Evolution of task completion metrics with increasing training timesteps:
safety Msafe, stop-sign compliance Mstop, yielding compliance Myield,
and goal completion Mgoal. (b) Stopping distance Dstop, quantifying the
precision of the learned stopping behavior. The solid curves correspond to
the mean and the shaded region to the 95% confidence intervals over 100
test episodes.
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Fig. 6. Training curves on unsignalized intersection with the proposed
reward machine design. (a) Evolution of task completion metrics with
increasing training timesteps: safety Msafe, stop-sign compliance Mstop,
yielding compliance Myield, and goal completion Mgoal. (b) Stopping
distance Dstop, quantifying the precision of the learned stopping behavior.
The solid curves correspond to the mean and the shaded region to the 95%
confidence intervals over 100 test episodes.

C. Sensitivity to the RSS response time and registration
threshold

A sensitivity study over the RSS response time ρ and the
registration threshold dreg comparing to the original setting
(ρ = 0.2s, dreg = 5m) is shown in Table IV. The RM policy
remains effective across all tested variations, suggesting that
the performance is not tied to a single hand-picked constant.
Increasing ρ adds the conservativeness of the RSS distance;
while both ρ = 0.3s and ρ = 0.5s preserve perfect safety in
these runs, their compliance and completion rates vary with
the induced stopping behavior. Varying dreg from aligning
its numerical value with the uniform vehicle length leads to
slightly lower compliance rates and better stopping precision,
with dreg = 3m yielding the best stopping precision and
dreg = 7m producing the worst compliance rates.

TABLE IV
SENSITIVITY OF THE PROPOSED REWARD MACHINE DESIGN TO THE RSS

RESPONSE TIME AND REGISTRATION THRESHOLD FOR THE

UNSIGNALIZED INTERSECTION SCENARIO.

(ρ, dreg) Msafe Mstop Myield Mgoal Dstop
(0.2, 5) 100% 97% 96% 96% 2.29m
(0.3, 5) 100% 92% 87% 85% 3.02m
(0.5, 5) 100% 100% 99% 99% 2.47m
(0.2, 3) 100% 95% 95% 95% 0.42m
(0.2, 7) 98% 95% 95% 93% 1.97m

VI. CONCLUSION

In this work, we addressed the problem of non-Markovian
traffic rule compliance in self-driving applications, where
the agent must track temporal histories to determine the
correct behavior. We conduct simulation studies on a toy
case requiring stopping at a stop sign [28], and on an all-way
unsignalized intersection scenario using the traffic simulation
package SUMO [29]. We validate the performance of our
proposed RM framework in terms of rule compliance, safety,
and stopping precision. In contrast to two baselines, our
proposed approach achieves nearly a 100% rate of rule
compliance in both experiments.

Among the challenges in this work is the careful design
of the labeling function, the reward machine, and the asso-
ciated reward function to ensure reliable performance. This
becomes even harder in more complex traffic scenarios, such
as lane merges with ambiguous right-of-way. This design
burden motivates the need for scaling methods that directly
learn reward machines from expert demonstrations [35], [36],
thereby reducing manual design effort. Another limitation
of the proposed framework is its reliance on access to the
exact states of the ego vehicle and surrounding agents. In
practical autonomous driving systems, such quantities are
typically estimated through perception and state estimation
modules and are therefore subject to noise, delay, and partial
observability. A promising direction for future work is the
development of robust variants of the framework that can
operate reliably under state uncertainty.
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