Lecture 6:
Backpropagation
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Waitlist update

Over the past few days everyone on the waitlist got an override!
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Reminder: A2

Due Monday, 9/30, 11:59pm
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Last time: Neural Networks

Space Warping Universal Approximation

From linear classifiers to
fully-connected networks ° :

f = Wamax(0, Wiz) B

Input:
X W W
3072 . h 2 : Nonconvex
Output: 10
Hidden layer: P
100

loss

wl[0, 0]
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Problem: How to compute gradients?

s = f(x; Wy, Wsy) = Womax(0, Wix) Nonlinear score function

L, = Z max(0,s; — s,, +1)  SVM Loss on predictions
JFYi

R(W) = Z W7 Regularization
k

N
L = % Z L; + AR(W7) + AR(W5) Total loss: data loss + regularization

= oL L

If we can compute :
PEEE o o,

n we can learn W, and W,
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(Bad) Idea: Derive VL on paper

s= fla: W) = Wa Problem: Very tedious: Lots of matrix
calculus, need lots of paper

i#Yi | Problem: What if we want to change
=) max(0,W;.-x+ W, . -x+1) loss? E.g. use softmax instead of
iy SVM? Need to re-derive from
N
1 scratch. Not modular!
L=—=Y Li+A) W¢ |
N = - Problem: Not feasible for very

1N complex models!
:NZZ max(0, W;. -z +W,, .-z +1) +)\ZWk
i=1 j#y;

i=1 j#y;

VwL = VW< ZZmaXOW :I:—I—Wy“:-a:—l—l)—k)\ZW,f)
k
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Better Idea: Computational Graphs

f

Wz

L; = Zj;,éy. maX(Oa Sj — Sy, 1)

. @ s(scoreS)= Yo -

hinge
loss

Justin Johnson

<&

R(W)
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Deep Network (AlexNet) e
input image HH \
Weights —T’:

»
—>

loss

Justin Johnson Lecture 6- 8 September 23, 2019



Neural Turing Machine /

Input image

loss \

\.,

Figure reproduced with permission from a Twitter post by Andrej Karpathy.

Graves et al, arXiv 2014
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https://twitter.com/karpathy/status/597631909930242048%3Flang=en

Neural Turing Machine

Graves et al, arXiv 2014 |

Justin Johnson

Lecture 6 - 10

Figure reproduced with permission from a Twitter post by Andrej Karpathy.
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https://twitter.com/karpathy/status/597631909930242048%3Flang=en

Backpropagation:

Simple Example ><>q~
flz,y,2) =(x+y)z |’
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Backpropagation:
Simple Example ><>q
flo,y,2) =(x+y)z '°

eg.x=-2,y=5,z2=-4
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Backpropagation:

Simple Example ><>q‘3
flz,y,2) = (z+y)z -

eg.x=-2,y=5,z2=-4

i -

1. Forward pass: Compute outputs

i=z+y f=q
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Backpropagation:

Simple Example >Oq‘3
flz,y,2) = (z+y)z -

eg.x=-2,y=5,z2=-4

i

1. Forward pass: Compute outputs

G=x+y [=g
2. Backward pass: Compute derivatives

of df of

Want: 52 9y 02
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Backpropagation:
Simple Example >© .
g Ak

flo,y,2) =(x+y)z '°

eg.x=-2,y=5,z2=-4

i

1. Forward pass: Compute outputs

=T + = of
q Yy f=qz 57

2. Backward pass: Compute derivatives

Of Of Of
Want: Gy 6’y’ -
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Backpropagation:
Simple Example >© .
g Ak

flo,y,2) =(x+y)z '°

eg.x=-2,y=5,z2=-4

i

1. Forward pass: Compute outputs

=T + = of
q Yy f=qz 57

2. Backward pass: Compute derivatives

Of Of Of
Want: Gy 6’y’ -
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Backpropagation:

Simple Example >Oq‘3
flz,y,2) = (z+y)z -

eg.x=-2,y=5,z2=-4

i

1. Forward pass: Compute outputs

q=T+Y |f=qz
2. Backward pass: Compute derivatives ﬁ
of of of 0z

Want: 52 9y 02
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Backpropagation:

Simple Example >Oq‘3
flz,y,2) = (z+y)z -

eg.x=-2,y=5,z2=-4

i

1. Forward pass: Compute outputs

G=x+y |f=g
2. Backward pass: Compute derivatives ﬁ —
of of of 0z

Want: 52 9y 02
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Backpropagation:

Simple Example >© .
TERT.
4
flo,y,2) =(x+y)z '°
eg.x=-2,y=5,z2=-4 5 e

1. Forward pass: Compute outputs
q=+Y f=qz of
2. Backward pass: Compute derivatives

Of Of Of
Want: B 6’y’ -

i
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Backpropagation:

Simple Example >© .
TERT.
4
flo,y,2) =(x+y)z '°
eg.x=-2,y=5,z2=-4 5 e

1. Forward pass: Compute outputs
q=+Y |f=qz of
2. Backward pass: Compute derivatives

Of Of Of
Want: B 6’y’ -

i
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Backpropagation:
Simple Example

flz,y,2) = (. +y)z
eg.x=-2,y=5,z2=-4

1. Forward pass: Compute outputs

G=x+y [=g of
2. Backward pass: Compute derivatives 8y
of of of
Want 50 9y’ 92
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Backpropagation:
Simple Example

flz,y,2) = (. +y)z
eg.x=-2,y=5,z2=-4

1. Forward pass: Compute outputs

Chain Rule
q=T+Y [=qz of  0q0f
2. Backward pass: Compute derivatives 6’y B 8y 8q

Of Of of
Want: 50 9y’ 0-
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Backpropagation:
Simple Example

flz,y,2) = (. +y)z
eg.x=-2,y=5,z2=-4

1. Forward pass: Compute outputs

Chain Rule
q=T+Y [f=yqz of _0q0f 0q_
2. Backward pass: Compute derivatives Oy 0Oy 0q 0y

of of of /1 N\
Want: Downstream  Local Upstream
aCIZ’ ay 87; Gradient Gradient Gradient
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Backpropagation:
Simple Example

flz,y,2) = (. +y)z
eg.x=-2,y=5,z2=-4

1. Forward pass: Compute outputs

Chain Rule
q=T+Y [f=yqz of _0q0f 0q_
2. Backward pass: Compute derivatives Oy 0Oy 0q 0y

of of of /1 N\
Want: Downstream  Local Upstream
aCIZ’ ay 87; Gradient Gradient Gradient
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Backpropagation:
Simple Example

flz,y,2) = (. +y)z
eg.x=-2,y=5,z2=-4

1. Forward pass: Compute outputs ,
Chain Rule

q=2+tY [=qz of 0q of | |9g
. . " = 1
2. Backward pass: Compute derivatives ox Ox 6’q ox
o Of 0f Of i /T
an ownstream oca stream
837 ay 87; Gradient Gradient Gpradient
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Backpropagation:
Simple Example

flz,y,2) = (. +y)z
eg.x=-2,y=5,z2=-4

1. Forward pass: Compute outputs ,
Chain Rule

q=2+tY [=qz of 0q of | |9g
. . " = 1
2. Backward pass: Compute derivatives ox Ox 6’q ox
o Of 0f Of i /T
an ownstream oca stream
837 ay 87; Gradient Gradient Gpradient
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—h
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<

oL
y -
Upstream
gradient
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Justin Johnson

0z
0x

0z

f

Local
gradients
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<

OL
0z
Upstream
gradient

September 23, 2019



27

s

5
o £

Downstream
gradients

Justin Johnson

073

0z
0x

0z

f

Local
gradients
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<

OL
0z
Upstream
gradient

September 23, 2019



& 0z

~" O hid
Cl g\g 0x <
Downstream < f :
gradients % oeat 7,
e )
0% 6/ Upstream
— 07 .
= OV gradient
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1
1 4+ ¢~ (worgtwizi+ws)

T, W) =

Another Example g

w0
x0
w1
3 i @ @ @ 1/x
w2
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1
Another Example /(%) =1 o (womgtwia +w)

Forward pass: Compute outputs
w0 2.00 >
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1
Another Example /(%) =1 o (womgtwia +w)

Backward pass: Compute gradients
<

w0 2.00

Base Case
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1
Another Example /(%) =1 o (womgtwia +w)

Backward pass: Compute gradients
<

w0 2.00

Local Gradient

L o |1 1

or |z 72
w1 -3.0(

1.00
X1, =2 -
w2 -3
Downstream Upstream
Gradient Gradient
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1
Another Example /(%) =1 o (womgtwia +w)

Backward pass: Compute gradients
<

w0 2.00

Local Gradient

x0 = 8
— [a: + 1] =1
Ox
w1 -3.0(
1.00 @ 1.00
4, L
w2 -3
Downstream Upstream
Gradient Gradient
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1
Another Example /(%) =1 o (womgtwia +w)

Backward pass: Compute gradients
<

w0 2.00

Local Gradient

x0 = a . ”
Ox
w1 -3.0(
1.00 /; 37
x1 -2 ] -] 0.53
w2 -3
Downstream Upstream

Gradient Gradient
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1
Another Example /(%) =1 o (womgtwia +w)

Backward pass: Compute gradients
<

w0 2.00

Local Gradient
x0 -1.00

w1 -3.0(
X1 5 3‘?3
w2
Downstream Upstream
Gradient Gradient
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1
Another Example /(%) =1 o (womgtwia +w)

Backward pass: Compute gradients
<

w0 2.00

Local Gradient

—[x+y} = 1; %{ZE—I—ZJ] =1

Upstream
Gradient

Downstream
Gradient
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1
Another Example /(%) =1 o (womgtwia +w)

Backward pass: Compute gradients
<

Local Gradient

—[ac+y} = 1; —{iE—I—y] =1
ox 0y
+ ). 1.00 @ _-1.00 fe;p\ _0.37 m _1.37
020 \__/ -020 053 \__/ -053
Downstream Upstream
Gradient Gradient
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1
Another Example /(%) =1 o (womgtwia +w)

Downstream Gradient Upstream .
Gradient Backward pass: Compute gradients
<

Local Gradient

el = v gy [] =
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1

Another Example flz,w) = | & o—(wozotwiz +uwy)

Downstream Gradient

Upstream
Gradient

Backward pass: Compute gradients
<

Justin Johnson

Local Gradient

2 [l = o] =

1.00 4o, -1.00 @ 037 1\ 137 A 073

020 \__/ -020 \”/ -053 \__/ -053 1.00
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1
Another Example /(%) =1 o (womgtwia +w)

Backward pass: Compute gradients
<

:‘O'(ZU()JZ() + w1 + wo)

w0 2.00

1 Computational graph is not
x0 -1.00 O'(.",E) — unique: we can use primitives
400 ]. —|— € L that have simple local gradients
w1l -3 - -
Sigmoid
1.00 | A\ -1.00 @ 037 i\ 137 A\ 073
X1 - 020 | \__/ 020 %/ -053 \__/ -053 1.00
w2 -3.00

0.20
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1
Another Example /(%) =1 o (womgtwia +w)

Backward pass: Compute gradients
<

:‘O'(ZUQQZ() + w1 + wo)

1 Computational graph is not
— unique: we can use primitives
]. —|— e+ that have simple local gradients

x0 -1'.(?0 0] ([L')

w1
Sigmoid
100 | /a2 100 /0N 037 /\ 137 0.73
X1 0.20 \) -0.20 @ -0.53 \Hj -0.53 1 1.00
w2 -3.00
0.20
Sigmoid local 0 { } e " l+e* -1 1
o |0\T)| = = — | =1 —-0o(x))o(x
gradient: or ( ) (1_|_€—:z:)2 l1+e® 1 +e=® ( ( )) ( )
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1
Another Example /(%) =1 o (womgtwia +w)

Backward pass: Compute gradients
<

:‘O'(ZU()JZ() + w1 + wo)

w0 2.00

1 Computational graph is not
x0 -1.00 O'(.",E) — unique: we can use primitives
—x : ]
400 ]. —|— € that have simple local gradients
w1l -3
Sigmoid
1.00 | /% A0 o B3 oD T 0.73
X1 - @ 020 P53 \Hj 055 T
w2 -3.00 [Downstream] = [Local] * [Upstream]
0.20 =(1- ) * *1.0=0.2
Sigmoid local 0 { } e " l+e™—1 1
—|o(x)| = = — | =(1l —o(x))o(x
gradient: Ox () (14 e—%)? 1 +e® 1 +e® ( (z))o(z)
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Patterns in Gradient Flow

add gate: gradient distributor

3
2 O\
O
2
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Patterns in Gradient Flow

add gate: gradient distributor

3
2 O\
O
2

copy gate: gradient adder

7
A44+2=6 7/
2
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Patterns in Gradient Flow

add gate: gradient distributor mul gate: “swap multiplier”
3 2
2 N 5 5%3=15 N~ .
i @ 2 3 @ 5
—/ —/
2 2*5=10

copy gate: gradient adder

7/

7 / 4 '
44+2=6 ()\ 7
2
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Patterns in Gradient Flow

add gate: gradient distributor mul gate: “swap multiplier”
3 2
2 N 5 5%3=15 o
4 /®2—' , @5—’
2 2*5=10
copy gate: gradient adder max gate: gradient router
/ 4
. ey 0 >\ :
4E’Q\L, 5 9—'
2 9

Justin Johnson Lecture 6 - 49 September 23, 2019



Backprop Implementation:

Compute output

w0 2.00
-0.20

x0 -1.00

wl -

xl -
-0.60

w2 -3.00

0.20

Justin Johnson Lecture 6 - 50

def (w0,

x0, wl, x1, w2):

s0
sl
52
s3
L

wl x
wl *
SO +
s2 +

sigmoid(s3)

X0
x1
sl
w2

September 23, 2019



Backprop Implementation:

Compute output

w0 2.00
-0.20

x0 -1.00

wl -

@ Backward pass:
Compute grads

xl -
-0.60

w2 -3.00

0.20

Justin Johnson Lecture 6 - 51

def f(wd, x0, wl, x1, w2):
SO = wd * x0
sl = wl *x x1
s2 = s@ + sl
S3 = 52 + w2
L = sigmoid(s3)
grad_L = 1.0
grad_s3 = grad_L * (1 - L) * L
grad_w2 = grad_s3
grad_s2 = grad_s3
grad_s@ = grad_s2
grad_sl = grad_s2
grad_wl = grad_s1l x x1
grad_x1 = grad_s1 * wl
grad_w@ = grad_s@ *x x0
grad_x0 = grad_s@ x w@

September 23, 2019




Backprop Implementation:

Compute output

w0 2.00
-0.20

X0 -1.00 Base case

wl -

xl -
-0.60

w2 -3.00

0.20

Justin Johnson Lecture 6 - 52

def f(w0,

x0, wl, x1, w2):

SO = wd * x0

sl = wl *x x1

s2 = s@ + sl

S3 = s2 + w2

L = sigmoid(s3)

grad_L = 1.0

grad_s3 = grad_L * (1 - L) * L
grad_w2 = grad_s3
grad_s2 = grad_s3
grad_s@ = grad_s2
grad_sl = grad_s2
grad_wl = grad_sl *x x1
grad_x1 = grad_s1 * wl
grad_w@ = grad_s@ *x x0
grad_x0 = grad_s@ x w@
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Backprop Implementation:

Compute output

w0 2.00
-0.20

x0 -1.00
Sigmoid

wl -

1.00
0.20

xl -
-0.60

w2 -3.00

0.20
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def f(w0,

x0, wl, x1, w2):

September 23, 2019

SO = wd * x0
sl = wl *x x1
s2 = s@ + sl
S3 = 52 + w2

|L = sigmoid(s3)
grad_ L = 1.0
grad_s3 = grad_L * (1 - L) * L
grad_w2 = grad_s3
grad_s2 = grad_s3
grad_s@ = grad_s2
grad_sl = grad_s2
grad_wl = grad_s1l x x1
grad_x1 = grad_s1 * wl
grad_w@ = grad_s@ *x x0
grad_x0 = grad_s@ x w@



Backprop Implementation:

"Flat” gradient code:

w0 2.00
-0.20

x0 -1.00

wl -

xl -

-0.60

w2 -3.00

0.20

Justin Johnson

Forward pass:
Compute output

Add

Lecture 6 - 54

x0, wl, x1, w2):

def f(w0,
SO = wd * x0
sl = wl *x x1
s2 = s@ + sl
S3 = 52 + w2

L = sigmoid(s3)

grad_L = 1.0

grad_s3 = grad_L * (1 - L) * L
grad_w2 = grad_s3

grad_s2 = grad_s3

grad_s@ = grad_s2

grad_sl = grad_s2

grad_wl = grad_sl *x x1

grad_x1 = grad_s1 * wl

grad_w@ = grad_s@ *x x0

grad_x0 = grad_s@ *x w@
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Backprop Implementation:
"Flat” gradient code:  rorward pass:

Compute output

w0 2.00

-0.20
-2.00
*
0.20
x0 -1.00

0.40

wl -3.00

-0.40
*
x1l -2.00

-0.60

Add

w2 -3.00

0.20

Justin Johnson Lecture 6 - 55

def f(wd, x0, wl, x1, w2):
SO = wd * x0
sl = wl *x x1
s2 = s@ + sl
S3 = 52 + w2
L = sigmoid(s3)

grad_L = 1.0

grad_s3 = grad_L * (1 - L) * L
grad_w2 = grad_s3

grad_s2 = grad_s3

grad_s@ = grad_s2

grad_sl = grad_s2

grad_wl = grad_s1l x x1

grad_x1 = grad_s1 * wl

grad_w@ = grad_s@ *x x0

grad_x0 = grad_s@ x w@
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Backprop Implementation:

Compute output

w0 2.00
-0.20

x0 -1.00

wl -

xl -
-0.60

w2 -3.00

Multiply

0.20

Justin Johnson Lecture 6 - 56

def f(w0,

x0, wl, x1, w2):

SO = wd * x0

sl = wl *x x1

s2 = s@ + sl

S3 = 52 + w2

L = sigmoid(s3)

grad_L = 1.0

grad_s3 = grad_L * (1 - L) * L
grad_w2 = grad_s3
grad_s2 = grad_s3
grad_s@ = grad_s2
grad_sl = grad_s2
grad_wl = grad_s1l x x1
grad_x1 = grad_s1 * wl
grad_w@ = grad_s@ *x x0
grad_x0 = grad_s@ x w@
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def f(wd, x0, wl, x1, w2):
SO = wd * x0

Backprop Implementation:
"Flat” gradient code:

s1 = wl x X1

Forward pass: <2 = s@ + s1
Compute output s3 = 52 + w2
w0 2.00 L = sigmoid(s3)
-0.20

x0 -1.00

wl -

xl -
-0.60

grad_L = 1.0

grad_s3
grad_w2
grad_s2
grad_s@

grad_L * (1 - L) * L

grad_s3
grad_s3
grad_s2

grad_sl = grad_s2
w2 -3.00 grad_wl = grad_sl *x x1
0.20
grad_x1 = grad_s1 * wl
Multiol grad_w@ = grad_s@ *x x0
Uitiply grad_x@ = grad_s0 *x wo

Justin Johnson

Lecture 6 - 57
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“Flat” Backprop: Do this for Assignment 2!

Your gradient code should look like a “reversed version” of your forward pass!

E.g. for the SVM:

# receive W (weights), X (da

/
i
S

Li =) ., max(0,s; — sy, + 1)

# forward pass (we hav lin€s)

scores = #

margins = #... ////’
W

= scores) L
reg loss = #... ::::

@/

data loss = #

loss = data loss + reg loss

# backward pass (we have 5 lines)

dmargins = # ... (optionally, we go direct to dscores)
dscores = #...

dw = #. ..
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“Flat” Backprop: Do this for Assignment 2!

Your gradient code should look like a “reversed version” of your forward pass!
E.g. for two-layer neural net:

# receive W1,W2,bl,b2 (weights/biases), X (data)

# forward pass:

hl = #... function of X,W1,bl

scores = #... function of hl,W2,b2

loss = #... (several lines of code to evaluate Softmax loss)
# backward pass:

dscores = #...

dhl,dw2,db2 = #...

dwl,dbl = #...
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Backprop Implementation: Modular AP

Graph (or Net) object (rough pseudo code)

class ComputationalGraph(object):

i

w0 2.00
-0.20

def forward(inputs):

0 -1.00 # 1. [pass inputs to 1nput gates...]
X! =1,

# 2. forward the computational graph:

wl -3.00 for gate in self.graph.nodes topologically sorted():

gate.forward()
x1 -

0.60 return loss # the final gate in the graph outputs the loss

def backward():

w2 -3.00

0.20

for gate in reversed(self.graph.nodes topologically sorted()):
gate.backward() # little piece of backprop (chain rule applied)

return inputs gradients
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Example: PyTorch Autograd Functions

Y

(x,y,z are scalars)

Justin Johnson

class Multiply(torch.autograd.Function):
@staticmethod
def forward(ctx, x, y):

Need to stash some

ctx.save_for_backward(x, y) «
Z =X %Yy
return z

@staticmethod

values for use in
backward

Upstream

def backward(ctx, grad_z):
X, Yy = ctx.saved_tensors
grad_Xx =Yy % grad_z # dz/dx x dL/dz
grad_y = X % grad_z # dz/dy x dL/dz
return grad_x, grad_y

gradient

Multiply upstream
and local gradients

Lecture 6 - 61
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L pytorch / pytorch

<> Code Issues 2,286

Tree: 517¢7c9861 ~

Pull requests 561

Projects 4

pytorch / aten / src / THNN / generic /

-:; ezyang and facebook-github-bot Canonicalize all includes in PyTorch. (#14849)

[E) AbsCriterion.c

[2) BCECriterion.c

[E) ClassNLLCriterion.c

[E Col2im.c

[E ELU.c

[E) FeatureLPPooling.c

[) GatedLinearUnit.c

[E) HardTanh.c

[E Im2Col.c

[E) IndexLinear.c

[E) LeakyReLU.c

[E) LogSigmoid.c

[E) MSECriterion.c

B MultiLabelMarginCriterion.c
[E) MultiMarginCriterion.c

[E RReLU.c

[ sigmoid.c

[E) smoothL1Criterion.c

[£) SoftMarginCriterion.c

[ SoftPlus.c

[ Softshrink.c

[£) SparseLinear.c

[£) SpatialAdaptiveAveragePooling.c
[£) SpatialAdaptiveMaxPooling.c

[E) SpatialAveragePooling.c

Justin Johnson
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Canonicalize all includes in PyTorch.
Canonicalize all includes in PyTorch.
Canonicalize all includes in PyTorch.
Canonicalize all includes in PyTorch.

Canonicalize all includes in PyTorch.

Example: PyTorch operators

SpatialClassNLLCriterion.c

SpatialConvolutionMM.c

) SpatialDilatedConvolution.c

SpatialDilatedMaxPooling.c
SpatialFractionalMaxPooling.c
SpatialFullDilatedConvolution.c
SpatialMaxUnpooling.c
SpatialReflectionPadding.c
SpatialReplicationPadding.c
SpatialUpSamplingBilinear.c
SpatialUpSamplingNearest.c
THNN.h

Tanh.c

E) TemporalReflectionPadding.c

®©Watch~ 1,221 % Unstar 26,770 YFork 6,340 B
Wiki Insights _
Upload files  Find file  History f
Latest commit 517¢7¢9 on Dec 8, 2018
(#14849) 4 months ago E
(#14849) 4 months ago =
(#14849) 4 months ago &
(#14849) 4 months ago -
(#14849) 4 months ago =
(#14849) 4 months ago B8
(#14849) 4 months ago
(#14849) 4 months ago f
(#14849) 4 months ago -
(#14849) 4 months ago _
(#14849) 4 months ago -
(#14849) 4 months ago :
(#14849) 4 months ago B
(#14849) 4 months ago i
(#14849) 4 months ago =
(#14849) 4 months ago B
(#14849) 4 months ago
(#14849) 4 months ago B
(#14849) 4 months ago B
(#14849) 4 months ago
(#14849) 4 months ago B
(#14849) 4 months ago B
(#14849) 4 months ago =
(#14849) 4 months ago E)
(#14849) 4 months ago =

TemporalReplicationPadding.c
TemporalRowConvolution.c
TemporalUpSamplingLinear.c

TemporalUpSamplingNearest.c

[E) VolumetricAdaptiveAveragePoolin...

VolumetricAdaptiveMaxPooling.c
VolumetricAveragePooling.c
VolumetricConvolutionMM.c
VolumetricDilatedConvolution.c
VolumetricDilatedMaxPooling.c
VolumetricFractionalMaxPooling.c
VolumetricFullDilatedConvolution.c
VolumetricMaxUnpooling.c
VolumetricReplicationPadding.c
VolumetricUpSamplingNearest.c
VolumetricUpSamplingTrilinear.c
linear_upsampling.h
pooling_shape.h

unfold.c
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Canonicalize all includes in PyTorch.
Canonicalize all includes in PyTorch.
Implement nn.functional.interpolate based on upsample. (#8591)

Use integer math to compute output size of pooling operations (#14405)

Canonicalize all includes in PyTorch.
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#ifndef TH_GENERIC_FILE

#define TH_GENERIC_FILE "THNN/generic/Sigmoid.c" PyTorCh S|gm0|d |ayer

#else

void THNN_(Sigmoid_updateOutput) (
THNNState *xstate,
THTensor xinput,
THTensor xoutput)

THTensor_(sigmoid) (output, input);

void THNN_(Sigmoid_updateGradInput) (
THNNState xstate,
THTensor *xgradOutput,
THTensor *xgradInput,
THTensor xoutput)

THNN_CHECK_NELEMENT (output, gradOutput);

THTensor_(resizeAs) (gradInput, output);

TH_TENSOR_APPLY3(scalar_t, gradInput, scalar_t, gradOutput, scalar_t, output,
scalar_t z = xoutput_data;
xgradInput_data = *xgradOutput_data x (1. = z) * z;

);

Source

#endif
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https://github.com/pytorch/pytorch/blob/517c7c98610402e2746586c78987c64c28e024aa/aten/src/THNN/generic/Sigmoid.c

#ifndef TH_GENERIC_FILE

#define TH_GENERIC_FILE "THNN/generic/Sigmoid.c" PyTorCh S|gm0|d |ayer

#else
void THNN_(Sigmoid_updateOutput) ( Forwa rd
THNNState xstate,
THTensor xinput, ]_
THTensor xoutput) - 0'((13) —
1 —Z
{ -+— I
THTensor_(sigmoid) (output, input);
}

void THNN_(Sigmoid_updateGradInput) (
THNNState xstate,
THTensor *xgradOutput,
THTensor *xgradInput,
THTensor xoutput)

THNN_CHECK_NELEMENT (output, gradOutput);

THTensor_(resizeAs) (gradInput, output);

TH_TENSOR_APPLY3(scalar_t, gradInput, scalar_t, gradOutput, scalar_t, output,
scalar_t z = xoutput_data;
xgradInput_data = *xgradOutput_data x (1. = z) * z;

);

Source

#endif
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https://github.com/pytorch/pytorch/blob/517c7c98610402e2746586c78987c64c28e024aa/aten/src/THNN/generic/Sigmoid.c

#ifndef TH_GENERIC_FILE

#define TH_GENERIC_FILE "THNN/generic/Sigmoid.c" PyTorCh S|gm0|d |ayer

#else
static void sigmoid_kernel(TensorIterator& iter) {

void THNN_(Sigmoid_updateOutput) ( Forwa rd AT_DISPATCH_FLOATING_TYPES(iter.dtype(), “sigmoid_cpu", [&]1() {
THNNState *state, unary_kernel_vec(
iter,
THIEnSor SAnput, ]. [=](scalar_t a) -> scalar_t {|return (1 / (1 + std::exp((-a))));|},
THTensor *output) D 0’(33) o [=](Vec256<scalar_t> a) {
{ 1 + e—-fl? a = Vec256<scalar_t>((scalar_t)(0)) - a;
THTensor_(sigmoid) (output, input); a = a.exp();
} a = Vec256<scalar_t>((scalar_t)(1)) + a;
a = a.reciprocal();
return a;
void THNN_(Sigmoid_updateGradInput) ( 1)
THNNState *xstate, ; .
THTensor *gradoutput, """ Forward actually defined elsewhere...
THTensor xgradInput,
{ THTensor xoutput) return (1 / (1 + std::exp((-a))));
THNN_CHECK_NELEMENT (output, gradOutput);
THTensor_(resizeAs) (gradInput, output);
TH_TENSOR_APPLY3(scalar_t, gradInput, scalar_t, gradOutput, scalar_t, output,
scalar_t z = xoutput_data;
*gradInput_data = *xgradOutput_data * (1. - z) * z;
);
}

Source

#endif

Justin Johnson Lecture 6 - 65 September 23, 2019



https://github.com/pytorch/pytorch/blob/517c7c98610402e2746586c78987c64c28e024aa/aten/src/THNN/generic/Sigmoid.c
https://github.com/pytorch/pytorch/blob/82b570528db0a43fc04bb90f5d4538c01e4a5582/aten/src/ATen/native/cpu/UnaryOpsKernel.cpp

#ifndef TH_GENERIC_FILE
#define TH_GENERIC_FILE "THNN/generic/Sigmoid.c"
#else

void THNN_(Sigmoid_updateOutput) ( Forwa rd
THNNState xstate,
THTensor xinput, ]_
THTensor *output) — 0'(513) —
]_ —
{ -+— I
THTensor_(sigmoid) (output, input);
}

void THNN_(Sigmoid_updateGradInput) (
THNNState xstate,
THTensor *xgradOutput,
THTensor *xgradInput,
THTensor xoutput)

THNN_CHECK_NELEMENT (output, gradOutput);
THTensor_(resizeAs) (gradInput, output);
TH_TENSOR_APPLY3(scalar_t, gradInput, scalar_t,
scalar_t z = xoutput_data;
*gradInput_data = *xgradOutput_data * (1. - z)
);

gradOutput, scalar_t, output,

* Z; <

PyTorch sigmoid layer

Backward

<

(1—o(z))o(z)

#endif

Justin Johnson
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https://github.com/pytorch/pytorch/blob/517c7c98610402e2746586c78987c64c28e024aa/aten/src/THNN/generic/Sigmoid.c

So far: backprop with scalars

What about vector-valued functions?
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Recap: Vector Derivatives

reRyelR

Regular derivative:

Oy
— R
5’:66

If x changes by a small
amount, how much
will y change?
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Recap: Vector Derivatives

reR,yeR reRY yeR

Regular derivative: Derivative is Gradient:
0y y N (9 dy
W R WerY (1) -
8x S 81. ox n 6’:1:,,1

If x changes by a small For each element of x, if

amount, how much it changes by a small

will y change? amount then how much

will y change?
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Recap: Vector Derivatives

reR,yeR reRY yeR

Regular derivative: Derivative is Gradient:
oy Yy N [(Oy\ _ 9y
8_56 c R % c R (8_7:>n Oz,

For each element of x, if

it changes by a small
amount then how much

will y change?

If x changes by a small
amount, how much
will y change?

reRYN yeRM

Derivative is Jacobian:

8y N x M a_y _ aym
9z < X ’ Ox n,m 6’%"7’

For each element of x, if it
changes by a small amount
then how much will each
element of y change?

September 23, 2019
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Backprop with Vectors

Dxx\
Dy/
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Backprop with Vectors

i |
D T Loss L still a scalar!

/ @.
D, Y z | D:

Upstream Gradient

For each element of z, how
much does it influence L?
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Backprop with Vectors

oy

Justin Johnson

Local
Jacobian matrices

0z| [D,xD,]
ox
-

Ay [Dy x D,]

Lecture 6 - 73

Loss L still a scalar!

Z| D,
oL
0z D,

Upstream Gradient

For each element of z, how
much does it influence L?
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Backprop with Vectors

Loss L still a scalar!

Local

D, [T
\ Jacobian matrices
O .QQZ@L 9z | [D,xD,] Z| D,
Downstream _ < f
: Matrix-vector az
Gradients multiply oz
/ dy| [Dyx D, OL D
D, |Y 4 9z | D
//z Upstream Gradient
Dy Y For each element of z, how

much does it influence L?
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Backprop with Vectors

Justin Johnson

4D input x:

| 1]
-2
[ 3
-1

—

—_——

—

—)

f(x) = max(0,x)
(elementwise)

Lecture 6 - 75

4D outputy:
[ 1]
[ 0 ]
— [ 3
[ 0 ]
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Backprop with Vectors

Justin Johnson

4D input x:

| 1]
-2
[ 3
-1

—

—_——

—

—)

f(x) = max(0,x)
(elementwise)

Lecture 6 - 76

4D outputy:

—)

—)

1

0
3
0

4D dL/dy:

4 | —

[ -1] — Upstream

[ 5 ] ——  gradient

9] —
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Backprop with Vectors

Justin Johnson

4D input x:

| 1]
-2
[ 3
-1

—

—_——

—

—)

f(x) = max(0,x)
(elementwise)

Jacobian dy/dx
1 '
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4D outputy:

[ 1]
— [ 0]
— [ 3]

[ 0 ]

4D dL/dy:
4] —
-1

] = Upstream

gradient
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Backprop with Vectors

Justin Johnson

4D input x:

| 1]
-2
[ 3
-1

—

—

—

—)

f(x) = max(0,x)
(elementwise)

dy/dx] [dL/dy]
1 1[4

Lecture 6 - 78

4D outputy:
[ 1]
— [0 ]
— [ 3]
| 0]
4D dL/dy:
4
-1] — Upstream
«—— [ 51 —— gradient
— [ ] —

September 23, 2019



Backprop with Vectors

Justin Johnson

4D input x:
(1] ——
2] —
(3] ——
1] —
4D dL/dx:
4]
0] ——
5] —
0] —

f(x) = max(0,x)
(elementwise)

dy/dx] [dL/dy]
1 1[4
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4D outputy:
[ 1]
— [0 ]
— [ 3]
| 0]
4D dL/dy:
4
-1] — Upstream
«—— [ 51 —— gradient
— [ ] —
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Backprop with Vectors

Justin Johnson

4D input x:

| 1]
-2
[ 3
-1

—

—_——

—

—)

4D dL/dx:

4

0
5
0

Jacobian is sparse: off-diagonal entries

all zero! Never explicitly form Jacobian;

instead use implicit multiplication
4D outputy:

f(x) = max(0,x)
(elementwise)

dy/dx] [dL/dy]
1 1[4

Lecture 6 - 80

—)

—)

1

0
3
0

4D dL/dy:

| 4 |
' ] = Upstream

C———

C———

gradient

C————
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Jacobian is sparse: off-diagonal entries

Backprop with Vectors all zero! Never explicitly form Jacobian;
instead use implicit multiplication

4D input x: 4D output y:
(1] —— [ 1]
-2 | "I f(x) = max(0,x) L 0 :
3] —— (elementwise) |~ ! 5
1] — | O ]

4D dL/dx: [dy/dx] [dL/dy] 4D dL/dy:
41— — 4
0 <—((‘9_L> B (%). if x; >0 <= [ -1] «——— Upstream
5] — \07 7;_ 0 Z otherwise ™ [ 5 ] —— gradient
01 — 9
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Backprop with Matrices (or Tensors):

[D,xM,] |

\

2| [DxM,]

D

xM,] |Y /
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Backprop with Matrices (or Tensors): | tosststillascalar

[D.xM,] |X dL/dx always has the

Z| [DxM,]

D

xM,l 1Y /
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[D,xM,] |

D

Backprop with Matrices (or Tensors):

\

xM,] |Y /

Justin Johnson

Loss L still a scalar!

dL/dx always has the
same shape as x!

Z

oL
0z

[DxM,]

[DxM,]

Upstream gradient

For each element of z, how
much does it influence L?
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Backprop with Matrices (or Tensors): | tosststillascalar

dL/dx always has the
same shape as x!

[D,xM,] |

Local
Jacobian matrices

[(D,xM,)x(D,xM,)]

2| [DxM,]

9z [(D,xM,)x(D,xM,)]

- [az
XMy] y / ay E [DZXMZ]

Upstream gradient

D

For each element of y, how much does For each eIement of z, how
it influence each element of z? much does it influence L?

Justin Johnson Lecture 6 - 85 September 23, 2019



Backprop with Matrices (or Tensors): | tosststillascalar

dL/dx always has the

[DyxM,] L Local same shape as x!
\ Jacobian matrices
D . xM
[ X x] %@ [(D,xM,)x(D,xM.)] = [DZXMZ]
Oy O~
Matrix-vector Oz

==| [(DyxM)x(D,xM,)]

multiply :
Ay OL
[D xl\/ly] y% _82 [D,xM,]

0% 6/
— / .
DXL / y 0% Upstream gradient
X
Y Y For each element of y, how much does For each element of z, how

it influence each element of z? much does it influence L?
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Example: Matrix Multiplication

X: [NxD]
[ 2 1 -3]
[-3 4 2]

w: [DxM]
[ 32 1-1

3
1

[ 21 3 2]
[ 3 2 1-2]

Justin Johnson

Matrix Multiply y = xw

Yn,m — E Ln,dWd,m
d

: [NxM]
-1 2 6]

=<

]  p—
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Example: Matrix Multiplication v: [NXM]
1

| [1-1 2 6]
x: [NxD]  w:[DxM] . . . _ :

3 13] [321-1 Matrix Multiply y = xw [5 2 11 7]
3421 [2132] —

[ ] S Yn,m Zd:f’?n,dwd,m dL/dy: [NxM]

B - : [23-39]
FILédx.?[N:D__ [-8 14 6]
[? 2 ? ]
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Example: Matrix Multiplication v: [NXM]
1

: w: [DxM] | , . - [F1-1 2 6]
[Xé[l\ix?g]] 3 [2 1_1: Matrix Multiply y = xw " [5 211 7]
-3 4 2 [ 213 2] —
[ ] 1 Yn,m ;f’?nadwd»m dL/dy: [NxM]
' : ‘ 23-39
dL/dx: [NxD’ {—8 14 6}
[ 2 2 ? ] Jacobians:
[? 2 ? ] dy/dx: [(NxD)x(NxM)]

dy/dw: [(DxM)x(NxM)]

For a neural net we may have
N=64, D=M=4096
Each Jacobian takes 256 GB of memory! Must
work with them implicitly!

Justin Johnson Lecture 6 - 89 September 23, 2019



Example: Matrix Multiplication v: [NXM]
1

. _ -1-1 2 6]
x: [NxD] w: [DxM] | . . _ : |
72131 [321-1 Matrix Multiply y = xw [5 2 11 7]
-3 4 2 [ 21 3 2] —
[ ] S Yn,m Zd:f’fnadwd,m dL/dy: [NxM]
B - : [23-39]
dLédx.?[N:D__ [-8 14 6]
[[2] ? I Local Gradient Slice:
[ 2 2?2 ?
dL/dx, 4
= - (dL/dy)
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Example: Matrix Multiplication

x: [NxD]  w:[DxM] |

M2]11-31 [321-1

[-3 4 2] [2132
32 1-2]

dL/dx: [NxD:

[[2] 2 ? ]

[ ? 2 ? ]

dL/dxl,1

= - (dL/dy)

Justin Johnson

Matrix Multiply y = xw

Yn,m — E Ln,dWd,m
d

y: [NxM]

[1]1 2 6]

[5 2 11 7]

dL/dy: [NxM]

dV1,1/dX1,1

Local Gradient Slice:
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[ 2 3-3 9]
[-8 146]
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Example: Matrix Multiplication v: [NXM]

_ -11F1 2 6]
x: [NxD]  w:[DxM] | . . _ : LL
T3 (3211 Matrix Multiply y = xw [5 2 11 7]
3 4 2D (2(1 3 2 —
| ' 3(2 1-2 I Zx”’dwd’m dL/dy: [NxM]
. . d
| : [23-39]

dL/dx: [NxD’ [-8 14 6]
[2]? 7 Local Gradient Slice:

[ 2 ? ? ]

dy, ./dx
4 L/Xm’l Y1,1/0Xq1
= - (dL/dy)

Y11= X11W11 T X1oWy 1+ X3W39
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Example: Matrix Multiplication v: [NXM]

_ -1f-1 2 6]
x: [NxD] ~ w:[DxM] | . . ~ : L
3 ([3l2 11 Matrix Multiply y = xw [5 2 11 7]
3 4 2] [|21132 —
| ' 3(2 1-2 I Zx”’dwd’m dL/dy: [NxM]
. . d
| : [23-39]

dL/dx: [NxD’ [-8 14 6]
[[2]? 7 T Local Gradient Slice:

[ 2 2 ? ]

dy, ,/dx
dL/Xm’l Y1,1/0Xq 1
= - (dL/dy)

Y11= X11W1 1/t X1 oWy 1+ X13W3
=> dyl,l/dxl,l = W1
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Example: Matrix Multiplication

x: [NxD]  w:[DxM] |

M2]11-31 [321-1

[-3 4 2] [2132
32 1-2]

dL/dx: [NxD:

[[2] 2 ? ]

[ ? 2 ? ]

dL/dxl,1

= - (dL/dy)

Justin Johnson

Matrix Multiply y = xw

Yn,m — E Ln,dWd,m
d

y: [NxM]
[-1F1] 2 6]

[5 2 11 7]

dL/dy: [NxM]

dV1,z/dX1,1

Local Gradient Slice:
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[ 2 3-3 9]
[-8 146]
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Example: Matrix Multiplication v: [NXM]

| -1fF1] 2 6]
x: [NxD]  w:[DxM] | . . _ :
M3 3211 Matrix Multiply y = xw [5 2 11 7]
3 4 2D - 2(1]3 2 —
| ' 3(2|1-2: I Zx”’dwd’m dL/dy: [NxM]
. . d
| : [23-39]
dL/dx: [NxD’ [-8 14 6]
[2]? 7 Local Gradient Slice:
[ 2 ? ? ]
dy, ,/dx
4 L/Xm’l Y1,2/0Xq 1
= - (dL/dy)

Y12 = X1 1W15 T X1 ,Wy o+ X13W35
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Example: Matrix Multiplication v: [NXM]

| -1fF1] 2 6]
x: [NxD]  w:[DxM] | . . _ :
mTt ) 3211 Matrix Multiply y = xw [5 2 11 7]
3 4 2D - 2(1]3 2 —
| ' 3(2|1-2: I Zx”’dwd’m dL/dy: [NxM]
. . d
| : [23-39]
dL/dx: [NxD’ [-8 14 6]
[2]? 7 Local Gradient Slice:
[ 2 ? ? ]
dy, ,/dx
4 L/Xm’l Y1,2/0Xq 1
= - (dL/dy)

Y12 = X1 1W12/ T X1 oWy + X1 3W35
=> dyl,z/dxl,l =W,
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Example: Matrix Multiplication v: [NXM]
1

. _ -1-1 2 6]
x: [NxD]  w:[DxM] | . . _ |
2131 [3201-1 Matrix Multiply y = xw [5 2 11 7]
3 4 2 (2132 —
| ' 321-2 I Zx”’dwd’m dL/dy: [NxM]
. . d
| : [23-39]
dL/dx: [NxD’ [-8 14 6]
[2]? 7 Local Gradient Slice:
[ 2 ? ? ]
dy, ,/dx
4 L/Xm’l Y1,2/0Xq 1
= - (dL/dy)
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Example: Matrix Multiplication v: [NXM]
-1-1 2 6]

x: [NxD]  w:[DxM] | . . _ :

2131 ([3]21-1 Matrix Multiply y = xw 15(2 11 7]

3 4 2 12(1 3 2 —

| ' 3[2 1-2 I Zx”’dwd’m dL/dy: [NxM]

. . d
| : [23-39]
dL/dx: [NxD’ [-8 14 6]
[2]? 7 Local Gradient Slice:
[ 2 ? ? ]
dy, ,/dx

4 L/Xm’l Y1,2/0Xq 1
= - (dL/dy)

Y21 =X31W11 T Xp,Wy 1+ Xy3W34
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Example: Matrix Multiplication v: [NXM]
-1-1 2 6]

x: [NxD]  w:[DxM] | . . _ :

2131 ([3]21-1 Matrix Multiply y = xw 15(2 11 7]

3 4 2 12(1 3 2 —

| ' 3[2 1-2 I Zx”’dwd’m dL/dy: [NxM]

. . d
| : [23-39]
dL/dx: [NxD’ [-8 14 6]
[2]? 7 Local Gradient Slice:
[ 2 ? ? ]
dy, ,/dx

4 L/Xm’l Y1,2/0Xq 1
= - (dL/dy)

Y21 =X31W11 T Xp,Wy 1+ Xy3W34
=> dyz,l/dxl,l =0
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Example: Matrix Multiplication v: [NXM]
1

. _ -1-1 2 6]
x: [NxD]  w:[DxM] . . . _ |
T21-3] [321-1 Matrix Multiply y = xw [5 2 11 7]
3 4 2 (2132 —
| ' 321-2 I Zx”’dwd’m dL/dy: [NxM]
. . d
| : [23-39]
dL/dx: [NxD’ [-8 14 6]
[2]? 7 Local Gradient Slice:
[ 2 ? ? ]
dy, ,/dx
4 L/Xm’l Y1,2/0Xq 1
= - (dL/dy)
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Example: Matrix Multiplication v: [NXM]
1

. _ -1-1 2 6]
x: [NxD] w: [DxM] | . . _ : |
72131 [321-1 Matrix Multiply y = xw [5 2 11 7]
-3 4 2 [ 21 3 2] —
[ ] S Yn,m Zd:f’fnadwd,m dL/dy: [NxM]
B - : [23-39]
dLédx.?[N:D__ [-8 14 6]
[[2] ? I Local Gradient Slice:
[ 2 2?2 ?
dL/dx, 4
= - (dL/dy)
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Example: Matrix Multiplication v: [NXM]
1

. _ -1-1 2 6]
x: [NxD] w: [DxM] | . . _ : |
131 [321- Matrix Multiply y = xw [5 2 11 7]
3 4 2 [ 21 3 2] —
[ I S Yn,m Zd:f’?nadwd,m dL/dy: [NxM]
B - : [[2 3-3 9]
dL/dx:?[N:D: [-8 14 6]
[[Of ? = S Local Gradient Slice:
[ 2 2?2 ?
dL/dx, 4
= - (dL/dy)

= (Wl,:) ' (dl-/dyl,)
=3*2+2*3+1%-3)+(-1)*9=0
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Example: Matrix Multiplication v: [NXM]
1

| [-1-1 2 6]
x: [NxD] w: [DxM] | . . _ :
2131 [321-1 Matrix Multiply y = xw [5 2 11 7]
3 4|2 [ 21 3 2] —
[ | 71 Yn,m Zd:f'fn,dwd,m dL/dy: [NxM]
B - : [23-39]
dL/dx:?[N:D: [-8 14 6]
[ 0 ? _- Local Gradient Slice:
[ ? ?1-30]
dL/dx, 3
— - (dL/dy)
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Example: Matrix Multiplication

y: [NxM]
| [1-1 2 6]
x: [NxD]  w:[DxM] . . . _ :
2131 [321-1 Matrix Multiply y = xw [5 2 11 7]
342 [2132 —
[ | 71 Yn,m Zd:f'fn,dwd,m dL/dy: [NxM]
B - : [23-39]
dL/dx:?[N:D: [[-8 1 4 6]
[0 7 ? Local Gradient Slice:
[ ? ?[30].
dL/dx, 3
= - (dL/dy)

= (W3,:) ' (dL/dyz,)
= 3%(-8) + 2*1 + 1*4 + (-2)*6 = -30
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Example: Matrix Multiplication

y: [NxM]
| [1-1 2 6]
x: [NxD]  w:[DxM] . . . _ :
(2131 [321-1 Matrix Multiply y = xw [5 2 11 7]
34 2] [2132] —
| L 321-2] Jrm Zd:x”’dwd’m dL/dy: [NxM]
o ' : [23-39]
[24 9 -30]
dL/dx;;
= - (dL/dy)

= (Wj,:) ' (dL/dVi,:)
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Example: Matrix Multiplication

: . |IDxM] : :
x: [NxD] ~ w: [DxM] Matrix Multiply y = xw

y: [NxM]
1-1 2 6]
5

[
[5 211 7]

dL/dy: [NxM]

[2 1-3] [321-1]

[-342] [2132 =z Wy
(32 1-2] o zd: @

dL/dx: [NxD]

[0 16 -9 ]

[-24 9 -30 dL/dx = (dL/dy) w'

[N x D] [N x M] [M x D]
dL/dx;;
= - (dL/dy)

= (Wj,:) ' (dl—/dyl,)
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Example: Matrix Multiplication

y: [NxM]
_ -1-1 2 6]
: [NxD w: [DxM] . . . o
[X2[1 _3]] 32 1-1] Matrix Multiply y = xw [5 2 11 7]
_ [ 21 3 2] _
[ 3 4 2] ) 3 9 1_2'_ yn,m — ;xn,dwd,m dl_/dy [NXM]
o - ‘ [ 2 3-3 9]
Eil_({d);:G[Nj;D__ [-8 14 6]
24 9 -30] dL/dx = (dL/dy) w'
[N'x D} [NxM] [MxD] Easy way to remember:
It’s the only way the
dL/dw = xT (dL/dy) shapes work out!

[DxM] [Dx N][NxM]
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Backpropagation: Another View

f) f, fiox,_fi L

XO—>X1_>X2_> ———

D, D, D, D, scalar

Chain 8_L L (% % % 0_[/
rule 8330 - 8370 8271 8[132 8273
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Backpropagation: Another View

f) f, fiox,_fi L

XO—>X1_>X2_> ———

D, D, D, D, scalar

Matrix multiplication is associative: we can compute products in any order

o 9L _ (00 (002 (0 (01
e Axg 0x 011 01 O3

DoxD; D;xD, D,xDs D
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Reverse-Mode Automatic Differentiation

f, fiox,_fi L

f
Xo ! Xo— 2 Xy ° Xy~

D, D, D, D, scalar

Matrix multiplication is associative: we can compute products in any order
Computing products right-to-left avoids matrix-matrix products; only needs matrix-vector
————————————————————————————————————————————————————————

Chain 8_L L (% % % O_L
rule 8330 - 8330 8331 85132 85133

DoxD; D;xD, D,xDs D
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Reverse-Mode Automatic Differentiation

f, fiox,_fi L

f
Xo ! Xo— 2 Xy ° Xy~

D, D, D, D, scalar

Matrix multiplication is associative: we can compute products in any order
Computing products right-to-left avoids matrix-matrix products; only needs matrix-vector

—

Chain 6[/ 8331 6582 6333 0L What if we want

_ grads of scalar
rule 8513()

85130 85131 85132 8333 input w/respect
| to vector
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Forward-Mode Automatic Differentiation

f f f f
a 1 Xg2 X3 Xy 4 Xq

scalar D, D, D, D,

Chain % _ % % % %
e da da 0xg 0x1 AR
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Forward-Mode Automatic Differentiation

f f f f
a 1 Xg— 2 X{__ 3 X4 X

scalar D, D, D, D,

Computing products left-to-right avoids matrix-matrix products; only needs matrix-vector

—

Chain % _ % % % %
e da da 0xg 0x1 AR

D, DoxD; D;xD, D,xD;
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Forward-Mode Automatic Differentiation

f f f f
a 1 Xg— 2 X{__ 3 X4 X

scalar D, D, D, D,

Computing products left-to-right avoids matrix-matrix products; only needs matrix-vector
Not implemented in PyTorch / TensorFlow =(

implement
Chain 8:};‘3 agj‘o 8371 8:1;‘2 8:{/‘3 forward-mode AD
| - — - - - - using two calls to
rule . reverse-mode AD!
aa aa 63:0 0331 63:2 (Inefficient but
elegant)

D, DoxD; D;xD, D,xD;

Justin Johnson Lecture 6 - 114 September 23, 2019


https://github.com/renmengye/tensorflow-forward-ad/issues/2

Backprop: Higher-Order Derivatives

X, fy X4 f, L

— e
D, D, scalar

82 [, Hessian matrix
YD) H of second
835'0 derivatives.

Dy X Dg
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Backprop: Higher-Order Derivatives

X, fy X4 f, L

— e
D, D, scalar

Hessian / vector multiply

82 L Hessian matrix 82 L

H of second

——F —Q U
aﬂfg derivatives. 83?3
Dy x Dy Dyx Dy Dy
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Backprop: Higher-Order Derivatives

X, fy X4 f, L

— e
D, D, scalar

Hessian / vector multiply

82 [, Hessian matrix 82 L 8 a L .

———  H of second — ) = |: . U} ngdOdeS”'t )
epend on xg

aﬂfg derivatives. 8:193 8(130 (9%0

Dy x Dy Dyx Dy Dy
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Backprop: Higher-Order Derivatives

Xo_fr x,_f2o . L T3 di/dx, fo di/dx, v, (dL/dxp) - v

— —p
Do D, scalar D, Do scalar

Hessian / vector multiply

82 [, Hessian matrix 82 8 8 L . ’
D) H of second — ) = { . U} gi;g:dezf;txo)
835'0 derivatives. 8390 833() aZCO

Dy x Dy Dyx Dy Dy
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Backprop: Higher-Order Derivatives

Xo_fr x,_f2o . L T3 di/dx, fo di/dx, v, (dL/dxp) - v

—p ——
D, D, scalar D, D, scalar
e ————————————————
Backprop!

Hessian / vector multiply

82 [, Hessian matrix 82 L 8 a L .

———  H of second — ) = |: . U} ngdOdeS”'t )
epend on xg

aﬂfg derivatives. 8:193 8(130 (9%0

Dy x Dy Dyx Dy Dy
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Backprop: Higher-Order Derivatives

Xo_fr x,_f2o . L T3 di/dx, fo di/dx, v, (dL/dxp) - v

—p ——
D, D, scalar D, D, scalar
e ————————————————
Backprop!

This is implemented in PyTorch / Tensorflow!

Hessian / vector multiply

82 [, Hessian matrix 82 L 8 a L .

oy Mot v = || e
8393 derivatives. 83?3 8(130 (7%0 :
Dy x Dy Dyx Dy Dy
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Backprop: Higher-Order Derivatives

Xo_f1  x;_fo . L T3 di/dx, fiu dl/dxgrom [dL/dxg]?

—p ——
Do D, scalar D, Dy scalar
e ————————————————
Backprop!

This is implemented in PyTorch / Tensorflow!

Example: Regularization to penalize the norm of the gradient

=[5 - () () amlron] =2 (5%) ()

Gulrajani et al, “Improved Training of Wasserstein GANs”, NeurlPS 2017
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Ssummary

During the backward pass, each node in
the graph receives upstream gradients
and multiplies them by local gradients to
compute downstream gradients

\@M— — 1 @
o - B &>
D Z

Dy
R(W) Downstrea m$ O?a 0z f

dient 0z
gra 1ents e Local aL

Forward pass computes outputs % 9Y | gradients EM
% _— Upstream
. _ =02 |
) . = OV gradient
Backward pass computes gradients

Represent complex expressions
as computational graphs

f=Wez| [Li=>};, max(0,s; — sy +1)
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Ssummary

Backprop can be implemented with “flat” code Backprop can be implemented with a modular API,
where the backward pass looks like forward pass as a set of paired forward/backward functions
reversed (Use this for A2!) (We will do this on A3!)
def f(wd, x0, wl, x1, w2):
50 = wo * x0 class Multiply(torch.autograd.Function):
sl = wl % x1 .
@staticmethod
s2 = s@ + sl
<3 = s2 4 w2 def forward(ctx, x, y):
L = sigmoid(s3) ctx.save_for_backward(x, y)
Z =X %Yy
grad_L = 1.0
return z
grad_s3 = grad_L * (1 - L) * L '
grad_w2 = grad_s3 @staticmethod
grad_s2 = grad_s3 def backward(ctx, grad_z):
grad_s@ = grad_s2 X, y = ctx.saved_tensors

grad_s1l = grad_s2
grad_wl = grad_sl * x1
grad_x1 = grad_sl * wl
grad_w@® = grad_s@ * x0 return grad_x, grad_y
grad_x0@ = grad_s@ * wo

grad_x =y x grad_z # dz/dx x dL/dz
grad_y = x x grad_z # dz/dy x dL/dz
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Stretch pixels into column

56
N Problem: So far our
\'/4123! o fo )
penb ‘;,,\g- classifiers don’t 231
| z4i““; respect the spatial
¥ 7 structure of images! 24
| Input image ,
nput:
3072 | X | We |h] Wa s (2,2)
Hidden layer: Output: 10 (4')
100
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Next time:
Convolutional Neural Networks
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