Chapter 3

Gradient-based optimization
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3.0 Introduction |

To solve a problem like

& = argmin V(x)
xeFN

via an iterative method, we start with some initial guess x, and then the algorithm produces a sequence {x; }
where hopefully the sequence converges to &, meaning ||x; — || — 0 for some norm ||-|| as ¢ — oo.

What algorithm we use depends greatly on the properties of the cost function ¥ : FV — R.

EECS 551 explored the gradient descent (GD) and preconditioned gradient descent (PGD) algorithms for
solving least-squares problems in detail.

Here we review the general form of gradient descent (GD) for convex minimization problems; the LS
application is simply a special case.

Venn twice
diagram Lipschitz differentiable .
for nonsmooth | composite | differentiable | continuous with quaf;atw
convex gradient bounded (L5)
functions: curvature



http://en.wikipedia.org/wiki/Limit_of_a_sequence
http://en.wikipedia.org/wiki/Gradient_descent
http://en.wikipedia.org/wiki/Gradient_descent

© J. Fessler, January 16, 2020, 17:44 (class version) 34

Motivating application(s)

We focus initially on the numerous SIPML applications where the cost function is convex and smooth,
meaning it has a Lipschitz continuous gradient.

A concrete family of applications is edge-preserving image recovery where the measurement model is
y=Ax—+e

for some matrix A and we estimate x using

. 1
& = argmin - | Az — y||; + BR(x)
xcFN 2
where the regularizer is convex and smooth, such as
R(z) =Y y([Cxly)
k

for a potential function ¢ that has a Lipschitz continuous derivative, such as the Fair potential.
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Example. Here is an example of image deblurring or image restoration that was performed using such a
method. The left image is the blurry noisy image vy, and the rlght 1mage is the restored image .

e

Step sizes and Lipschitz constant preview

For gradient-based optimization methods, a key issue is choosing an appropriate step size (aka learning rate
in ML). Usually the appropriate range of step sizes is determined by the Lipschitz constant of V ¥, so we
focus on that next.


http://en.wikipedia.org/wiki/Deblurring
http://en.wikipedia.org/wiki/Image_restoration
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3.1 Lipschitz continuity

The concept of Lipschitz continuity is defined for general metric spaces, but we focus on vector spaces.

Define. A function g : FY +— FM is Lipschitz continuous if there exists L < oo, called a Lipschitz
constant, such that
lg(x) —g(z)| < Lz 2|, Vz,zeR".

In general the norms on FY and F* can differ and L will depend on the choice of the norms. We will focus
on the Euclidean norms unless otherwise specified.

Define. The smallest such L is called the best Lipschitz constant. (Often just “the” LC.)

Algebraic properties

Let f and g be Lipschitz continuous functions with (best) Lipschitz constants Ly and L, respectively.

T h@ | L | |
af(x)+p la| L¢ scale/shift
f(x — ) Ly translate

f(x)+g(x) | <Lf+ L, | add
flg(x)) < LsL, | compose( HW )
Az +b IA| affine (for same norm on F* and F")
f(x)g(x) 7 multiply



http://en.wikipedia.org/wiki/Lipschitz_continuity
http://en.wikipedia.org/wiki/Lipschitz_continuity
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If f and g are Lipschitz continuous functions on R, then h(z) = f(x)g(x) is a Lipschitz continuous
function on R. (?)

A: True B: False

If f: F¥ + Fand g : FV > F are Lipschitz continuous functions and h(z) £ f(x)g(x),

and
then
Proof
|h(z) — h(z)| =
<
<

Is boundedness of both f and g a necessary condition? group
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For our purposes, we especially care about cost functions whose gradients are Lipschitz continuous. We call
these smooth functions. The definition of gradient is subtle for functions on CV so here we focus on RY.

Define. A differentiable function f () is called smooth iff it has a Lipschitz continuous gradient, i.e., iff
3L < oo such that
V(@)= Vi), <Llz—z[,, Yz zeR"

Lipschitz continuity of V f is a stronger condition than mere continuity, so any differentiable function whose
gradient is Lipschitz continuous is in fact a continuously differentiable function.

The set of differentiable functions on RY having L-Lipschitz continuous gradients is sometimes denoted
CyM(RV) [1, p. 20].

Example. For f(z) = § || Az — y|[; we have |V f(z) — Vf(2)], = |A'(Az —y) — A'(Az — )|,

= [|A’A(z - 2)|, < [[A"Al, [l — =],
So the Lipschitz constant of V f is Ly = |A’A[, = | A|l; = 02(A) = p(A’A).

The value Ly; = | A’A|, is the best Lipschitz constant for V f(-). (?)
A: True B: False


http://en.wikipedia.org/wiki/Differentiable_function#Differentiability_classes
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Here is an interesting geometric property of functions in CE’I (R™) [1, p. 22, Lemma 1.2.3]:
L 9 N
f(@) = f(2) - V(=)@ - 2)| < 5 & - 2I}3, Yo,z € RV,

In other words, for any point z, the function f(x) is bounded between the two quadratic functions:

12(@) & () +(VI(2), @~ 2) 21 o — 2]

Convex functions with Lipschitz continuous gradients

See [1, p. 56] for many equivalent conditions for a convex differentiable function f to have a Lipschitz
continuous gradient, such as the following holding for all x, z € RY:

1(3)+ (V4(2), @ = 2) < f(@) < f(2) +{(VF(=), @~ 2) + & o~ 2]

tangent plzIIrle property

quadratic majorization property

The left inequality holds for all differentiable convex functions.
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3.10
Fact. If f(x) is twice differentiable and if there exists L < oo such that its Hessian matrix has a bounded
spectral norm:

Iv°r@)ll, < £, o eRY,
then f(x) has a Lipschitz continuous gradient with Lipschitz constant L.

3.D

So twice differentiability with bounded curvature is sufficient, but not necessary, for a function to have
Lipschitz continuous gradient.

Proof. Using Taylor’s theorem and the triangle inequality and the definition of spectral norm:

IVt - Vil = [ 'V f(e (2 @) dr (2 2) 2

< (/ IV f (@ +7(2 —w))\Her) Iz — z|l, < (/Ld) lz — 2l = L[z — =],

Example. f(z) = § Az — y; = V*f = A'Aso |[V2[], = |A'A]l, = | Al:.

Example. The Lipschitz constant for the gradient of f(x) £ ' E ﬂ T is:
V2 f =2z2' where 2’ = [1 2] so |[V2f], =2 ||z||§ = 10.


http://en.wikipedia.org/wiki/Hessian_matrix
http://en.wikipedia.org/wiki/Taylor's_theorem#Taylor.27s_theorem_for_multivariate_functions
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Boundedness of 2nd derivative is not a necessary condition in general, because Lipschitz continuity of the
derivative of a function does not require the function to be twice differentiable.

Example. Consider f(z) = 1([z].)?. The derivative of this function is f(z) = [x]; which has Lipschitz

constant L. = 1, yet f is not twice differentiable.

However, if a 1D function from R to R is twice differentiable, then its derivative is Lipschitz iff its second
derivative is bounded.

Proof. The “if” follows from (3.1). For the “only if”” direction, suppose f is unbounded. Then for any

L < oo there exists a point z € R such that f(z) > L. Now consider z = = + € and let g(z) = f(z). Then

9(2:2(2) = g(f‘)_i’(“ie) - f (x) > Lase — 0, so g cannot be L-Lipschitz continuous. This property holds
for every L < oo. O

Challenge. Generalize this partial converse of (3.1) to twice differentiable functions from R” to R, i.e., prove
or disprove this conjecture: if f : RY ~ R is twice differentiable, then V f is Lipshitz continuous iff the
bounded Hessian norm property (3.1) holds.
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3.12

(Read)

Example. The Fair potential used in many imaging
applications [2] [3] is

Y(z) = 6% (/0] — log(1 + |2/4])), (3.2)

for some 9 > 0 and has the property of being roughly
quadratic for z = 0 and roughly like |z| for 0 |z| > 0.
When the domain of ¢ is R, we can differentiate (care-
fully treat z > 0 and z < 0 separately):

2) = ———=and Y(2) = —== < 1,
L B e A (R T
so the Lipschitz constant of the derivative of ¢ (-) is 1.
Furthermore, its second derivative is nonnegative so it

is a convex function.
In the figure, 6 = 1.

Example. Is the Fair potential 1) itself Lipschitz continuous? Yes: ‘w(z)‘ < 1.
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Edge-preserving regularizer and Lipschitz continuity
Example. Determine “the” Lipschitz constant for the gradient of the edge-preserving regularizer in R,

when the derivative ¢ of potential function ¢ has Lipschitz constant L, :

K

R(z) =) ¢([Cz],) = VR(z) = (3.3)

lg(uw) — g(v)||3 =

- Lg < = Lygr < (3.4)

Thus when ¢ < 1, a Lipschitz constant for the gradient of the above R(z) is:
A: 1l B: |C|, C: |crel, D: |C|; E: None of these

Showing this Ly is the best Lipschitz constant is a HW problem.



© J. Fessler, January 16, 2020, 17:44 (class version) 3.14

\ 3.2 Gradient descent for smooth convex functions
e If convex function ¥(x) has a (not necessarily unique) minimizer & for which

—00 < U(2) < U(x), VxcRY,

e U is smooth, i.e., the gradient of W (x) is Lipschitz continuous:
VU (z)-V¥(2)|, < L|z-z|,, Y&,z € RY,
o the step size « is chosen such that 0<a<2/L,
then the GD iteration

Ty = xp — aV U(xy)

has the following convergence properties [4, p. 207].
e The cost function is non-increasing (monotone): V(xy.1) < V(xy), Vk > 0.
e The distance to any minimizer & is non-increasing (monotone): ||z, — ||, < ||xx — z|/,, V& > 0.
e The sequence {x} converges to a minimizer of W(-).
e The gradient norm converges to zero [4, p. 22] |V ¥ (xy)||, — 0.
e For 0 < a < 1/L, the cost function decrease is bounded by [5]:

R Ll|lzo — 2|2 1
U(ay) — U (@) < wmax@kaﬂ,u—a)%).

This upper bound is conjectured to also hold for 1/L < o < 2/L [6].
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Optimal asymptotic step size for GD (Read)

The above step size range 0 < o < 2/L is a wide range of values, and one might ask what is the best choice?

For a LS cost function f(x) = 1 ||Az — y||>, the EECS 551 notes show that the asymptotically optimal

— 2
choice of the step size is:
2 2

a*: =

Umax<A/A) + Umin(A/A) Umax(vzf> + O-min(vzf)7

because V2f = A’A.

For more general cost functions that are twice differentiable, one can apply similar analyses to show that the
asymptotically optimal choice is

2
Omax (V2 (&) + 0min (V2 f(2))

Although this formula is an interesting generalization, it is of little practical use because we do not know the
minimizer & and the Hessian V2 f and its SVD are infeasible for large problems.

Furthermore, the asymptotically optimal choice of «, may not be the best step size in the early iterations
when the iterates are far from .

Oy =
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Convergence rates (Read)

There are many ways to assess the convergence rate of an iterative algorithm like GD. Researchers study:

IV ()|

o U(xy) — VU(x)

o |V W)l - 0 e
o |z, —z|| =0 A
both globally and locally... U(z) e \
s — 2

Quantifying bounds on the rates of decrease of these quantities is an active research area. Even classical GD
has relatively recent results [5] that tighten up the traditional bounds. The tightest possible worst-case bound
for GD for the decrease of the cost function (with a fixed step size « = 1/L) is O(1/k):

U(xy) —¥(z) <

where L is the Lipschitz constant of the gradient V f ().

In contrast, Nesterov’s fast gradient method (p. 3.40) has a worst-case cost function decrease at rate at least
O(1/k?*), which can be improved (and has) by only a constant factor [7].
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Example. The following figure illustrates how slow GD can converge for a simple LS problem

with A = (1) (2) and y = 0. This case used the optimal step size «, for illustration.

This slow convergence has been the impetus of thousands of papers on faster algorithms!

5

gl —
1 LN @ = 4
<>
2 1 0

T2

N\

x1

The ellipses show the contours of the LS cost function || Az — y|| .

Two ways to try to accelerate convergence are to use a preconditioner and/or a line search.
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3.3 Preconditioned steepest descent (Read)

Instead of using GD with a fixed step size «, an alternative is to do a line search to find the best step size
at each iteration. This variation is called steepest descent (or GD with a line search) [8]. Here is how
preconditioned steepest descent for a linear LS problem works:

dy =—P VVU(xy) search direction (negative preconditioned gradient)
ap = argmin V(xy, + ady) step size

Ty = T + apdy update.

e Finding o analytically quadratic cases is a HW problem
e By construction, this iteration is guaranteed to decrease the cost function monotonically, with strict de-
crease unless xj is already a minimizer, provided the preconditioner P is positive definite. Expressed
mathematically:
V\I/(a:k) 7é 0= \IJ(a:k+1) < \I/(Jlk) .

e Computing o, takes some extra work, especially for non-quadratic problems. Often Nesterov’s fast gra-
dient method or the optimized gradient method (OGM) [7] are preferable because they do not require a
line search (if the Lipschitz constant is available).
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Preconditioning: overview (Read)
Why use the preconditioned search direction d, = — PV V(xy) ?

Consider the least-squares cost function ¥(x) = 1 || Az — y||>, and define a “preconditioned” cost function
using a change of coordinates:

1
f(2) 2 W(Tz) = LAz~ y}.
The Hessian matrix of f(-)is V2f(z) = T'A’AT.
Applying GD to f yields
zii1=2zr—aVf(z,) =T A(ATz, —y)
= Tz, =Tz, — oTT'A'(A'Tz;, — y)
= x1 = ¢y — aPA(A'zy — y) =z, — aPV Y (xy),

where x;, £ Tz, and P £ TT'. So ordinary GD on f is the same as preconditioned GD on V.

Ifa=1andT = (A’A)""/2 then P = (A’A) ' and z; = (A’A) " A'y.
In this sense P = (A’A)™ = [V2U(x,,)] " is the ideal preconditioner.


http://en.wikipedia.org/wiki/Hessian_matrix
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To elaborate, when T' = (A’A)~'/2 then f(z) simplifies as follows:
1 1
f(z)= §(ATz —y)(ATz —y) = 3 (ZT'A' ATz — 2veal{y/ ATz} + ||y|})
1 1
= L (12— 2veally ATz} 1 [yl}) = & (12 - T Ay~ [T A+ ).

The next figures illustrate this property of converging in 1 iteration for a quadratic cost with the ideal precon-
ditioner.

Example. Effect of ideal preconditioner on quadratic cost function contours.

Contours of ¥(x) contours of f(z)

)
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Descent direction

Define. A vector d € FV descent direction for a cost function ¥ : FV s R at a point x iff moving locally
from « along the direction d decreases the cost, i.e.,

de=c(x,d, V) >0s.t. Ve € [0,¢) U(z +ed) < U(x). (3.5)
With this definition d = 0 is always a (degenerate) descent direction.

Fact. For RV, if U (x) is differentiable at « and P is positive definite, then the following vector, if nonzero,

is a descent direction for ¥ at x:
d=—-PVVY(x). (3.6)

Proof sketch. Taylor’s theorem yields (Read)

U(x)—V(x+ad) = —a(V¥ (), d) +o(a) =« [d'P_ld + @} ;

(0%

which will be positive for sufficiently small «, because d’ P~'d > 0 for P = 0, and o(a)/ac — 0 as o — 0.

From this analysis we can see that designing/selecting a preconditioner that is positive definite is crucial.
The two most common choices are:
e P is diagonal with positive diagonal elements,
o P = where D is diagonal with positive diagonal elements and @ is unitary.
In this case @ is often circulant so we can use FFT operations to perform Pg efficiently.


http://en.wikipedia.org/wiki/Descent_direction
http://en.wikipedia.org/wiki/Taylor's_theorem
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Complex case (Read)

The definition of descent direction in (3.5) is perfectly appropriate for both R and CV. However, the
direction d specified in (3.6) is problematic in general on F" because many cost functions of interest are not
holomorphic so are not differentiable on F¥.

However, despite not being differentiable, we can still find a descent direction for most cases of interest.

1

Example. The most important case of interest here is U : C — R defined by ¥(x) = 3 || Az — y||> where

A € CM*N and y € CM. This function is not holomorphic. However, one can show that
d=—-PA'(Ax —y)

is a descent direction for ¥ at  when P is a positive definite matrix. (HW)

In the context of optimization problems, when we write g = V W(x) = A'(Ax — y) for the complex case,
we mean that —g is a descent direction for ¥ at x, not a derivative.

Furthermore, one can show ( HW ) that the set of minimizers of W(x) is the same as the set of points that
satisfy VU(x) = A'(Ax — y) = 0. So again even though a derivative is not defined here, the descent
direction sure walks like a duck and talks like a duck, I mean like a (negated) derivative.


http://en.wikipedia.org/wiki/Holomorphic_function
http://en.wikipedia.org/wiki/Duck_test
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3.4 Descent direction for edge-preserving regularizer: complex case

Now consider an edge-preserving regularizer defined on CV:

K

R(z) =) ¥([Caxly), where ¢/(z) = f(|z]) (3.7

k=1
for some some potential function v) : C — R defined in terms of some function f : R +— R.

If f(r) = r? then it follows from p. 3.22 that C'Cz is a descent direction for R(x) on CV.
But it seems unclear in general how to define a descent direction, due to the || above.

To proceed, make the following assumptions about the function f:
e f:R—R.
e 0 <s<t= f(s) < f(t) (monotone).
e [ is differentiable on RR.

t
o wi(t) = Q is well-defined for all ¢ € R, including ¢ = 0.

0 0 <wi(t) < Wiax < 00.
Example. For the Fair potential w¢(t) = 1/ (1 +|t/d]) € (0,1].



© J. Fessler, January 16, 2020, 17:44 (class version) 3.24

Claim. For these assumptions, a descent direction for the edge-preserving regularizer (3.7) for € FV is

— VR(z) = —C'diag{w; .(|Cz|)} Cz, (3.8)

where the |-| is evaluated element-wise, like abs. () in JULIA. Intuition: f(t) = w(t)t.

To prove this claim, we focus on just one term in the sum: (Read)
r(z) £ ¢w'ez) = f(lvz]),  dx)=-vwv'z))v'e.

for some nonzero vector v € CV. (A row of C in (3.7) corresponds to v'.)

Letting w = wy(|v'x|) < wmax We have
r(e +ed) = f(|v'(@ +ed)]) = f(|v'(@ — cwvv')|) = f(|o'z(1 - ewv'v)|) = f(jv'z| L - ewl|v]3]).
Now when 0 < € < 1/(w ||v||3) then

1 —ewllvll3| =1 —ew vl € [0,1],

= r(z +ed) = f(W'z| (1 -ewv];)) < f(lv'z]) = r(=),

using the monotone property of f(-). So d(x) is a descent direction for r(x).
The proof of (3.8) involves the sum of K such terms. O
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So with our usual reuse of V to denote a (negated) descent direction, we will not write (3.3) for CV but
rather we will define w,, = wy and write:

VR(z) = C'diag{wy .(|Cx|)} C. (3.9)
If ¢ (2) = 1(|z]), Vz € C, then we can define wy; in terms of ) for nonnegative real arguments.

The result (3.9) is shown in [9] using Wirtinger calculus.


http://en.wikipedia.org/wiki/Wirtinger_derivatives

© J. Fessler, January 16, 2020, 17:44 (class version) 3.26

Lipschitz constant for descent direction (Read)

Having established the descent direction (3.8) for edge-preserving regularization on CV, the next step is to
determine a Lipschitz constant for that function.

Again we can write it as a composition of three functions:
C'diag{w, (|ICz|)} Cz = h(g(f(z))). f(x)=Cz, g(u) =d.(u), h(v) = C'v, d(z) = wy(|z]) =

For real z arguments and when w and hence w,, are symmetric, d(z) = w(z) so the Lipschitz constant is easy.

When 2z € C, I have not yet been able to prove Lipschitz continuity of d(z). My conjecture, supported by
numerical experiments and [9, App. Al], is that if w,, () is a non-increasing function of ¢ on [0, c0), in addition
to the other assumptions on p. 3.23, then

L = wy(0) (3.10)

and, akin to (3.4), the Lipschitz constant for the descent direction on C" is:
Lyr = [|C|3La. (3.11)
Challenge. Prove (3.10). Here are some initial steps that might help:

jd(z) — d(2)| = |wy(|2) @ = wy(l2]) 2] = |wy(|a]) o] — wy(|2]) |2] €|

= Pz e — gzl e < 7 <wy(0) |z — 2.
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Practical Lipschitz constant (Read)

In general, computing ||C||5 in (3.4) exactly would require a SVD or the power iteration, both of which are
impractical for large-scale problems.

If we use finite differences with periodic boundary conditions, then C' is circulant and hence is a normal
matrix so |C||, = p(C), where p(-) denotes the spectra radius. For 1D finite differences with N even, the
spectral radius is 2 and for N odd is 1 + cos(m(N — 1) /N) ~ 2. (HW)

But for nonperiodic boundary conditions we need a different approach.

Recall that because C'C' is symmetric:
2
IC]; = 1C°Cll, = 1(C'C) = p(C'C) < |C°C,
for any matrix norm ||-|. In particular, the matrix 1-norm is convenient:

lc'el, < Icvliel, = Icl.Icl,

= [CI; < IC|l.ICl, =2-2=4
for 1D finite differences, because there as most a single +1 and —1 in each row or column of C'.
Interestingly, this 1-norm approach gives us an upper bound on ||C|; for any boundary conditions that
matches the exact value when using periodic boundary conditions.
So the practical choice for 1D first-order finite-differences is to use Lygr = 4L, where often we scale the
potential functions so that L, = 1. Bottom line: never use opnorm () when working with finite differences!
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GD step size with preconditioning

We earlier argued that the preconditioned gradient —PV W (x) can be preferable to —V W(x) as a descent
direction. But the GD convergence theorem on p. 3.14 had no P in it. So must we resort to PSD on p. 3.18
that requires a line search? No!

Suppose W is convex has a Lipschitz continuous gradient with Lipschitz constant Ly .
Define a new function in transformed coordinate system: f(z) = W(T'z) . Using the properties on p. 3.6, this
function also has a Lipschitz continuous gradient and

Vi(z) =

Choose a step size 0 < ay < 2/Ly for applying GD to f, yielding
Zkt+1 — B — Oéfo(Zk) = Zr — OéfT,V \I/(Tzk)
— T2k+1 =Tz, — afTT’V \II(Tzk)
= X1 = T — o PV U(xy),

where x, £ Tz, and P = T'T". So ordinary GD on f is the same as preconditioned GD on W. The step size
should satisfy 0 < ay < 2/Ly so it suffices (but can be suboptimal; see HW ) to choose

0<ar<
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3.29

Finite difference implementation

For € FV we need to compute first-order finite differences d,, = z,,.1 — z,, n=1,...,N — 1,
which in matrix notation is d = Cx € FV~!. Here are eight (!) different implementations in JULIA:

function loopdiff (x::AbstractVector)

= length (x)

= similar(x, N-1)

for n=1:(N-1)

@inbounds y[n] = x[n+l] - x[n]

end

return y
end
d = diff (x) # built-in
d = loopdiff (x)
d (circshift (x, -1) — x)[1l:(N-1)]
d [x[n+1]-x[n] for n=1:(length(x)-1)] # comprehension
d = @views x[2:end] - x[l:(end-1)] # indexing
d = conv(x, eltype(x).([1, -1]))[2:end-1] # using DSP
d = diagm(0 => -ones(N-1), 1 => ones(N-1))[1l:(N-1),:]
d = spdiagm(0 => -ones(N-1), 1 => ones(N-1))[1:(N-1),:]

* x # big/slow

* x # SparseArrays
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Which is fastest? https://web.eecs.umich.edu/~fessler/course/598/demo/diffl.html

Use notebook to discuss
@inbounds
Qviews
spdiagm (column-wise storage...)

LinearMaps (cf fatrix in MIRT)
Adjoint tests

x = randn(N); y = randn(M);

@assert isapprox(y’* (Axx), (A’xy)’ xx)

A generalization of transpose for linear maps is called the adjoint.


https://web.eecs.umich.edu/~fessler/course/598/demo/diff1.html
http://en.wikipedia.org/wiki/Hermitian_adjoint
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Orthogonality for steepest descent and conjugate gradients

Recall that the (preconditioned) steepest descent method has three steps:
e Descent direction dy, e.g., dj, = —PV V(xy)
e line search: aj, = argmin,, fi(«), fi(a) = V(x, + ady)
e update ;.1 = xp + i dy

By construction: '
0= frlar) = (di, V(@ + ardy)) = (di, VU (Tp41)) -

In other words, the gradient V W (x;, 1) at the next iterate is perpendicular to the current search direction dy:

This orthogonality leads to the “zig-zag” nature of PSD iterates seen on p. 3.17.
The preconditioned conjugate gradient (CG) method, described in more detail in [10], replaces the standard
inner product with a different inner product weighted by the Hessian of the cost function:

(di, VU (Tpy1)) g = A HV V(h 1), H =V?V(xy),

leading to faster convergence. See [10] for details.

Note that the CG method we want for optimization is the nonlinear conjugate gradient (NCG) method; in @
these notes CG means NCG.


http://en.wikipedia.org/wiki/Conjugate_gradient_method
http://en.wikipedia.org/wiki/Nonlinear_conjugate_gradient_method
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’3.5 General inverse problems ‘

As mentioned previously, a typical cost function for solving inverse problems has the form

xzcFN

This is just one of many possible special cases of the following fairly general form

where B; is a M; x N matrix and each f; : RMi — R is a (typically convex) function.

Example. For the special case (3.12), we use (3.13) with

J=2 Bi=A B,=C. filu)=_lu-yl}, flv)=prlv)

We will implement several algorithms for minimize cost functions of this general form.

When ) is the Fair potential, the (best) Lipschitz constant of V f»(v) is:
A:l B: C: BVK D: K E: None

rgmm— | Az — ylf5 + BR(x) Zw ([Cx)p) =r(Cx), r(v) =) v(v).
k=1

(3.12)

(3.13)
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Efficient line search (Read)

A naive implementation of the line search step in the PSD algorithm on p. 3.18 minimizes
hk(a) £ \I/(a:k + Oédk) .

When applied to a cost function of the general form (3.13) this would involve repeated matrix-vector multi-
plications of the form B,(x) + ad,), which is expensive. A more efficient approach is to precompute the
matrix-vector products prior to performing the line search, noting that for the general (3.13) form:

hk(oz) \I/ CL‘k + Oédk Z fJ CL‘k + Oédk Z f]< + Oé’U ), ugk) £ ijk, 'l)](k) £ Bjdk

(k)

Precomputing u; (k)

and v;" prior to performing the line search avoids redundant matrix-vector products.

Furthermore, algorithms with line searches like PSD and PCG have an recursive update of the form:
Tp1 = Tp + apdy.

Multiplying both sides by B; yields an efficient recursive update for the u; vector (used in HW problems):

(h+1) _ o, (8)
J

Bjilﬁk_H = Bja:k + O./kBjdk — u; (k)

+ av;

A key simplification here is that the Lipschitz constant of &, does not use operator norms of any B;. (HW)
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3.6 Convergence rates ‘

Asymptotic convergence rates

When the cost function W is locally strictly convex and twice differentiable near minimizer &, one can analyze
the asymptotic convergence rates of PGD, PSD, and PCG. (See Fessler book Ch. 11.)

All three algorithms satsify inequalities of the following form for different values of ¢, p:

_ . _ . 1/k
HP 1/2(wk+1_w)H2 SCpk”P 1/2(3:0_:,3)” :>kh—>rgo||P 1/2< — %) / <.
PGD and PSD produce sequences {xy } that con- [ Method P k=102
verge linearly [1, p. 32] to  and PGD standard step o — T k—1 0.99
o (H) r
lim || P~ (ay — Y y —T
S S o | e 2l = PGD a, = ~ 0.98
o(H) +oy(H) K+ 1
where p is called the root convergence factor. PSD with perfect line search k-1 0.98
Define H = P'/?V2¥(&) P'/? and condition \7_+ L
number k = 0,(H)/oy(H). PCG with perfect line search vEZ - 0.82
This table shows the values of p. Vi1

PCG converges quadratically [1, p. 45] and its p above matches a lower bound [1, p. 68].


http://en.wikipedia.org/wiki/Rate_of_convergence
http://en.wikipedia.org/wiki/Rate_of_convergence
http://en.wikipedia.org/wiki/Rate_of_convergence
http://en.wikipedia.org/wiki/Condition_number
http://en.wikipedia.org/wiki/Condition_number
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Heavy ball method

One way to seek faster convergence is to use algorithms that have momentum.
An early momentum method is the heavy ball method [4, p. 64]. One way to write it is:

d, =-V \I/(mk) +Brdj_1

Tpt1 = Tk + oy dy,

where oy, > 0 and S > 0. The “search direction” d;, depends on both the gradient and the previous direction.
Rearranging the 2nd equation to write dj, = (xy1 — @)/ and the combining yields this form

a

Tpp1 = Tp — apV \I’(iﬂk)1+\/§k (), — wk—l)j Br 2 By (3.14)

usual GD momentum

Qg1

Convergence rate analysis (Read)

To analyze the convergence rate of this method we make two simplifications.
e We consider the case of constant step sizes ap, = aand f, = [ = Bk
e We focus on a quadratic cost function ¥(x) = % | Ax — y||§ where M x N A has full column rank,
so there is a unique minimizer . Note that V V(x) = A'(Ax — y) = Hx — b, where the Hessian is
H = A’A and b = A’y. The unique minimizer satisfies the normal equations: Hz = b, so V ¥ (x) =

Hx - Hz = H(x —x).


http://en.wikipedia.org/wiki/Linear_least_squares_(mathematics)#Derivation_of_the_normal_equations
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EECS 551 analyzed the convergence rate of GD by relating ;. — & to &, — &. Here the recursion (3.14)
depends on both ) and x;_; so we analyze the following two-state recursion:

lmkﬂ—dc] _ {wk—aV\IJ(a}k)%—ﬁ(a:k—mk_l)—aE} B [wk—:ﬁ—aH(wk—ﬁz)+ﬁ(mk—mk_1)
x, — T Ty — T N Tp—
_ {wk—i—aH(azk—i:)%—ﬁ(in—aE)—B(mk_l—:i:)}
L — &L

:G[ T, — & } Gé{(l%—B)I—aH 511.

Lp—1 — €T I 0

Because H is Hermitian, it has a unitary eigendecomposition H = VAV’ with eigenvalues \;(H) =

o?(A). Writing the governing matrix G' using this eigendecomposition:

G = V.o [<1+B>I_QA ﬁI} {V 3,] (diagonal blocks)

0 V] I oo
v ool |& 0 v o] 1+8—aXN B

_ ) / L — QA

[0 vlm| o e o] e
B B 0 GN

where ITis a 2N x 2N permutation matrix. Thus eig{G} = UY | eig{ G}, using several eigenvalue proper-
ties. The eigenvalues of G are the roots of its characteristic polynomial:

22— (148 —a\)z+ B
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If 8 = 0 then the nontrivial root is at z = 1 — a\;, which is an expression see in the EECS 551 notes.

Otherwise the roots (eigenvalues of G;) are:

(1+8—aX) £ /(1 +8—a\)?—48
5 .

For the fastest convergence, we would like to choose o and  to minimize max; p(G;). One can show that
the best choice is:

o — 4 8, = 01(A) — O'N(A).
T (01(A) +on(A))P T ai(A) +on(A)
For this choice, one can show that
. o0(A)—on(A)  Vr-1
PG =B = A T on(A) Vil

where k = 01 (H)/on(H) = 03(A) /o3 (A).

Thus for the simple LS problem, the heavy ball method with its best choice of step-size parameters has the
same rate as the conjugate gradient method with a perfect line search.

Of course in practice it is usually too expensive to determine o1(A) and on(A), so we next seek more
practical momentum methods that do not require these values.


http://pages.cs.wisc.edu/~brecht/cs726docs/HeavyBallLinear.pdf
http://pages.cs.wisc.edu/~brecht/cs726docs/HeavyBallLinear.pdf
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Generalized convergence analysis of PGD
Define. The gradient of W is S-Lipschitz continuous on R for an invertible matrix S iff

Ve, z € RY. (3.15)

[S7 (V¥(z) -V ¥(2))], < IS (= = 2)[l,,

If S = \/LI, then the S-Lipschitz condition (3.15) simplifies to the classic Lipschitz continuity condition:

VU (z) -V ¥(2)|, <Lz —z|,, Ve, z € RY. (3.16)

Theorem (PGD convergence). If V W satisfies (3.15) and for some 0 < «

aP'SS'P <P+ P, (3.17)

then (1) the PGD algorithm
Tpi1 = x — aPV VU(xy) (3.18)

monotonically decreases W [10] because for g = V ¥ (xy):
g (P+P —aP'SS'P)g,

| o

U(zy) — U(xpy1) 2>

and (ii) |V ()| — 0.


http://en.wikipedia.org/wiki/Lipschitz_continuity
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In the usual case where P is symmetric positive definite, (3.17) simplifies to «SS’ < 2P~ and when that
condition holds then HP*U Yz — ) ||2 converges monotonically to zero [10].

If we choose aP = (SS’)7}, then PGD is equivalent to a majorize-minimize (MM) method (discussed
later) and the cost function decrease has the following bound:

IS (@0 — &)||”

U(zy) —¥(2) < o7

k> 1 (3.19)

The bound above is the “classical” textbook formula. In 2014 the following tight bound was found [5]:

Wiy — U(@) < 1 E =2

k> 1. 3.20
- 4k + 2 . ( )

It is tight because there is a Huber-like function ¥ for which GD meets that rate.

Why generalize? Units of Lipschitz constant

aj; ampere

Consider ¥ (x) = 5 ||Ax — y||; where A is 2 x 2 diagonal with units: a9y volt/m

2

r1 ohm | y; volt
Tog m Yo volt

What are the units of the Lipschitz constant of V ¥?
A: ampere volt / m B: ampere? C: volt* / m? D: ohm m E: none of these



© J. Fessler, January 16, 2020, 17:44 (class version) 3.40

Generalized Nesterov fast gradient method (FGM)

The following is a slight generalization of the fast gradient method (FGM) of Nesterov, also known as
accelerated gradient descent and Nesterov accelerated gradient (NAG):
Initialize g = 1 and zg = xg then for k = 0,1,...:

thy1 = (1+\/1+4t§> /2

Tip = 2zp — [SS'] 7 V U(2) gradient step
tr — 1

k+1

Zikt1 = Tht1 + (k41 — k). momentum

If t;, = 1 for all k£ then FGM reverts to ordinary GD.
Theorem If W is convex and has an S-Lipschitz gradient, then this generalized FGM satisfies:

W(wy) — w(s) < 25 @ =2

< 12 (3.21)

In words, the worst-case rate of decrease of the cost function ¥ is O(1/k?).
This is a huge improvement over the O(1/k) rate of PGD in (3.19).

However, worst-case analysis may be pessimistic for your favorite application.
For example, if ¥ is quadratic on RY, then CG converges in NN iterations.


http://en.wikipedia.org/wiki/Yurii_Nesterov
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\3.7 First-order methods \

The most famous second-order method is Newton’s method:

Lpy1 = T — (VQ \Il(mk))_lv \Il(azk) .

This method is impractical for large-scale problems so we focus on first-order methods [1, p. 7].

General first-order method classes
e General first-order (GFO) method:

41 = function (o, ¥(xo), V¥(xo), ..., W(2k), V ¥ (a1)).

e First-order (FO) methods with fixed step-size coefficients:

1 n
Lpy1 = Ly — Z kzg hn+1,kv ‘I’(wk) .

Which of the algorithms discussed so far are FO (fixed-step) methods?
A: PGD, FGM, PSD, PCG  B: PGD, FGM, PSD C: PGD, PSD  D: PGD, FGM

E: PGD

(3.22)

(3.23)


http://en.wikipedia.org/wiki/Newton's_method
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Example: Barzilai-Borwein gradient method

3.42

Barzilai & Borwein, 1988: [11]
gr = VU (x)
e — il
(Tx — Th—1, Gk — Gr—1)
L1 = L — ApGk-
e In “general” first-order (GFO) class, but
e not in class FO with fixed step-size coefficients.

A =

Recent research questions

e Analyze convergence rate of FO for any given step-size coefficients { %, ;. }
e Optimize step-size coefficients {h,, x }

o fast convergence

o efficient recursive implementation

o universal (design prior to iterating, independent of L)
e How much better could one do with GFO?
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Nesterov’s fast gradient method is FO

Nesterov (1983) iteration [12, 13] expressed in efficient recursive form: Initialize: ty = 1, zg = xg

1
Zpil = Ty — EV U(x,) (usual GD update)
1

thi1 = 3 (1 ++/1+ 415721) (magic momentum factors)

tn - 1 .
Tyl = Zpni1 + — (2,41 — 2z,) (update with momentum)

n+1
t,—1
= (1 + Vn)zn—i—l — YnZn, Yn = > 0.
tn+1

FGM1 is in class FO [7] (for analysis, not implementation!):

1
Lp41 = Lp — Z kzg hn+1,kv \I/(wk)

(t, — 1 1 0 0 0 0 0
P k=0,...,n=2 0120 0 0 0
tn — 1 0 010 140 0 0 0
sk = tm{(mﬂ*_l% b=n-1 0 005 020 1.50 0 0
b — 1 B 0 0.03 0.11 0.29 1.57 0
1+ , k=n.
{ ot L 0 0.02 0.07 0.18 0.36 1.62 |
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Nesterov’s FGM1 optimal convergence rate

Shown by Nesterov to be O(1/n?) for “primary” sequence {z,} [7, eqn. (3.5)]:
2

U(z,) — ¥(x,) < (3.24)

Nesterov [1, p. 59-61] constructed “the worst function in the world,” a simple quadratic function W, with a
tridiagonal Hessian matrix similar to C’'C for first-order differences, such that, for any general FO method:

2L ||zo — H2
— 2 < W(y,) - V().

Thus the O(1/n?) rate of FGM1 is “optimal” in a big-O sense.

Bound on convergence rate of “secondary” sequence {x,} [7, eqn. (5.5)]:

L||£IZ0—:B*||§ 2L||330—:12*H§

_ < .
U(x,)—V(x,) < 212 < (n 12 (3.25)
The bounds (3.24) and (3.25) are asymptotically tight [6].
To reach a cost within ¢ of the minimum ¥(x, ), how many iterations are needed?
A:O(1) B: O(1/,/e) C: O(1/€) D: O(1/€?) E: O(1/€Y)

The gap between 2 and 3/32 suggests we can do better, and we can, thanks to recent work from UM.


http://en.wikipedia.org/wiki/Big_O_notation
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Optimized gradient method (OGM)
Recall general family of first-order (FO) methods (3.23) with fixed step-size coefficients:

1 n
Lp41 = Ly — z ;0 hn+1,kv \Ij(wk> .

Inspired by [5], recent work by former UM ECE PhD student Donghwan Kim [7]:

* Analyze (i.e., bound) convergence rate as a function of
o number of iterations N
o Lipschitz constant L
o step-size coefficients H = {h,, 41}
o initial distance to a solution: R = ||z — .||

* Optimize by minimizing the bound.
“Optimizing the optimizer” (meta-optimization?)

* Seek an equivalent recursive form for efficient implementation.
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(... many pages of derivations ...)
e Optimized step-size coefficients [7]:

(1 0,—1
P e k= 0, ;n—2
6n+11
H* thrl,k = g (hn’nfl — 1) y k=n-—1
n+1
20, — 1
1+ , k=n
\ en—i-l
) n=>0

0, = (1++/14462_,), n=1,....,N—1

(1++/1+862,), n=N.

e Analytical convergence bound for FO method with these optimized step-size coefficients [7, eqn. (6.17)]:

N =N =

1L [|@g — . |5 1L ||@y — . ||5 1L ||@g — . |5
U(zy) —¥(zs) < I — Iz < 2o — @], < I = o (3.26)
205 (N +1)(N +1++2) (N +1)

e Of course the bound is O(1/N?), but the constant is twice better than that of Nesterov’s FGM in (3.24).
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Optimized gradient method (OGM) recursion

Donghwan Kim also found an efficient recursive algorithm [7]. Initialize: 6y = 1, 2y = x¢

1
Zni1 = Ty — ZV U(x,)

14+/11402), n<N -2
1++/1+8602), n=N—1

en —1 en
(zn+1 - zn) + r (Z'rl,+1 - w’n) .
n+1

. s

~
new momentum

Qn—i—l -

N= N

Tptl = Znt1 T 0
n+1

Reverts to Nesterov’s FGM if one removes the new term.
e Very simple modification of existing Nesterov code.
e Factor of 2 better bound than Nesterov’s “optimal” FGM.
e Similar momentum to Giiler’s 1992 proximal point algorithm [14].
e Inconvenience: must pick N in advance to use bound (3.26) on ¥ (xy ).
e Convergence bound for every iteration of the “primary” sequence [15, eqn. (20)]:

LL HmO 33*||2 1LH‘BO w*HQ
U(z,) —V¥(x,) < 2 2
(z ) (:1: ) - 41%71 - (n +1)2

This bound is asymptotically tight [15, p. 198].
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Recent refinement of OGM

3.48

Newer version OGM’ [15, p. 199]:

1
Zni1l = Ty — EV U(x,)

1
b1 = 3 <1 + 1+ 4t%> (momentum factors)

1 + fn 7fn fn —1
wn—‘rl =T, — #V \I[(wn) + <zn,+1 - Zn)-
L , tn+1
over-relaxed GD FGM momentum

e Convergence bound for every iteration on the “primary” sequence [15, eqn. (25)]:

LL |0 — @.l; _ 1L |0 — @5
U(zn) — () < 412 = (n+1)?

n—1

e Simpler and more practical implementation.
e Need not pick NV in advance.

One can show t2 > (n + 1)?/4 forn > 1[15, p. 197].
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OGM’ momentum factors illustrated

Lpt1 = Ly —

Intuition:
L+t,/tys1 — 2asn — o0

3.49

L

1+t,/th t, — 1
#V U(x,) + g (Zpi1 — 2n)
‘n+1

1k
o o 00000000000000000000009
._.1...
P
_P /"'
1+ \/g#
I‘.l'
¢ —@- @
—@— OGM
@ FGM

L
50

L
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Optimized gradient method (OGM) is an optimal GFO method (!)
Recall that within the class of first-order (FO) methods with fixed step sizes:

1 n
Tpy1 — Tp — z kz—; }171+1~,]‘7V \If(mk;),

OGM is based on optimized {h,, .} step sizes and provides the convergence rate upper bound:

2 2
Lilzo — 33*”2 < Lz — w*”2
S R

U(xy)—V(x,) <

Recently Y. Drori [16, Thm. 3] considered the class of general FO (GFO) methods:
Ty = Fxo, V(xg), VY(0),...,Y(x,), VI (,)),
and showed for d > N (large-scale problems), any algorithm in this GFO class has a function ¥ such that

Lzo — x5

< —
S < aw) (@)

Thus OGM has optimal (worst-case) complexity among all GFO methods, not just fixed-step FO methods.
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Worst-case functions for OGM

From [7, eqn. (8.1)] and [15, 05 05 —$
Thm. 5.1], the worst-case behav- L -
ior of OGM is for a Huber func- - -
tion and a quadratic function. R R L7
002 oo o? 0.02 .,\:_:/=
- 0 1 -1 1
X X
(¢) N =5: f1,0am (2;5) (d) N =5: fa(x)

For R £ ||z — x,||, the worst-case behavior is:

LR? _ LR? _ LR
205 T (N+D(N+14++2) ~ (N+1)2

U(zy) — V()

Monotonicity

In these examples, the cost function ¥ (x,,) happens to decrease monotonically. In general, neither FGM nor
OGM guarantee non-increasing cost functions, despite the bound 1/N? being strictly decreasing. Nesterov
[1, p. 71] states that optimal methods in general do not ensure that W(xy 1) < U(xy).
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‘ 3.8 Machine learning via logistic regression for binary classification ‘

To learn weights & € RY of a binary classifier given feature vectors {v,,} € R (training data) and

labels {y,, = £1 : m =1,..., M}, we can minimize a cost function with a regularization parameter 3 > 0:
- 1
& =argmin¥(z), V()= ¥(ym (2, vp))+ B |3 (3.27)
x m=1
Loss functions (surrogates)
Want: 8 :
o (x, v,) > 0ify,, = +1 and exponential
[ ] <CU, ’Um> < 0 lf Ym = —1, hinge
e ie, (T, Ynvy,) >0, logistic
so that sign((x, v,,)) is a reasonable classifier. 0-1
Logistic loss function has a Lipschitz derivative: @
=
U(z) =log(1+e?)
' —1
w(Z) N e+ 1 1

. e® 1 |
- (0], 2 : :


http://en.wikipedia.org/wiki/Logistic_function
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The logistic regression cost function (3.27) is a special case of the “general inverse problem”
(3.13). (?)

A: True B: False

A:

A regularization term like % |l Hg is especially important in the typical case where the feature vector dimen-
sion NV is large relative to the sample size M.

For gradient-based optimization, we need the cost function gradient and a Lipschitz constant:
: 1
Vi(z)=Ay.(Az) + pe = Lyy < AL, + B = Z|||A|||§ +B.

Practical implementation:

e Normalizing each column of A to unit norm can help keep e* from overflowing.

e Tuning {3 should use cross validation or other such tools from machine learning.

e The cost function is convex with Lipschitz gradient, so it is well-suited for FGM and OGM.

e When feature dimension N is very large, seeking a sparse weight vector x may be preferable. For that,
replace the Tikhonov regularizer ||z||> with ||||, and then use FISTA (or POGM [17]) for optimization.
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Numerical Results: logistic regression

3.54

Labeled training data (green and blue points);
initial decision boundary (red);

final decision boundary (magenta);

ideal boundary (yellow).

M =100, N = 7 (cf “large scale” ?)
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Numerical Results: convergence rates

3.55

8 ‘
—GD
Nesterov FGM
— OGM1
—
"
|
I
il
0
0 20 40 60

Iteration
OGM faster than FGM in early iterations...

80
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Adaptive restart of accelerated GD
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FGM restart, O’Donoghue & Candes, 2015 [19]
OGM restart [20]
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Adaptive restart of OGM
Recall:

tn, tn fn —1
Mv U(x,) +

Z) — Z,
L tn+1 ( n+1 n,)

Lp41 = Ly —

Heuristic: restart momentum (set ¢, = 1) if

<—V\Ij<$n), Zn+l1 — Zn> < 0.

This modified method, OGM-restart, has a better worst-case convergence bound than OGM for
the class of convex cost functions with L-Lipschitz smooth gradients. (?)
A: True B: False

Define. A function f : RY s R is strongly convex with parameter ;. > 0 iff it is convex and

f@) 2 £() + (Vi(2), m— ) +ug ke — 23, Va,z €RY.

Smooth cost functions are often locally strongly convex, but rarely are the cost functions of interest in modern
signal processing (globally) strongly convex.
Formal analysis of OGM for strongly convex quadratic functions is in [20].

Code: https://gitlab.eecs.umich.edu/michigan-fast-optimization/ogm—-adaptive-restart


http://en.wikipedia.org/wiki/Convex_function#Strongly_convex_functions
https://gitlab.eecs.umich.edu/michigan-fast-optimization/ogm-adaptive-restart
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3.9 Summary ‘

This chapter summarizes some of the most important gradient-based algorithms for solving unconstrained
optimization problems with differentiable cost functions.

All of the methods discussed here require computing the gradient V W(x;) each iteration, and often that is
the most expensive operation.

Some of the algorithms (PSD, PCG) also require a line search step. A line search is itself a 1D optimization
problem that requires evaluating the cost function or its gradient multiple times, and those evaluations can
add considerable expense for general cost functions.

For cost functions of the form (3.13), where each component function f; and its gradient are easy to evaluate,
one can perform a line search quite efficiently, as described on p. 3.33.

The set of cost functions of the form (3.13), where each f; has a Lipschitz continuous gradient, is
a strict subset of the set of cost functions ¥ having Lipschitz continuous gradients. (?)
A: True B: False

Recent work made a version of OGM with a line search [21].
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