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Logistics © 2026 Fessler

» HW 6 due Wed. Nov. 4

» PA3: Fri. Nov. 6: draft reproducibility report
Overleaf invites essential!!
Must have "553" and "team (#)" in overleaf project name

» HW 7 due Wed. Nov. 11
Some non-graded problems for timing flexibility
Last HW before Exam 2

» Exam 2: Mon. Nov. 16, 6-8PM; 1013 Dow; 2 sheets
W26 practice exam released on Canvas
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https://umich.instructure.com/courses/874402

Recap/Outline © 2026 Fessler

» Recap
» Unsupervised learning / embedding / PCA
» Today

» PCA recap
» Embedding and dimensionality reduction

» Nonlinear dimensionality reduction
» t-Stochastic Neighbor Embedding (t-SNE)

» Clustering

» k-Means
» Lloyd's algorithm
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PCA 3D to 2D example © 2026 Fessler

Example of applying PCA with d = 3, k = 2 for visualization.
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Revisit PCA slides from 118 © 2026 Fessler

EOM
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Embedding and dimensionality reduction: Goal © 2026 Fessler

The goal of embedding aka dimensionality reduction methods is
to map a (potentially) high-dimensional dataset into a
low-dimensional space in a way that preserves global and/or local

The term as used in ML may be somewhat counter-intuitive
compared to the English meaning of embed.
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http://en.wikipedia.org/wiki/Embedding_(machine_learning)
http://en.wikipedia.org/wiki/Dimensionality_reduction
https://www.merriam-webster.com/dictionary/embed

Embedding vs dimensionality reduction © 2026 Fessler

» Embedding in ML generally means transforming data into a
lower-dimensional Euclidean-space representation.

» The initial data may be real-valued, but often is not.
» The goal is typically to find a useful task-oriented representation.

» Dimensionality reduction also means to transform to a

lower-dimensional representation.
> It typically assumes the initial data are at least numerical and

sometimes real-valued.
» |t can provide data compression and can reduce computation.
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Embedding and dim. reduction: Examples © 2026 Fessler

>

>

>

v

Embed words into R? for d ~ 100 — 1000 in natural language
processing (e.g., Word2vec).

Embed commercial products (categorical data) in R9 for

d =~ 20 — 100 in recommender systems.

Embed songs into RY for d a2 20 — 50 for playlist prediction [2].
Songs have different lengths so raw audio waveforms are
unsuitable for finding similarities.

Embed images in RY where d < number of pixels.
Could also be called dimension reduction, especially if new
features are learned by a generic process.

Reduce the dimension of data by subsampling it.
Reduce the dimension of data for visualization purposes.
Reduce the dimension of a large state-space representation of a

dynamical system to facilitate computation.
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http://en.wikipedia.org/wiki/Word2vec

Applications of embedding: image classification © 2026 Fessler

First2 PCs First 2 PCs for
for MNIST 1s FMNIST shirts
and 7s and dresses

Figure courtesy [3].
Every digit classification example all semester long has used PCA
to embed MNIST images into 2D (k = 2) to facilitate visualization.
Right: Fashion-MNIST: [4]
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https://github.com/zalandoresearch/fashion-mnist

Applications of embedding: image denoising

» Image denoising is a key
component of diffusion
models for image
generation.

» Here 16 x 16 x 3 image
patches (d = 768) are
“bottleneck” embedded in
~ 64-dimensional space

» Impressive image
generation results

© 2026 Fessler

Linear Embed

Transformer Block
Transformer Block
Transformer Block

Linear Predict
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Figure from [5]
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http://en.wikipedia.org/wiki/Diffusion_model
http://en.wikipedia.org/wiki/Diffusion_model
https://github.com/LTH14/JiT
https://github.com/LTH14/JiT

Applications: genetics © 2026 Fessler

o T;,\f” RC
ot BT @R ks
L
o LA A W .
L GR ™
o @ L)
LA
g e
LT ‘fﬁmmﬁ "
i T

Figure courtesy [6].
PCA with on human genotype data from d = 197, 146
loci/SNPs in n = 1,387 European individuals.
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Applications: cell biology © 2026 Fessler

B pca using all detected genes c PCA using all detected genes
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Figure courtesy [7]. DOI
Exploratory analysis via PCA with k = 2 and k = 3 of single-cell gene data:

» Quiescent neural stem cells (qNSC)
> Activated neural stem cells (aNSC)

» Neural progenitor cells (NPC)
Gemini said d = 14,551 genes, but when pressed it admitted that it had hallucinated
and claimed that a typical number is 12,000 to 18,000 genes.
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https://doi.org/10.1016/j.celrep.2016.12.060

Nonlinear dimensionality reduction © 2026 Fessler

» PCA is a linear transformation of the original data.
» Some datasets have nonlinear structures that are not captured
by linear transformations.

Figure from [8].

» Thisisa 1D
1-dimensional
manifold in d =3

> PCA with k=1
would be terrible
(globally).

> |abel axes

» There are many nonlinear dimensionality reduction methods
including independent component analysis (ICA) and
multidimensional scaling (MDS) [9, p. 569].
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http://en.wikipedia.org/wiki/manifold
http://en.wikipedia.org/wiki/Independent_component_analysis
http://en.wikipedia.org/wiki/Multidimensional_scaling

Nonlinear dimensionality reduction © 2026 Fessler

Intuition: how does your brain represent these images?

e S ﬂ"%l

Given the 3D face surface geometry, we can generate all of these images
from: the (point source) lighting direction, the vertical and horizontal
pose = images are on low-dimensional manifold [10, 11, 12].
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http://en.wikipedia.org/wiki/manifold

Nonlinear transformations/filtering © 2026 Fessler

» Canny edges

CAMEDIA

Image courtesy pyimagesearch.com.
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https://pyimagesearch.com/2015/04/06/zero-parameter-automatic-canny-edge-detection-with-python-and-opencv/

Nonlinear transformations/filtering © 2026 Fessler

» Canny edges

» Harris corners : important “keypoints” for image matching.
» SIFT keypoints : scale invariant feature transform.

This combines Harris corners with HOG (histogram of gradients) and corner
detection with scale-invariance so that a keypoint can be traced across

images despite scale (zoom). Computed for only the keypoints.

Harris image courtesy opencv.org; SIFT image courtesy opencv.org.
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https://docs.opencv.org/4.x/dc/d0d/tutorial_py_features_harris.html
https://docs.opencv.org/4.x/da/df5/tutorial_py_sift_intro.html

Nonlinear transformations/filtering © 2026 Fessler

v

Canny edges

Harris corners : important “keypoints” for image matching.
SIFT keypoints : scale invariant feature transform.

This combines Harris corners with HOG (histogram of gradients) and corner
detection with scale-invariance so that a keypoint can be traced across

images despite scale (zoom). Computed for only the keypoints.

SURF (faster SIFT)
BRIEF (compressed memory SIFT)

ORB (open source version of above; SIFT patent expired in
2020)
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Manifold learning © 2026 Fessler

What if we don’t know what nonlinear functions to apply for
nonlinear features - and we want to learn them from data?
Foundations: Laplacian eigenmaps and manifolds.

» Locally linear embedding

» t-Stochastic neighbor embedding (t-SNE)

» Uniform manifold approximation and projection (UMAP)
» Pairwise Controlled Manifold Approximation (PaCMAP) [13]
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http://en.wikipedia.org/wiki/Nonlinear_dimensionality_reduction#Laplacian_eigenmaps
http://en.wikipedia.org/wiki/manifold
http://en.wikipedia.org/wiki/Nonlinear_dimensionality_reduction#Locally-linear_embedding
http://en.wikipedia.org/wiki/T-distributed_stochastic_neighbor_embedding
http://en.wikipedia.org/wiki/Nonlinear_dimensionality_reduction#Uniform_manifold_approximation_and_projection

t-Stochastic Neighbor Embedding © 2026 Fessler

t-stochastic neighbor embedding (t-SNE) is a nonlinear
dimensionality reduction method for visualization that attempts to
match the distribution of “pairwise affinities” in the dataset from
high- to low-dimensions.

Building on stochastic neighbor embedding (SNE) [14], t-SNE
was proposed in [15].
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http://en.wikipedia.org/wiki/T-distributed_stochastic_neighbor_embedding

Stochastic neighbor embedding: Model © 2026 Fessler

» SNE converts Euclidean distances between high-dimensional
data points x; € R into conditional probabilities representing
“affinity” values between pairs: [14] [16, Eqn. 1]:

exp(— [x; — x[3/(202))
DI

> ojisa selected via peplexity; think
“smooth number of neighbors.”

» We want to choose embedded points y; = ®(x;) € R¥ for
k <« d, without actually constructing ®.

» Define a similar distribution in the low-dimensional space:

pXj|X,‘ =

H{’#J}’ VI,_]: 1,...,”

Ayily; = )H{i#}, Vi,j=1,...,n.

2
S rziexp (= lyi — il
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http://en.wikipedia.org/wiki/Perplexity

Stochastic neighbor embedding © 2026 Fessler

» SNE chooses the embedded points {y;} to “best” match these
defined probability distributions p, s, and qy,y,.

» These are probabilities on pairwise distances (not on the original
x values or new y values).

» How to define “best” for distributions here? Euclidean norm is
unsuitable.

» A natural cost function for comparing distributions is the
KL-divergence:

Px;|x;
Drc(Pyill Q1) ZZPW =3
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http://en.wikipedia.org/wiki/Kullback–Leibler_divergence

From SNE to t-SNE © 2026 Fessler

> In t-SNE, a key contribution was using the Student-t distribution for
the joint probabilities gy, , in the reduced space:

.
(1 llyr = w13)
2
Dok Doitk (1 + [lyx — yl||2>

» Uses t with 1 degree of freedom, with is same as Cauchy distribution.

Ayly: = —Lizy, Vij=1,...,n

» Avoids the “crowding” problem, preventing moderate-distance points
from collapsing into a dense, jumbled center.

» t-SNE also uses a KL divergence of symmetricized distribution:
DuL (P Q) = ZZPu'Og pij =

» Helps keep outliers isolated, due to
» Improves GD convergence
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http://en.wikipedia.org/wiki/Student's_t-distribution
http://en.wikipedia.org/wiki/Cauchy_distribution

CQ: KL © 2026 Fessler

The KL-divergence of two distributions defined on the same
probability space X is defined as

DcL(PIQ) = > P(x |0g(g(x)).

xeX (X)

Q19.1 This divergence

A:

mO QoW

is symmetric in P, Q

is zero if P = Q

allows the support of P to be larger than the support of @
B and C

all of these

21/48



Example © 2026 Fessler

Example in JULIA TSne.jl package

Uses an efficient quadtree data structure implementation of the
n? distances.
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https://github.com/lejon/TSne.jl/blob/master/example.png
http://en.wikipedia.org/wiki/quadtree

t-SNE overview © 2026 Fessler

EDn &
i
8 Visualizing Data'% ws P

using t-SNE

Laurens van der Maaten, and Geoffrey Hinton

Tilburg University. The Netherlands
University of Toronto. Canada

Journal of Machine Learning Research (2008)

Presented to MIAL by: Jeremy Kawahara (2015)
slides from— http://kawahara.ca/visualizing-data-using-t-sne-slides/

slides from [17]
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t-SNE algorithm overview © 2026 Fessler

Algorithm 1: Simple version of t-Distributed Stochastic Neighbor Embedding.
Data: data set X = {x},x2.....X,}.
cost function parameters: perplexity Perp,
optimization parameters: number of iterations 7', learning rate 1, momentum o(7).

Result: low-di ional data rep ion 1) = {y1,32, ..y}

begin
compute pairwise affinities p;; with perplexity Perp (using Equation 1)
set py; = 2o PL

sample initial solution 9(*) = 2, e ¥} from AL(0,10747)
for 1=/ to T do
compute low-dimensional affinities g;; (using Equation 4)

compute gradient % (using Equation 5)

set yu) = yu—lurn%Jra(') (9/\/—“ 79/\:—:\)
end
end

-
@
o
O
@,
o
o
Q
<]
=
=
5
3
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t-SNE inputs © 2026 Fessler

_ Algorithm L: Simple version of t-Distributed Stochastic Neighbor Embedding.  +  ___ __ ~~~~ 7777777
: Data: data set X' n} ~<
 cost funciion parameters: perplexity Aerp. T~el

optimization parameters: number of iterations 7', lea;n'fhg ate 1, momentum o((f).

Result: low-dii ional data ref ion ") = {y1.y2. . T b

begin RN

compute pairwise affinities p;; with perplexity Perp (using Equation 1)

PiitPij

Random Sampling of MNIST

set pij =
sample initial solution 9(*) =
for 1=/ to T do

compute low-dimensional affinities g;; (using Equation 4)

2, e ¥} from AL(0,10747)

—[r ool
ENBEEE

1
1
1
1
1
1
1
1
=<1
1
1
1
1
1
1
1
1
1

compute gradient & (using Equation 5)
set () = o=l ‘F‘n%‘#a(’) (=D —ol=2)y e e -
end ’
end

The perplexity hyperparameter here is our
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t-SNE output © 2026 Fessler

Algorithm 1: Simple version of t-Distributed Stochastic Neighbor Embedding.
Random Sampling of MNIST
Data: data set X = {x}.x2,....x,, }
cost function parameters: perplexity Perp,
—optimization parameters: number of jterations . Jeﬂrulut.mm-mom:nmm a(r).
I\ Result: low-di »nal data rey ion (") = {3 Yn}-
<

2|
E

sample initial solution 9(*) =
for 1=/ to T do
compute low-dimensional affinities g;; (using Equmon 4)

',,)‘fmm AL(0,10741)

BN AN
BENEER
SENER

0]
n
8
5|

]2

compute gradient g'“ (using Equation 5) N
set 91 = ol= ]‘+ﬂ.*\+f1“)(9” D _o-2)) N
& ~
end "
end .

&

9 Vsl b SNE 16
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t-SNE affinities

© 2026 Fessler

Algorithm 1: Simple version of t-Distributed Stochastic Neighbor Embedding.

i}

Data: data set X
 cost funciion parameters: perplexity Aerp.
optimization parameters: number of iterations 7', learning rate 1, momentum o(7).
Result: low-di ional data ref ion ") = {y1,y2. e}
{1
compute pairwise affinities p ;; with perplexity Perp (using Equation 1}
3 1
1
i

1
.y J

1| setpij
“sample Tnitial solution ™= 5
for =/ to T do |
compute low-dimensional affinities g;; (using Equation 4) 1
compute gradient & (using Eljuation 5) )
” ) 1) &« A1) (1—2)
set " =9V gz +o(#) (90 - 9Y) )
end 1 !
| 1
\ !
1
M

Compute probabilities P that xi
and xj are neighbors
(based on Euclidian distance in high-d space)

) Visslization by £ SNE.
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t-SNE updates © 2026 Fessler

Algorithm 1: Simple version of t-Distributed Stochastic Neighbor Embedding.
Data: data set X = {x],X2,....X» },
cost function parameters: perplexity Perp,
~ oplimization parameters: number of itetations 7', leaming. rm:n. momentum a(r).
| Result: lo di ynal data ion (1) =

Random Sampling of MNIST

sample initial solution 9(*) =
—-forr=lteldo_ — -
1 Lompule 10\\ dime

ENBEEE

O3
o &
B 3

end

1

1

1 Compute probabilities Q that yi and yj are

1 neighbors (corresponding to xi, xj)

: (based on Euclidian distance in low-d space)
1
1
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t-SNE principle © 2026 Fessler

Algorithm 1: Simple version of t-Distributed Stochastic Neighbor Embedding.
Data: data set X = {x],X2,....X» },
cost function parameters: perplexity Perp,
optimization parameters: number of iterations 7', learning rate 1, momentum o(7).
Result: low-di ional data ref ion ") = {y1,y2. e}
begin - ____

Random Sampling of MNIST

set pij =
sample initial solution 9(*) =

COmpL‘\lCI low-dimensional affinities ¢;; (using Equation 4)
compute'gradient £ (usmg-Frymation 5)- '

—[r ool
ENBEEE

O3
o &
B 3

g

U

X

-

3

=3

=]
=
E
a
S
=)

L

=

- :y:/‘\: -1 +ﬂ%+\s’—“) (9D — o -2))
end '. \\
™ oo : -
Key assumption is that the high-d P

1 1
1 1
: and the low-d Q probability 3
1 distributions should be the same 1

9 Vsl b SNE 19
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t-SNE cost gradient © 2026 Fessler

Algorithm 1: Simple version of t-Distributed Stochastic Neighbor Embedding.
Data: data set X = {x;.x2,....x, },
cost function parameters: perplexity Perp,
optimization parameters: number of iterations 7', learning rate 1, momentum o(7).
Result: low-di ional data ref ion ") = {y1,y2. e}
begin
compute pam\ ise affinities p ;; with perplexity Perp (using Equation 1)
Pii

Random Sampling of MNIST

WL

set pij =
sample initial solution 9(*) =
for 1=/ to T do
compute low- dlmenslom] affinities ¢;; (using Equation 4)
compute gradlen (u51hg Equation 5)
set () = oyle 1‘+ﬂ§+0“) (= |‘7,y‘,72‘)
end N

.V} from AL(0,10747)

A I
SO
HAECNA
NEEHH
ERBGH

o
13
&
1
1
1
1
1
1
1
1
1
1
1
1
1
1
[
1/
r

Find a low-d map that minimizes the difference between
the P (high-d) and Q (low-d) distributions

(if xi,xj has high probability of being neighbors in high-d,
then yi,yj should have high probability in low-d)

9 Vsl b SNE 20

The gradient of the Kullback-Leibler divergence between P and the Student-t based joint prob-
ability distribution O (computed using Equation 4) is derived in Appendix A, and is given by

& =4X(pij—ai) i) (L+ Iy =y D) &)
g J
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t-SNE momentum © 2026 Fessler

Algorithm 1: Simple version of t-Distributed Stochastic Neighbor Embedding.
Data: data set X = {x],X2,....X» },
cost function parameters: perplexity Perp,
optimization parameters: number of iterations 7', learning rate 1, momentum o(7).

Random Sampling of MNIST

Result: low-di ional data ref ion ") = {y1,y2. e}
begin
compute pairwise affinities p;; with perplexity Perp (using Equation 1)

set py; = Ll

Y2: eV} from N(0.10727)

compute low-dimensional affinities g;; (using Equation 4)

| 1
' |
: compute gradient % (using Equation 5) |
1
1
1
1

—[r ool
ENBEEE

O3
o &
B 3

]2

set () = oy (=1) +ﬂ%+a“) (=) — o (t=2))

%

We will minimize the difference between the high-d
and low-d maps using gradient descent

__________________________________ , %M@%ﬁ

(3 Visuslizston by LSNE

21
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t-SNE MNIST example © 2026 Fessler

A selection from the 64-dimensional digits dataset

Principal Components projection of the digits (time 0.035)

MDS embedding of the digits (time 3.64s)

[ 3R P O N W RN O ON A AT o

Isomap projectipn of the digits (time 1.445)

g i F ]“3"
e OB g
& o ®
I'EI I} B,

http://scikit-learn.org/stable/auto_examples/manifold/plot_lle_digits.html 7

K = 6 for digits 0-5
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t-SNE summary © 2026 Fessler

vVYVYy VVY

v

No @ in t-SNE algorithm!

Just move around embedded points {y;}
Conceptually y; = ®(x;), i=1,...,n
But, cannot map new points

Useful for visualization, but maybe less useful for downstream
classification tasks

In constrast, PCA learns the mapping

x> p+QQ N (x—p).
embedding ®(x)
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Unsupervised learning: Clustering © 2026 Fessler

Fig. 2. Two-dimensional embedding of points in Extended Yale Face Database B,
subjects 13, 26, and 38 using multidimensional scaling on the proposed point-to-
point distance. The proposed distance provides an indication of which points lie
near the estimated subspace and groups outliers with similar forms of shadow.

Figures courtesy of [18] and [19].
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Clustering overview © 2026 Fessler

» Given data D = (xq,..., x,) with x; € RY.

» Clustering aims to partition {xi,...,x,} into disjoint subsets
called clusters such that points in the same cluster are more
similar to each other than to

» Want intra-class similarities higher than

» A partition of the data points, i.e., a “clustering," can be
represented by a cluster map function

C:

where k is the number of clusters. C is learned from all of D.

» This definition of clustering hinges on a notion of similarity.
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http://en.wikipedia.org/wiki/Cluster_analysis

Clustering and applications © 2026 Fessler

» The main goal of clustering is to

» Examples:

>

vVvyyVvyy

Internet network traffic analysis: clustering users by what content
they request

Clinical trials: clustering outcomes

Marketing/sales: clustering customers

Finance: cluster stocks

Bioinformatics: clustering cell types

> .

» Clustering is often not the end of data analyses.

» Clusters serve to generate hypotheses for subsequent analysis.
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Simplest clustering approach: K-Means © 2026 Fessler

Let x; € RY, i =1,...,n denote data points. The k-means
method groups data into k clusters by “solving”

> dist(x,y) is a

often/typically Euclidean distance squared.
» C={Cy,...,Cx} is a partition of {1,..., n},
> M= (my,...,my) are called

» This optimization problem is NP-hard in general.

37/48


http://en.wikipedia.org/wiki/K-means_clustering
http://en.wikipedia.org/wiki/K-means_clustering

Hardness of K-Means © 2026 Fessler

Let x; € RY, i =1,...,n denote data points that we wish to
cluster into k clusters.

argmlnz Z dist(x;, m;).

M Jj=1 i:x€C;

Finding the optimal solution to the k-means clustering problem for

n observations in d dimensions is:

» NP-hard in general Euclidean space (of d dimensions) even for
two clusters [20, 21].

» NP-hard for a general number of clusters k even for d = 2 [22].

» There are k" possible partitions of the n points into k groups
(including partitions where some groups are empty).

» Many k-means heuristics give good approximations to the
solution of the k-means objective.
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CQ: K-Means © 2026 Fessler

Assume we are using Euclidean distance (squared) in the k-means
method: dist(x;, m;) = ||x; — mj||§. So we wish to solve:

argmmz Z lIxi — ijg.

¢, M J=1 i:x€eC;

Q19.2 If we are given the partition (the assignment of points to
clusters) then the computation of the centers is closed-form.
Similarly, if we are given the centers (assume distinct), then the
computation of each point’s assignment is closed form.

A: (T,T) B: (T,F) C: (F,T) D: (F.F)
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Lloyd's algorithm for K-Means with Euclidean distance ©
2026 Fessler

Input: {z1,..., 2.}, k
Initialize m,....my; € R¢

Repeat
Fori=1,...,n
C(i) = arg min ||z; — my|
¢
End
For¢=1,...,k
— 1
Me = Twem=0 D _ic(i)=e Ti
End

Until the clusters don’t change.
Output: C
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lllustration: Old Faithful exploration © 2026 Fessler

» OlId Faithful is a geyser in Yellowstone National Park that
erupts spectacularly for several minutes, every 35-120 minutes.

» It is only quasi-periodic.

Old Faithful Eruptions

Waiting Time Between Eruptions (Min}

15 20 25 30 35 4.0 45 50

Eruption Duration {Min)
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http://en.wikipedia.org/wiki/Old_Faithful
http://en.wikipedia.org/wiki/Yellowstone_National_Park

[llustration: Old Faithful results © 2026 Fessler

-2

Example from [23].
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CQ: clustering © 2026 Fessler

Recall clustering goal:
“Want intra-class similarities higher than inter-class similarities.”

Q19.3 Did k-means method applied to Old Faithful data accomplish
this goal?
A: Yes B: Mostly yes C: Maybe not D: No

Even though k-Means is a very classic clustering method, it has
been used in modern ML for learnable sparse attenation [1, p. 531].
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Clustering is a huge field © 2026 Fessler

» We discussed

» centroid based (e.g., k-means)
» distribution based (e.g., GMM)

See [9, p. 526] for one discussion of k-means vs GMM.

» Many other methods and research topics

hierarchical clustering
density-based clustering

graph clustering

clustering non-real-valued data
model selection

clustering quality metrics

VVVVYYVYY
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