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Logistics © 2026 Fessler

▶ Final correction:
▶ homogeneous polynomial: x5

1 + 7x3
1 x2

2 + 9x1x4
1 (degree 5)

For degree p and feature dimension d , needs:
m =

(p+d−1
p

)
=

(p+d−1
d−1

)
coefficients (including constant term).

Previous example with b + w1x + w2x2 + w3x3 was d = 1 and
p = 3 so m =

(d+p
p

)
=

(4
3
)

= 4 = 3 + 1.
▶ inhomogeneous polynomial: c + x1 + x2

1 + x3
1 (degree 3)

For degree-at-most p and feature dimension d , needs:
m =

(d+p
p

)
=

(d+p
d

)
coefficients.

▶ Why not k(x, µ) for ⟨x, µk⟩?
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http://en.wikipedia.org/wiki/Homogeneous polynomial
http://en.wikipedia.org/wiki/Homogeneous_polynomial#Properties
http://en.wikipedia.org/wiki/Homogeneous polynomial
http://en.wikipedia.org/wiki/Monomial#Number


Recap / Outline © 2026 Fessler

▶ Recap
▶ Kernel nearest neighbor
▶ Kernel nearest centroid
▶ Kernel ridge regression
▶ Neural network basics

▶ Today

▶ Neural network: Recap
▶ NN loss functions
▶ Backpropagation (NN training)

▶ Convolutional neural networks
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Feedforward networks: Model © 2026 Fessler

▶ Typical L-layer feedforward neural network (NN) prediction
function is a composition of many operations:

ŷ = fθ(x) = σL
(
W (L) · · ·σ2

(
W (2)σ1

(
W (1)x

)))
▶ We could write this as

ŷ = fθ = f (L) ◦ f (L−1) ◦ · · · f (2) ◦ f (1),

where a single layer combines a linear operation with a
nonlinearity:

f (l)(v) = σl(W (l)v).
▶ σl are nonlinear “activation” functions, typically applied

element-wise
▶ Often σ1 = · · · = σL−1
▶ σL often softmax for classification or identity for regression
▶ {W (l)} are matrices that linearly transform the data from one

layer to the next.
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http://en.wikipedia.org/wiki/Function_composition
http://en.wikipedia.org/wiki/Softmax_function


CQ: NN models © 2026 Fessler

Q14.1 A given feedforward NN model is (parametric, discriminative)
??
A: (T,T) B: (T,F) C: (F,T) D: (F,F) ??

Feedforward diagram:

x =z(0)
−→ W (1) a(1)

→ σ1
z(1)
→︸ ︷︷ ︸

layer 1

· · · z(L−1)
→ W (L) a(L)

→ σL
z(L)=−→︸ ︷︷ ︸

layer L

fθ(x)
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NN notation: Recap © 2026 Fessler

▶ Use z(l) for output of lth layer
▶ Input layer:

z(0) = x
▶ Hidden layer 1 ≤ l < L:

a(l) = W (l)z(l−1)

z(l) = σl(a(l)) applied element-wise.

▶ If bias is desired, prepend a 1 to any z(l), 0 ≤ l < L, and add
left column of weights to W (l+1)

▶ Output layer: ŷ = f (x) = z(L) = a(L) (sometimes) ,
namely when σL(a) = a, an identity activation function,

▶ Evaluation of the output ŷ = f (x) from an input x is called
forward propagation.
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http://en.wikipedia.org/wiki/Residual_neural_network#Forward_propagation


NN for classification © 2026 Fessler

▶ K classes so K nodes at the output layer.
▶ Represent classes by indicator vectors (one-hot encoding): 1

0
...
0

 ,
 0

1
...
0

 ,
 0

0
...
1


▶ Last layer z(L) = ψ(a(L)) transforms a(L) ∈ RK to a probability

vector on the unit simplex ∆K−1 in RK , using the softmax
function:

ψ : RK 7→ ∆K−1 ⊂ RK , ψk(a) = eak∑K
j=1 eaj

, k = 1, . . . ,K .
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http://en.wikipedia.org/wiki/One-hot
http://en.wikipedia.org/wiki/Simplex#Standard_simplex
http://en.wikipedia.org/wiki/Softmax_function
http://en.wikipedia.org/wiki/Softmax_function


Training the NN weights: Loss © 2026 Fessler

▶ Given training data (x1, y1), . . . , (xn, yn), need to learn the
network parameters aka weights

θ = (W (1), . . . ,W (L))

▶ Typical loss functons (ERM)
▶ Squared error loss (regression):

R(θ) = 1
n

n∑
i=1
∥fθ(xi)− yi∥2

2 .

▶ Cross-entropy loss (for classification) with σL = softmax ψ:

R(θ) = −1
n

n∑
i=1

K∑
k=1

yik︸︷︷︸
one-hot

log[fθ(xi)]k .

Leads to faster training and better generalization than squared error
for classification problems [3, p. 235].
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http://en.wikipedia.org/wiki/Cross-entropy


Training the NN weights: Optimization © 2026 Fessler

▶ Invariances and data augmentation
▶ We typically apply some version of SGD to R(θ), e.g., Adam

(adaptive moment estimation) [4]
▶ Selecting learning rates (step sizes) is an art...
▶ Improving optimization methods is an active research area, e.g.,

Muon [5] and Scion [6].
▶ The “G” in SGD is gradient (often subgradient in practice)
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http://en.wikipedia.org/wiki/Data_augmentation
http://en.wikipedia.org/wiki/Stochastic_gradient_descent#Adam


Chain rule: Warm up / review © 2026 Fessler

Before discussing backpropagation, review the chain rule.
Consider this function composition:
f (x) = log

(
3 + sin(x4)

)
= f3(f2(f1(x))) i.e., f = f3 ◦ f2 ◦ f1

f3(z) = log(z), f2(y) = 3 + sin(y), f1(x) = x4

The chain rule is central to automatic differentiation
(aka autodiff or autograd) for NN training and nonlinear
optimization:

df
dx = df 3

df 2
· df 2

df 1
· df 1

dx =

=
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http://en.wikipedia.org/wiki/Chain_rule
http://en.wikipedia.org/wiki/Automatic_differentiation


Backpropagation (NN training) © 2026 Fessler

TL;DR version: backpropagation is an efficient means computing
gradients using the chain rule [1, p. 434].
▶ Tweak notation i vs n R(θ) = 1

N
∑N

n=1
Rn: loss associated with training sample xn, n = 1, . . . ,N

▶ Focus on computing
▶ An efficient algorithm for computing this gradient is called

backpropagation
▶ More notation:

Symbol meaning
w (l)

ij (i , j) entry of W (l)

a(l)
ni ith entry of a(l) when input is xn

z(l)
ni ith entry of z(l) when input is xn
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http://en.wikipedia.org/wiki/Backpropagation
http://en.wikipedia.org/wiki/Backpropagation


Backpropagation © 2026 Fessler

▶ From definitions:

a(l) = W (l)z(l−1) =⇒ a(l)
ni =

∑
j

w (l)
ij z(l−1)

nj

z(l) = σl(a(l)) =⇒ z(l)
ni = σl(a(l)

ni ) (element-wise) .

▶ These quantities are known (at current value of θ) via forward
propagation starting from l = 1 and working forward to l = L.
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Backpropagation © 2026 Fessler

▶ ∇Rn(θ) consists of elements

▶ By the chain rule for function composition:

∂Rn(θ)
∂w (l)

ij
= ∂Rn(θ)

∂a(l)
ni

∂a(l)
ni

∂w (l)
ij

= δ
(l)
ni z(l−1)

nj ,

where
δ

(l)
ni ≜

∂Rn(θ)
∂a(l)

ni
.

The main idea behind the backpropagation algorithm is to
compute δ(L)

ni starting at the output layer, l = L and to work
backwards toward the input layer.
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http://en.wikipedia.org/wiki/Chain_rule


CQ: Backpropagation © 2026 Fessler

Q14.2 By the chain rule for partial derivatives,

δ
(l)
ni = ∂Rn(θ)

∂a(l)
ni

= ?

Below, k indexes the nodes in layer l + 1.
A:

∑
k

∂Rn(θ)
∂a(l)

nk

B:
∑

k
∂Rn(θ)
∂a(l+1)

nk

∂a(l+1)
nk

∂a(l)
ni

C:
∑

k
∂Rn(θ)
∂a(l+1)

nk

∂a(l)
nk

∂a(l+1)
ni

D: none of these
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Backpropagation © 2026 Fessler

▶ Applying the definition of δ(l)
nk to the preceding answer at l + 1:

δ
(l)
ni = ∂Rn(θ)

∂a(l)
ni

=
∑

k
δ

(l+1)
nk

∂a(l+1)
nk

∂a(l)
ni

.

▶ Because
a(l+1)

nk =
∑

j
w (l+1)

kj z(l)
nj =

∑
j

w (l+1)
kj σl(a(l)

nj ),

we have (using Lagrange’s notation):

∂a(l+1)
nk

∂a(l)
ni

=

▶ Combining gives the recursion for the δni terms:

δ
(l)
ni =

∑
k
δ

(l+1)
nk w (l+1)

ki σ′
l(a

(l)
ni ).
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http://en.wikipedia.org/wiki/Notation_for_differentiation#Lagrange's_notation


Backpropagation - regression © 2026 Fessler

▶ It remains to determine δ(L)
ni .

▶ Here it depends on the loss function
▶ Consider the simplest regression case

▶ squared error loss
▶ scalar outputs yn
▶ identity output activation σ(L)(a) = a

Rn(θ) = (fθ(xn)− yn)2 =
(
z(L)

n1 − yn
)2

=
(
a(L)

n1 − yn
)2
,

so
δ

(L)
n1 = ∂Rn(θ)

∂a(L)
n1

= 2
(
a(L)

n1 − yn
)
.
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Backpropagation - classification © 2026 Fessler

▶ Classification:
▶ Cross-entropy loss
▶ σl is softmax

▶

Rn(θ) = −
∑

k
ynk log[fθ(xn)]k = −

∑
k

ynk log z(L)
nk

= −
∑

k
ynk logψk(a(L)

n ),

so

δ
(L)
ni = −

∑
k

ynk
1

ψk(a(L)
n )

∂ψk(a(L)
n )

∂a(L)
ni

.

Now use this property of the derivative of softmax:

∂ψk(a)
∂ai

=
{
ψk(a)(1− ψi(a)), i = k
−ψk(a)ψi(a), i ̸= k.
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Backpropagation - summary © 2026 Fessler

Forward pass:
Using current weights θ, compute f (xn)
and store intermediate values a(l)

ni , z
(l)
nj

Initialize backward pass:
For i = 1 to dL

Compute δ(L)
ni (using loss function)

End
Backward pass:

For l = L− 1 down to 1
For i = 1 to dl

δ
(l)
ni =

∑
k δ

(l+1)
nk w (l+1)

ki σ′
l(a

(l)
ni )

For j = 1 to dl−1
∂Rn(θ)
∂w (l)

ij
←− δ(l)

ni z (l−1)
nj

End
End

End

Optimization options
▶ Use this gradient of

Rn in SGD:
θt ← θt−1 − αt∇Rn(θt−1)

▶ Or repeat for every n
and accumulate to
get full gradient
∇R(θt−1).

▶ Or combine multiple
samples in a
mini-batch to
exploit GPU SIMD.
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Deep feedforward network remarks

▶ Note: each hidden unit passes and receives information to and
from only those units to which it is connected =⇒ parallel
implementation.

▶ In general, R(θ) will have several local minima. Because the
overall cost function is nonconvex, convergence to a global
minimizer is not guaranteed.

▶ To avoid overfitting, regularization is often used.
▶ Initializing θ0: typically small iid Gaussian, often with

layer-dependent variances (Kaiming He, 2015) [7], or sometimes
random orthogonal matrices.

▶ When training a NN with backpropagation of the squared error
loss, the resulting network is a LS fit to the Bayes discriminant
function [2, p. 303].

▶ universal approximation theorems state that sufficiently large
NNs (like basic MLPs) can approximate any continuous function

▶ Everything discussed so far has been understood since the 1980s
19 / 40

http://en.wikipedia.org/wiki/Universal_approximation_theorem


Demo © 2026 Fessler

Demo with “plain Julia code” - no ML frameworks
Model: 2-layer MLP: 2→ 10→ ReLU→ 3→ softmax

▶ K = 3 MNIST digits
▶ d = 2 PCA features
▶ cross-entropy loss (cf

multinomial logistic
regression)

▶ Tikhinov regularization
▶ Quasi-Newton optimizer

with ForwardDiff
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https://jefffessler.github.io/EECS553demo/generated/examples/mlp3
http://en.wikipedia.org/wiki/Automatic_differentiation#Forward_accumulation


Convolutional neural networks © 2026 Fessler

▶ Many image processing deep networks use
We call these

▶ Examples of CNNs: LeNet, AlexNet, VGG, Inception, ResNet,
U-Net, ...

▶ Especially useful for datatypes where convolutions would be a
natural signal processing operation, like digital images, digital
audio, digital video, ...

▶ A conventional MLP model would not easily exploit the
spatial/temporal relationships of such signals.

▶ Typical input is a data tensor (i.e., an array) of size
Nx × Ny × 3.
So, in our notation: d = 3NxNy .

▶ For classification problems, output is a softmax probability
vector in the simplex ∆K−1.
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http://en.wikipedia.org/wiki/Residual_neural_network
http://en.wikipedia.org/wiki/U-Net
http://en.wikipedia.org/wiki/Tensor_(machine_learning)


ImageNet classification © 2026 Fessler

ImageNet is a database of 14M labeled images of > 20, 000
categories envisioned by Fei-Fei Li in 2006.
▶ Annual image recognition challenge uses a “trimmed” list of

K = 1000 non-overlapping classes.
▶ Hierarchical categories (mammal, dog, poodle, ...)
▶ Color RGB images with varying sizes.
▶ Typically standardized to some fixed resolution for training /

testing.
▶ Perhaps 6-10% of the labels are incorrect!
▶ Human error rate with training is about 5% for Top 5 accuracy.
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http://en.wikipedia.org/wiki/ImageNet
https://karpathy.github.io/2014/09/02/what-i-learned-from-competing-against-a-convnet-on-imagenet


CNN classification accuracy © 2026 Fessler
Author et al.: Preparation of Papers for IEEE TRANSACTIONS and JOURNALS

(a) (b)

FIGURE 1: Ball chart reporting the Top-1 and Top-5 accuracy vs. computational complexity. Top-1 and Top-5 accuracy using
only the center crop versus floating-point operations (FLOPs) required for a single forward pass are reported. The size of each
ball corresponds to the model complexity. (a) Top-1; (b) Top-5.

C. MEMORY USAGE
We evaluate the total memory consumption, which includes
all the memory that is allocated, i.e. the memory allocated for
the network model and the memory required while process-
ing the batch. We measure memory usage for different batch
sizes: 1, 2, 4, 8, 16, 32, and 64.

D. COMPUTATIONAL COMPLEXITY
We measure the computational cost of each DNN model
considered using the floating-point operations (FLOPs) in
the number of multiply-adds as in [16]. More in detail, the
multiply-adds are counted as two FLOPs because, in many
recent models, convolutions are bias-free and it makes sense
to count multiply and add as separate FLOPs.

E. INFERENCE TIME
We report inference time per image for each DNN model
for both the NVIDIA Titan X Pascal GPU and the NVIDIA
Jetson TX1. We measure inference time in terms of mil-
liseconds and by considering the same batch sizes described
in Section IV-C. For statistical validation the reported time
corresponds to the average over 10 runs.

V. RESULTS
A. ACCURACY-RATE VS COMPUTATIONAL
COMPLEXITY VS MODEL COMPLEXITY
The ball charts reported in Figures 1 (a) and (b) show Top-
1 and Top-5 accuracy on the ImageNet-1k validation set
with respect to the computational complexity of the con-

sidered architectures for a single forward pass measured
for both the workstation and the embedded board, The ball
size corresponds to the model complexity. From the plots
it can be seen that the DNN model reaching the highest
Top-1 and Top-5 accuracy is the NASNet-A-Large that is
also the one having the highest computational complexity.
Among the models having the lowest computational com-
plexity instead (i.e. lower than 5 G-FLOPs), SE-ResNeXt-
50 (32x4d) is the one reaching the highest Top-1 and Top-
5 accuracy showing at the same time a low level of model
complexity, with approximately 2.76 M-params. Overall, it
seems that there is no relationship between computational
complexity and recognition accuracy, for instance SENet-154
needs about 3⇥ the number of operations that are needed
by SE-ResNeXt-101(32x4d) while having almost the same
accuracy. Moreover, it seems that there is no relationship
also between model complexity and recognition accuracy:
for instance VGG-13 has a much higher level of model
complexity (size of the ball) than ResNet-18 while having
almost the same accuracy.

B. ACCURACY-RATE VS LEARNING POWER

It is known that DNNs are inefficient in the use of their
full learning power (measured as the number of parameters
with respect to the degrees of freedom). Although many
papers exist that exploit this feature to produce compressed
DNN models with the same accuracy of the original models
[24] we want here to measure how efficiently each model
uses its parameters. We follow [4] and measure it as Top-1

VOLUME 4, 2018 3

Figure shows accuracy on the “ImageNet” dataset; courtesy [8].
Top-1: 0-1 loss; Top-5: true label is among the highest 5 softmax probabilities.
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Convolutional layers © 2026 Fessler

▶ A convolutional layer has a weight matrix W that has a
particular sparse and banded structure,

▶ When the input image is vectorized, then the weight matrix has
structure, so that

each row of W only operates on

▶ The exact structure of W depends on the chosen boundary
conditions or padding mode.
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http://en.wikipedia.org/wiki/Band_matrix
https://docs.pytorch.org/docs/2.13/generated/torch.nn.Conv2d.html


Convolutional layers © 2026 Fessler

We can most easily visualize what this structure does by
considering each row of W as a
that operates on a

Figure courtesy [9].
Note “kernel" here has a different meaning, i.e., the convolution mask. There are
several types of kernels in ML [1, §16.3.1]! See this blog.
This kernel is just for illustration; in ML the kernel values are learned.
See the kernel page for more examples.
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https://francisbach.com/cursed-kernels
http://en.wikipedia.org/wiki/Kernel_(image_processing)


Convolutional layers © 2026 Fessler

The convolution mask gets applied as a sliding window (and in
each row of W , the same mask is positioned to apply to different
pixels of the vectorized image).

Figure courtesy Clay Scott.
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CQ: Convolution © 2026 Fessler

Q14.3 What is the next entry (in the red circle)?
A: 4 B: 8 C: 9 D: 10 E: none of these
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Convolutional layers © 2026 Fessler

▶ Several filters per layer
▶ Filter coefficients are the weights to be learned
▶ # of weights in layer =

▶ Useful for data with temporal or spatial structure, e.g., images
▶ Not fully connected + shared weights =⇒ far fewer weights to

learn than a MLP
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Convolutional layers © 2026 Fessler

We can visualize the filters learned by a network, e.g., AlexNet:

First layer features of AlexNet, figure courtesy [10].
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Pooling/downsampling layer © 2026 Fessler

▶ CNNs often combine convolutional layers with pooling layers.
▶ Goal is to

▶ No weights to learn in pooling layer
▶ Common implementation for images:

2× 2 window, stride of 2 (no parameters to learn)

Image courtesy Daniel Voigt Godoy
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http://en.wikipedia.org/wiki/Pooling_layer
https://github.com/dvgodoy/dl-visuals


CNN architectures © 2026 Fessler

▶ Combine convolutional, pooling, and fully connected layers
▶ Backprop extends naturally to CNNs
▶ Major breakthrough in 1998: LeNet5 [11] for handwritten digit

recognition
▶ CNNs are used in face recognition systems, self driving cars,

many other object recognition systems
▶ Speech recognition uses conformer that combines CNN (local)

with transformer (global) models

Figure courtesy [12].
31 / 40

https://arxiv.org/abs/2005.08100


Some CNN history © 2026 Fessler

▶ Handwriting recognition was an important problem for banks
and the post office.

▶ AT&T Labs had a project focused on this task.Handwritten digit recognition

Deep Learning – Bernhard Kainz

Why would people have care about it 95?

At&T at the time had a project about  handwritten digit recognition.
Handwritten characters for postal codes on letters and also amounts on checks

Basically banks ant post offices wanted to automate the to this point manual 
transcription of handwritten documents into computer readable digits. 

Obviously that's not quite so trivial, object recognition is required to find the right area 
to make a prediction 

131

Images courtesy Bernhard Kainz, ICL.
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https://www.doc.ic.ac.uk/~bkainz/teaching/DL/notes/LeNet.pdf


More CNN history © 2026 Fessler

MNIST is a dataset of handwritten numbers created in 1994 to
help researchers develop and benchmark/compare methods.
MNIST

• Cantered and scaled
• 50.000 training samples
• 10.000 test samples
• 28 x 28 images
• 10 classes

Deep Learning – Bernhard Kainz

MNIST was a data set that was engineered specifically for the purpose of handwritten 
digit recognition. It consisted of centered and scaled images. 

50,000 training data and 10,000 tests data at the resolution of 28 by 28 pixels.

There were 10 classes because, well, there are 10 digits and these digits were realistic 
digits as obtained by looking at letters and
actually segmenting them appropriately. 

132

Images courtesy Bernhard Kainz, ICL.

▶ Demo by Yann LeCun in 1989 of digit recognition using a CNN:

youtube url. The video was restored using a CNN!
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http://en.wikipedia.org/wiki/MNIST_database
https://www.doc.ic.ac.uk/~bkainz/teaching/DL/notes/LeNet.pdf
https://www.youtube.com/watch?v=H0oEr40YhrQ


U-Net architecture © 2026 Fessler

The U-Net architecture combines CNN, pooling / up-sampling,
and specific skip connections
▶ global context and local details
▶ helps gradients propagate, improving training
Won the 2015 ISBI image segmentation challengeU-Net: Convolutional Networks for Biomedical Image Segmentation 235

Fig. 1. U-net architecture (example for 32x32 pixels in the lowest resolution). Each blue
box corresponds to a multi-channel feature map. The number of channels is denoted
on top of the box. The x-y-size is provided at the lower left edge of the box. White
boxes represent copied feature maps. The arrows denote the different operations.

as input. First, this network can localize. Secondly, the training data in terms
of patches is much larger than the number of training images. The resulting
network won the EM segmentation challenge at ISBI 2012 by a large margin.

Obviously, the strategy in Ciresan et al. [2] has two drawbacks. First, it is quite
slow because the network must be run separately for each patch, and there is a lot
of redundancy due to overlapping patches. Secondly, there is a trade-off between
localization accuracy and the use of context. Larger patches require more max-
pooling layers that reduce the localization accuracy, while small patches allow
the network to see only little context. More recent approaches [11,4] proposed a
classifier output that takes into account the features from multiple layers. Good
localization and the use of context are possible at the same time.

In this paper, we build upon a more elegant architecture, the so-called “fully
convolutional network” [9]. We modify and extend this architecture such that it
works with very few training images and yields more precise segmentations; see
Figure 1. The main idea in [9] is to supplement a usual contracting network by
successive layers, where pooling operators are replaced by upsampling operators.
Hence, these layers increase the resolution of the output. In order to localize, high
resolution features from the contracting path are combined with the upsampled
output. A successive convolution layer can then learn to assemble a more precise
output based on this information.

Figure from [13]
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http://en.wikipedia.org/wiki/U-Net
https://lmb.informatik.uni-freiburg.de/people/ronneber/u-net


Other important NN architectures © 2026 Fessler

▶ Recurrent Neural Networks (RNN)
▶ Long Short Term Memory (LSTM)
▶ Autoencoders
▶ Generative Adversarial Networks (GAN)
▶ Residual NN ResNet
▶ Transformers (Attention + MLP)
▶ Mixture of Experts (Attention + many smaller MLPs) [1,

§13.6.2]
▶ Many more ...
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http://en.wikipedia.org/wiki/Residual_neural_network


ResNet block © 2026 Fessler

Input (x)

Weight Layer
(e.g., 3× 3 Conv)

ReLU

Weight Layer
(e.g., 3× 3 Conv)

+

Output (F (x) + x)

Shortcut / Residual F (x)

Tixz help from Gemini
Example: Image denoising
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Some history © 2026 Fessler

▶ CNNs have been around since the 1990s, autoencoders and
RNNs since the 1980s,

▶ For many years, neural networks were not considered state of the
art for many prediction tasks

▶ Larger neural networks needed for greater accuracy, but they can
be difficult to train
◦ Vanishing gradients problem (large gradients at output layer are

reduced to small gradients at early layers)
◦ More (bad) local minima, backprop gets stuck
◦ Not enough data to prevent overfitting

▶ Then neural networks experienced a renaissance that began
around 2006
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Deep learning © 2026 Fessler

Enabled by ...
▶ Graphics processing units (GPUs): parallel floating-point

calculators with 100s-1000s of cores
▶ Large, public databases such as ImageNet [14] that has over 14

million labeled examples and 20 thousand classes of objects
▶ Refined training strategies
◦ Dropout
◦ Modifications of SGD (e.g., Adam)
◦ Batch normalization

▶ Rectified linear unit ReLU (for vanishing gradient problem)
Many alternatives: GELU, SwiGLU, SiLU/Swish, Leaky ReLU...

▶ Improved design (how to define the layers)
▶ Real-world examples?

38 / 40



References I

[1] K. P. Murphy.
Probabilistic machine learning: An introduction.
MIT Press, 2022.

[2] R. O. Duda, P. E. Hart, and D. G. Stork.
Pattern classification.
Wiley, New York, 2001.

[3] C. Bishop.
Pattern recognition and machine learning.
Springer, 2006.

[4] D. P. Kingma and J. Ba.
Adam: A method for stochastic optimization, 2014.

[5] K. Jordan.
Muon: An optimizer for hidden layers in neural networks, 2024.

[6] T. Pethick, W. Xie, K. Antonakopoulos, Z. Zhu, A. Silveti-Falls, and V. Cevher.
Training deep learning models with norm-constrained LMOs.
In Proc. Intl. Conf. Mach. Learn, 2025.

[7] K. He, X. Zhang, S. Ren, and J. Sun.
Delving deep into rectifiers: surpassing human-level performance on imageNet classification.
In Proc. Intl. Conf. Comp. Vision, pages 1026–34, 2015.

[8] Simone Bianco, Remi Cadene, Luigi Celona, and Paolo Napoletano.
Benchmark analysis of representative deep neural network architectures.
IEEE access, 6:64270–64277, 2018.

[9] Tim Dettmers.
Deep learning in a nutshell: Core concepts, 2015.
https://developer.nvidia.com/discover/convolution.

39 / 40

https://developer.nvidia.com/discover/convolution


References II

[10] Niranjan Kumar.
Visualizing convolution neural networks using pytorch, 2019.
https://towardsdatascience.com/
visualizing-convolution-neural-networks-using-pytorch-3dfa8443e74e.

[11] Yann LeCun, Léon Bottou, Yoshua Bengio, and Patrick Haffner.
Gradient-based learning applied to document recognition.
Proceedings of the IEEE, 86(11):2278–2324, 1998.

[12] Jinde Shubham.
What exactly does cnn see?, 2018.
https://becominghuman.ai/what-exactly-does-cnn-see-4d436d8e6e52.

[13] O. Ronneberger, P. Fischer, and T. Brox.
U-net: convolutional networks for biomedical image segmentation.
In Medical Image Computing and Computer-Assisted Intervention, pages 234–41, 2015.

[14] Jia Deng, Wei Dong, Richard Socher, Li-Jia Li, Kai Li, and Li Fei-Fei.
Imagenet: A large-scale hierarchical image database.
In 2009 IEEE conference on computer vision and pattern recognition, pages 248–255. Ieee, 2009.

40 / 40

https://towardsdatascience.com/visualizing-convolution-neural-networks-using-pytorch-3dfa8443e74e
https://towardsdatascience.com/visualizing-convolution-neural-networks-using-pytorch-3dfa8443e74e
https://becominghuman.ai/what-exactly-does-cnn-see-4d436d8e6e52

	Neural network: Recap
	NN loss functions
	Backpropagation (NN training)

	Convolutional neural networks

