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Logistics © 2026 Fessler

▶ Exam1 - WIP
▶ HW5 due Fri. Oct 23; mid-semester feedback
▶ PA3: Fri. Nov. 6: draft report. Must use Overleaf template.

See Canvas.
▶ Project papers feedback: nice topics!

Teams 4, 16, 18 and A100 GPUs: let’s talk after class.
▶ Correction:

▶ homogeneous polynomial: x5
1 + 7x3

1 x2
2 + 9x1x4

1 (degree 5)
For degree p and feature dimension d , needs: m =

(d+p
p

)
=

(d+p
d

)
coefficients (including constant term).
Previous example with b + w1x + w2x2 + w3x3 was d = 1 and
p = 3 so m =

(d+p
p

)
=

(4
3
)

= 4 = 3 + 1.
▶ inhomogeneous polynomial: c + x1 + x2

1 + x3
1 (degree 3)

For degree p and feature dimension d , needs:
m =

(p+d−1
p

)
=

(p+d−1
d−1

)
coefficients.
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https://umich.instructure.com/courses/874402
http://en.wikipedia.org/wiki/Homogeneous polynomial
http://en.wikipedia.org/wiki/Monomial#Number
http://en.wikipedia.org/wiki/Homogeneous polynomial
http://en.wikipedia.org/wiki/Homogeneous_polynomial#Properties


Recap / Outline © 2026 Fessler

▶ Recap
▶ Kernel methods
▶ Kernel method for OSM, i.e., SVM

▶ Today

▶ Kernel methods
▶ Kernel recap
▶ Kernel nearest neighbor classifier
▶ Kernel nearest centroid classifier
▶ Kernel ridge regression

▶ Feed-forward neural networks / deep learning
▶ Backpropagation
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Kernel methods: Motivation (recap) © 2026 Fessler

▶ We saw last time that nonlinear methods can improve
classification when data has nonlinear structure.

▶ From demo:

▶ We applied the kernel trick (replacing inner products with k(·, ·)
evaluations) to the (kernelizable) OSM method to get SVM.
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https://jefffessler.github.io/EECS553demo/generated/examples/svm15


Kernel methods: Feature map (recap) © 2026 Fessler

▶ To create a nonlinear method for regression or classification, one
way is to first transform each feature vector via a nonlinear
feature map:

Φ : Rd 7→ Rm,

and then apply a linear method to the transformed data

Φ(x1), ...,Φ(xn).

▶ Because we typically have m > d , this is also called “lifting.”
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http://en.wikipedia.org/wiki/Kernel_method
http://en.wikipedia.org/wiki/Kernel_method


CQ: Nonlinear classifier: Recap © 2026 Fessler

One approach to nonlinear regression/classification is to use a
nonlinear function Φ.

Q13.1 What does a nonlinear binary classification function look like,
using this approach?
A: f (x) = Φ(w⊤x + b)
B: f (x) = sign

(
Φ(w⊤x) + b

)
C: f (x) = sign

(
w⊤Φ(x) + b)

)
D: f (x) = w⊤Φ(x) + b
E: none of these

▶ Now we apply the kernel trick to other methods beyond OSM.
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k-nearest neighbors: Recap © 2026 Fessler

▶ Given training data (x1, y1), . . . , (xn, yn), the nearest neighbor
classifier assigns a test point x to the label

yj where j = arg min
1≤i≤n

▶ More generally, a k-nearest neighbor (k-NN) classifier takes a
majority “vote" among the k closest training instances.
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Kernel nearest neighbors © 2026 Fessler

▶ Suppose Φ is a feature map associated to an inner product/SPD
kernel k, i.e.,

for all u, v .
▶ Is the nearest neighbors method kernelizable?
▶ Depends on the norm.

We focus hereafter on the Euclidean norm.
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Kernel nearest neighbors © 2026 Fessler

▶ To compute the nearest neighbors of a test point x we need

∥x − xi∥22 =

which depends only on inner products of feature vectors {x, xi}.
▶ When lifted we have

∥Φ(x)−Φ(xi)∥2
2 = ⟨Φ(x),Φ(x)⟩ − 2 ⟨Φ(x),Φ(xi)⟩+ ⟨Φ(xi),Φ(xi)⟩

▶ So for any x ∈ Rd , we can easily find the nearest neighbor in
the lifted space via:

j = arg min
1≤i≤n
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Nearest centroid classifier © 2026 Fessler

▶ The nearest centroid classifier assigns a test point to the class
whose centroid is closest to that test point:

f (x) = arg min
k∈{1,...,K}

∥x − µ̂k∥22 , µ̂k ≜
1
nk

∑
i : yi =k

xi .

▶
The decision regions become
Voronoi cells.

Q13.2 The nearest centroid
classifier is
A: Parametric

B: Nonparametric

C: neither
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http://en.wikipedia.org/wiki/Nearest_centroid_classifier
http://en.wikipedia.org/wiki/Centroid#Of_a_finite_set_of_points
http://en.wikipedia.org/wiki/Voronoi_diagram


Kernelize nearest centroid classifier © 2026 Fessler

▶ The compute here is just O(dK ), vs O(dn) needed for 1-NN.
▶ For binary case with µ̂±1 ≜ 1

n±

∑
i : yi =±1 xi , the classifier is:

f (x) = sign
(
∥x − µ̂−1∥22 − ∥x − µ̂+1∥22

)
.

▶ By expanding the Euclidean norm squared, this method is readily
kernelizable:

f (x) = sign(⟨µ̂+1 − µ̂−1, x⟩+ b), b = ⟨µ̂−1, µ̂−1⟩ − ⟨µ̂+1, µ̂+1⟩

= sign

 2
n+

∑
i : yi =+1

⟨xi , x⟩︸ ︷︷ ︸− 2
n−

∑
i : yi =−1

⟨xi , x⟩+ b


b = 1

n2
+

∑
i : yi =+1
j : yj =+1

⟨xi , xj⟩︸ ︷︷ ︸− 1
n2

−

∑
i : yi =−1
j : yj =−1

⟨xi , xj⟩ .
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Demo: Kernel nearest centroid classifier © 2026 Fessler

Python colab demo
(Select different datasets, kernels, and bandwidths)

For this synthetic data, kernel nearest centroid works far better
than ordinary nearest centroid, at the price of more memory and
compute.

Q13.3 Kernel nearest centroid is
A: parametric B: nonparametric C: insufficient information
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https://colab.research.google.com/drive/1lJHkDzFC4UgZGyW2kS32x6o9pVgX5ayM


Kernel ridge regression: Overview © 2026 Fessler

▶ We will show that ridge regression is kernelizable, and use the
kernel trick to extend it to a nonlinear regression method called
kernel ridge regression (KRR).

▶ KRR has numerous applications, even quantitative MRI [3].
▶ To simplify the presentation, we focus on ridge regression

without offset:

f̂ (x) = ŵ⊤x, ŵ =

▶ Because some Φ choices contain a constant term, as with the
inhomogeous polynomial kernel, the offset is not always needed.

▶ KRR with offset is described in Prof. Scott’s lecture notes.
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http://en.wikipedia.org/wiki/kernel ridge regression


CQ: Ridge regression © 2026 Fessler

For y =

 y1
...

yn

 , X =

x⊤
1
...

x⊤
n

 ,
the ridge regression (RR) training problem with λ ≥ 0 is:

ŵ = arg min
w

1
n

∑n
i=1

(w⊤xi − yi)2 + λ ∥w∥22 .

Q13.4 The solution is:
A: ŵ = (X⊤X + λI)−1X⊤y
B: ŵ = X⊤(XX⊤ + λI)−1y
C: ŵ = (X⊤X)−1X⊤y
D: ŵ = X⊤(XX⊤)−1y
E: none of these
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http://en.wikipedia.org/wiki/Ridge_regression


Kernelizing ridge regression I

▶ Note X⊤X is not the Gram matrix of the training data, i.e.,

▶ Idea: apply a special case of the matrix inversion lemma called
the push-through identity [4, p. 41]:

(aI + BD)−1B = B(aI + DB)−1,

with B = X⊤ and D = X, to get Gram matrix XX⊤.
▶ After simplification, the RR predictor without offset is

f̂ (x) = ŵ⊤x = y⊤X(X⊤X + nλI)−1x
= y⊤(XX⊤ + nλI)−1Xx.
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http://en.wikipedia.org/wiki/Gram_matrix
http://en.wikipedia.org/wiki/Woodbury_matrix_identity
http://en.wikipedia.org/wiki/Woodbury_matrix_identity


Kernel ridge regression: Key step © 2026 Fessler

Rewriting with inner products:

f̂ (x) = y⊤(XX⊤ + nλI)−1Xx
= y⊤(K + nλI)−1k(x)

where the kernel matrix (Gram matrix) is

K ≜

⟨x1, x1⟩ · · · ⟨x1, xn⟩
... . . . ...

⟨xn, x1⟩ · · · ⟨xn, xn⟩

 , k(x) =

 ⟨x1, x⟩
...

⟨xn, x⟩

 .
To save test-time compute, precompute and store the vector
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CQ: Kernel ridge regression © 2026 Fessler

To define the KRR method, we simply replace all the inner
products above (in both K and k) with kernel values k(·, ·).

Q13.5 If k is such that k(u, v) = ⟨Φ(u),Φ(v)⟩, then (ignoring
offset b) the above KRR method is equivalent to
A: Apply ridge regression to training data {(xi , yi)}, and then

transform the solution into a nonlinear space with Φ.
B: Apply a nonlinear Φ to the ridge regularization term.
C: Apply the feature map Φ to all feature vectors, and then apply

ridge regression in the new feature space.
D: Apply the feature map Φ to all training data, and then apply

ridge regression to the transformed data.
E: none of these
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Kernel ridge regression: Demo © 2026 Fessler

Julia KRR demo with hyperparameters λ and Gaussian kernel
parameter σ hand selected.
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https://jefffessler.github.io/EECS553demo/generated/examples/krr


Kernel method summary © 2026 Fessler

A Generalized Representer Theorem 419

For the last step in proving that it even is a dot product, one uses the
following interesting property of φ, which follows directly from the definition:
for all functions (8),

〈k(·, x), f〉 = f(x), (11)

i.e., k is the representer of evaluation. In particular, 〈k(·, x), k(·, x′)〉 = k(x, x′),
the reproducing kernel property [2,4,24], hence (cf. (7)) we indeed have k(x, x′) =
〈φ(x), φ(x′)〉. Moreover, by (11) and (6) we have

|f(x)|2 = |〈k(·, x), f〉|2 ≤ k(x, x) · 〈f, f〉. (12)

Therefore, 〈f, f〉 = 0 implies f = 0, which is the last property that was left to
prove in order to establish that 〈·, ·〉 is a dot product.

One can complete the space of functions (8) in the norm corresponding to
the dot product, i.e., add the limit points of sequences that are convergent in
that norm, and thus gets a Hilbert space Hk, usually called a reproducing kernel
Hilbert space (RKHS). The case of real-valued kernels is included in the above;
in that case, Hk can be chosen as a real Hilbert space.

2 The Representer Theorem

As a consequence of the last section, one of the crucial properties of kernels is
that even if the input domain X is only a set, we can nevertheless think of the
pair (X , k) as a (subset of a) Hilbert space. From a mathematical point of view,
this is attractive, since we can thus study various data structures (e.g., strings
over discrete alphabets [26,13,18]) in Hilbert spaces, whose theory is very well
developed. From a practical point of view, however, we now face the problem that
for many popular kernels, the Hilbert space is known to be infinite-dimensional
[24]. When training a learning machine, however, we do not normally want to
solve an optimization problem in an infinite-dimensional space.

This is where the main result of this paper will be useful, showing that
a large class of optimization problems with RKHS regularizers have solutions
that can be expressed as kernel expansions in terms of the training data. These
optimization problems are of great interest for learning theory, both since they
comprise a number of useful algorithms as special cases and since their statistical
performance can be analyzed with tools of learning theory (see [23,3], and, more
specifically dealing with regularized risk functionals, [6]).

Theorem 1 (Nonparametric Representer Theorem). Suppose we are
given a nonempty set X , a positive definite real-valued kernel k on X × X , a
training sample (x1, y1), . . . , (xm, ym) ∈ X ×R, a strictly monotonically increas-
ing real-valued function g on [0,∞[, an arbitrary cost function c : (X ×R2)m →
R ∪ {∞}, and a class of functions

F =

{
f ∈ RX

∣∣∣∣∣f(·) =

∞∑

i=1

βik(·, zi), βi ∈ R, zi ∈ X , ‖f‖ <∞
}

. (13)
420 B. Schölkopf, R. Herbrich, and A.J. Smola

Here, ‖ · ‖ is the norm in the RKHS Hk associated with k, i.e. for any zi ∈
X , βi ∈ R (i ∈ N),

∥∥∥∥∥
∞∑

i=1

βik(·, zi)

∥∥∥∥∥

2

=

∞∑

i=1

∞∑

j=1

βiβjk(zi, zj). (14)

Then any f ∈ F minimizing the regularized risk functional

c ((x1, y1, f(x1)), . . . , (xm, ym, f(xm))) + g (‖f‖) (15)

admits a representation of the form

f(·) =

m∑

i=1

αik(·, xi). (16)

Let us give a few remarks before the proof. In its original form, with mean
squared loss

c((x1, y1, f(x1)), . . . , (xm, ym, f(xm))) =
1

m

m∑

i=1

(yi − f(xi))
2, (17)

or hard constraints on the outputs, and g(‖f‖) = λ‖f‖2 (λ > 0), the theorem
is due to [15]. Note that in our formulation, hard constraints on the solution
are included by the possibility of c taking the value ∞. A generalization to
non-quadratic cost functions was stated by [7], cf. the discussion in [25] (note,
however, that [7] did not yet allow for coupling of losses at different points).
The present generalization to g(‖f‖) is, to our knowledge, new. For a machine
learning point of view on the representer theorem and a variational proof, cf.
[12].

The significance of the theorem is that it shows that a whole range of learning
algorithms have solutions that can be expressed as expansions in terms of the
training examples. Note that monotonicity of g is necessary to ensure that the
theorem holds. It does not ensure that the regularized risk functional (15) does
not have multiple local minima. For this, we would need to require convexity of
g and of the cost function c. If we discarded the strictness of the monotonicity
of g, it would no longer follow that each minimizer (there might be multiple
ones) of the regularized risk admits an expansion (16); however, it would still
follow that there is always another solution minimizing (15) that does admit the
expansion. In the SV community, (16) is called the SV expansion.

Proof. As we have assumed that k maps into R, we will use (cf. (7))

φ : X → RX , x &→ k(·, x). (18)

Since k is a reproducing kernel, evaluation of the function φ(x) on the point x′

yields
(φ(x))(x′) = k(x′, x) = 〈φ(x′), φ(x)〉 (19)

[6]
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Neural networks © 2026 Fessler

▶ Neural networks are a class of ML models where the prediction
function is a composition of many “layers” of functions.

▶ Typically trained with surrogate loss in ERM framework:

Empirical Risk: = 1
n

n∑
i=1

L(yi , fθ(xi)︸ ︷︷ ︸).
▶ For many problems (having sufficient training data), NNs

achieve state-of-the-art performance, e.g., generative AI, object
recognition, speech recognition, language translation

▶ Today: feedforward neural networks where information flows
in a single direction (the network is a directed acyclic graph).
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http://en.wikipedia.org/wiki/Feedforward_neural_network
http://en.wikipedia.org/wiki/Directed_acyclic_graph


CQ: NN © 2026 Fessler

All answers accepted:

Q13.6 How familiar are you with neural networks?
A: I haven’t heard of them
B: I’ve heard a lot about them
C: I’ve used them on a project
D: I’m familiar with their theory
E: I’m familiar in both theory and practice
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Feedforward networks: Overview © 2026 Fessler

▶ A neural network (NN) (or
artificial NN) is a prediction
function loosely inspired by
biological neural networks.

▶ The network generally has
linear computation between
layers of the network and
nonlinearities at nodes.

▶ Feedforward networks do not
have any feedback
connections.

Figure courtesy [7].

▶ Feedforward networks can have connections, e.g., ResNet.

22 / 41

http://en.wikipedia.org/wiki/Neural_network_(machine_learning)
http://en.wikipedia.org/wiki/Neural_network_(biology)
http://en.wikipedia.org/wiki/Feedback
http://en.wikipedia.org/wiki/Residual_neural_network


Feedforward networks: Model © 2026 Fessler

For data (x, y) ∈ Rd × Rk , one
such prediction function is:
ŷ = σ3

(
W (3)σ2

(
W (2)σ1

(
W (1)x

)))

Figure courtesy [7].
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Deep feedforward networks © 2026 Fessler

Users/designers must specify:
▶ Number of hidden layers
▶ Number of nodes per layer
▶ Nonlinear activation functions
▶ Whether or not to include bias

at each layer
▶ Whether the layers are fully

connected

Figure courtesy [7].
Feedforward networks are also called
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NN notation © 2026 Fessler

▶ Input layer:

▶ Hidden layer 1 ≤ l < L:

a(l) =

z(l) = .

▶ If bias is desired, prepend a 1 to any z(l), 0 ≤ l < L, and add
left column of weights to W (l+1)

▶ Output layer: ŷ = f (x) = z(L) =
namely when

▶ Evaluation of the output ŷ = f (x) from an input x is called
forward propagation.
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http://en.wikipedia.org/wiki/Residual_neural_network#Forward_propagation


NN notation © 2026 Fessler

▶ Typically W (1) is
▶ In Julia, use broadcaset for element-wise application:

z1 = sigma.(a1)
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NN for classification © 2026 Fessler

▶ K classes
▶ Represent classes by indicator vectors (one-hot encoding): 1

0
...
0

 ,
 0

1
...
0

 ,
 0

0
...
1


▶ Last layer z(L) = ψ(a(L)) transforms a(L) ∈ RK to a probability

vector on the unit simplex ∆K−1 in RK , using the softmax
function:

ψ : RK 7→ ∆K−1 ⊂ RK , ψk(a) = eak∑K
j=1 eaj

, k = 1, . . . ,K .
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http://en.wikipedia.org/wiki/One-hot
http://en.wikipedia.org/wiki/Simplex#Standard_simplex
http://en.wikipedia.org/wiki/Softmax_function
http://en.wikipedia.org/wiki/Softmax_function


Training the NN weights: Loss © 2026 Fessler

▶ Given training data (x1, y1), . . . , (xn, yn), need to learn the
network parameters aka weights

θ = (W (1), . . . ,W (L))

▶ Typical loss functons (ERM)
▶ Squared error loss (regression):

R(θ) = 1
n

n∑
i=1
∥fθ(xi)− yi∥2

2 .

▶ Cross-entropy loss (for classification) with σL = softmax ψ:

R(θ) = −1
n

n∑
i=1

K∑
k=1

yik︸︷︷︸
one-hot

log[fθ(xi)]k .

Leads to faster training and better generalization than squared error
for classification problems [5, p. 235].
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http://en.wikipedia.org/wiki/Cross-entropy


Training the NN weights: Optimization © 2026 Fessler

▶ Invariances and data augmentation
▶ We typically apply some version of SGD to R(θ), e.g., Adam

(adaptive moment estimation) [9]
▶ Selecting learning rates (step sizes) is an art...
▶ Improving optimization methods is an active research area, e.g.,

Muon [10] and Scion [11].
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http://en.wikipedia.org/wiki/Data_augmentation
http://en.wikipedia.org/wiki/Stochastic_gradient_descent#Adam


Backpropagation © 2026 Fessler

TL;DR version: backpropagation is an efficient means computing
gradients using the chain rule [1, p. 434].
▶ Tweak notation i vs n R(θ) = 1

N
∑N

n=1
Rn: loss associated with training sample xn, n = 1, . . . ,N

▶ Focus on computing
▶ An efficient algorithm for computing this gradient is called

backpropagation
▶ More notation:

Symbol meaning
w (l)

ij (i , j) entry of W (l)

a(l)
ni ith entry of a(l) when input is xn

z(l)
ni ith entry of z(l) when input is xn
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http://en.wikipedia.org/wiki/Backpropagation
http://en.wikipedia.org/wiki/Backpropagation


Backpropagation © 2026 Fessler

▶ From definitions:

a(l) = W (l)z(l−1) =⇒ a(l)
ni =

∑
j

w (l)
ij z(l−1)

nj

z(l) = σl(a(l)) =⇒ z(l)
ni = σl(a(l)

ni ) (element-wise) .

▶ These quantities are known (at current value of θ) via forward
propagation starting from l = 1 and working forward to l = L.
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Backpropagation © 2026 Fessler

▶ ∇Rn(θ) consists of elements

▶ By the chain rule for function composition:

∂Rn(θ)
∂w (l)

ij
= ∂Rn(θ)

∂a(l)
ni

∂a(l)
ni

∂w (l)
ij

= δ
(l)
ni z(l−1)

nj ,

where
δ

(l)
ni ≜

∂Rn(θ)
∂a(l)

ni
.

The main idea behind the backpropagation algorithm is to
compute δ(L)

ni starting at the output layer, l = L and to work
backwards toward the input layer.
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http://en.wikipedia.org/wiki/Chain_rule


CQ: Backpropagation © 2026 Fessler

Q13.7 By the chain rule for partial derivatives,

δ
(l)
ni = ∂Rn(θ)

∂a(l)
ni

= ?

Below, k indexes the nodes in layer l + 1.
A:

∑
k

∂Rn(θ)
∂a(l)

nk

B:
∑

k
∂Rn(θ)
∂a(l+1)

nk

∂a(l+1)
nk

∂a(l)
ni

C:
∑

k
∂Rn(θ)
∂a(l+1)

nk

∂a(l)
nk

∂a(l+1)
ni

D: none of these
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Backpropagation © 2026 Fessler

▶ Applying the definition of δ(l)
nk to the preceding answer at l + 1:

δ
(l)
ni = ∂Rn(θ)

∂a(l)
ni

=
∑

k
δ

(l+1)
nk

∂a(l+1)
nk

∂a(l)
ni

.

▶ Because
a(l+1)

nk =
∑

j
w (l+1)

kj z(l)
nj =

∑
j

w (l+1)
kj σl(a(l)

nj ),

we have (using Lagrange’s notation):

∂a(l+1)
nk

∂a(l)
ni

=

▶ Combining gives the recursion for the δni terms:

δ
(l)
ni =

∑
k
δ

(l+1)
nk w (l+1)

ki σ′
l(a

(l)
ni ).
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http://en.wikipedia.org/wiki/Notation_for_differentiation#Lagrange's_notation


Backpropagation - regression © 2026 Fessler

▶ It remains to determine δ(L)
ni .

▶ Here it depends on the loss function
▶ Consider the simplest regression case

▶ squared error loss
▶ scalar outputs yn
▶ identity output activation σ(L)(a) = a

Rn(θ) = (fθ(xn)− yn)2 =
(
z(L)

n1 − yn
)2

=
(
a(L)

n1 − yn
)2
,

so
δ

(L)
n1 = ∂Rn(θ)

∂a(L)
n1

= 2
(
a(L)

n1 − yn
)
.
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Backpropagation - classification © 2026 Fessler

▶ Classification:
▶ Cross-entropy loss
▶ σl is softmax

▶

Rn(θ) = −
∑

k
ynk log[fθ(xn)]k = −

∑
k

ynk log z(L)
nk

= −
∑

k
ynk logψk(a(L)

n ),

so

δ
(L)
ni = −

∑
k

ynk
1

ψk(a(L)
n )

∂ψk(a(L)
n )

∂a(L)
ni

.

Now use this property of the derivative of softmax:

∂ψk(a)
∂ai

=
{
ψk(a)(1− ψi(a)), i = k
−ψk(a)ψi(a), i ̸= k.

36 / 41



Backpropagation - summary © 2026 Fessler

Forward pass:
Using current weights θ, compute f (xn)
and store intermediate values a(l)

ni , z
(l)
nj

Initialize backward pass:
For i = 1 to dL

Compute δ(L)
ni (using loss function)

End
Backward pass:

For l = L− 1 down to 1
For i = 1 to dl

δ
(l)
ni =

∑
k δ

(l+1)
nk w (l+1)

ki σ′
l(a

(l)
ni )

For j = 1 to dl−1
∂Rn(θ)
∂w (l)

ij
←− δ(l)

ni z (l−1)
nj

End
End

End

Optimization options
▶ Use this gradient of

Rn in SGD:
θt ← θt−1 − αt∇Rn(θt−1)

▶ Or repeat for every n
and accumulate to
get full gradient
∇R(θt−1).

▶ Or combine multiple
samples in a
mini-batch to
exploit GPU SIMD.
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Deep feedforward network remarks

▶ Note: each hidden unit passes and receives information to and
from only those units to which it is connected =⇒ parallel
implementation.

▶ In general, R(θ) will have several local minima. Because the
overall cost function is nonconvex, convergence to a global
minimizer is not guaranteed.

▶ To avoid overfitting, regularization is often used.
▶ Initializing θ0: typically small iid Gaussian, often with

layer-dependent variances (Kaiming He, 2015) [12], or
sometimes random orthogonal matrices.

▶ When training a NN with backpropagation of the squared error
loss, the resulting network is a LS fit to the Bayes discriminant
function [8, p. 303].

▶ universal approximation theorems state that sufficiently large
NNs (like basic MLPs) can approximate any continuous function

▶ Everything discussed so far has been understood since the 1980s
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