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Logistics © 2026 Fessler

▶ PA2: Fri. Oct. 9: reproducibility paper selected
▶ See L11 for Exam1 info
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Recap / Outline © 2026 Fessler

▶ Recap
▶ KKT sufficient conditions
▶ Optimal soft-margin hyperplane

▶ Today

▶ Kernel methods
▶ Kernel method for OSM, i.e., SVM
▶ Kernel nearest neighbor classification
▶ Kernel ridge regression
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Kernel methods: Outline © 2026 Fessler

Outline:
▶ Nonlinear classification or regression via nonlinear feature maps
▶ Kernels [2]
▶ Kernel method for OSM classifier,

i.e., the support vector machine (SVM)
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Kernel methods: Motivation © 2026 Fessler

▶ We have explored linear regression and “linear” classification
methods.

▶ They are simple to compute and analyze, but they are often
sufficient for complex modern ML data.

▶ Datasets often have [3, p. 173].

Table 1: Misclassifications rates for LLE and LEM as a function of K and for SMCE as a function of �.

K 2 3 4 5 6 8 10
LLE 15.5% 9.5% 16.5% 13.5% 16.5% 37.5 38.5%
LEM 15.5% 13.5% 17.5% 14.5% 28.5% 28.5% 13.5%

� 0.1 1 10 50 70 100 200
SMCE 15.5% 6.0% 0.0% 0.0% 0.0% 0.0% 0.0%

Table 2: Percentage of data points whose K nearest neighbors contain points from the other manifold.
K 1 2 3 4 7 10

3.9% 10.2% 23.4% 35.2% 57.0% 64.8%

show, enforcing that the neighbors of a point from the same manifold span a low-dimensional affine
subspace helps to select neighbors from the correct manifold and not from the other manifolds. This
results in successful clustering and embedding of the data as well as unraveling the dimensions of
the manifolds. On the other hand, the fact that LLE and LEM choose wrong neighbors, results in a
low quality embedding.

3.2 Experiments with Real Data

In this section, we examine the performance of SMCE on real datasets. We show that challenges
such as manifold proximity and non-uniform sampling are also common in real data sets, and that
our algorithm is able to handle these issues effectively.

First, we consider the problem of clustering and embedding of face images of two different subjects
from the Extended Yale B database [22]. Each subject has 64 images of 192 ⇥ 168 pixels captured
under a fixed pose and expression and with varying illuminations. By applying SMCE with � =
10 on almost 33, 000-dimensional vectorized faces, we obtain a misclassification rate of 2.34%,
which corresponds to wrongly clustering 3 out of the 128 data points. Figure 4, top row, shows the
embeddings obtained by SMCE, LLE and LEM for the whole data prior to clustering. Only SMCE
reasonably separates the low-dimensional representation of face images according to the subjects.
Note that in this experiment, the space of face images under varying illumination is not densely
sampled and in addition the two manifolds are very close to each other. Table 2 shows the percentage
of points in the dataset whose K nearest neighbors contain points from the other manifold. As the
table shows, there are several points whose closest neighbor comes from the other manifold. Beside
the embedding of each method in Figure 4 (top row), we have shown the coefficient vector of a
data point in M1 whose closest neighbor comes from M2. While nearest-neighbor-based methods
pick the wrong neighbors with strong weights, SMCE successfully selects sparse neighbors from the
correct manifold. The plots in the bottom of Figure 4 show the embedding obtained by SMCE for
each cluster. As we move along the horizontal axis, the direction of the light source changes from
left to right, while as we move along the vertical axis, the overall darkness of the images changes
from light to dark. Also, the msc vectors suggest a 2-dimensionality of the face manifolds, correctly
reflecting the number of degrees of freedom of the light source on the illumination rig, which is a
sphere in R3.

Embedding via SMCE

Figure 5: 2-D embedding of Frey face data using SMCE.

Next, we consider the dimensionality
reduction of the images in the Frey
face dataset, which consists of 1965
face images captured under varying
pose and expression. Each image is
vectorized as a 560 element vector of
pixel intensities. Figure 5 shows the
two-dimensional embedding obtained by
SMCE. Note that the low-dimensional
representation captures well the left to
right pose variations in the horizontal
axis and the expression changes in the
vertical axis.

7

Figure courtesy [4].

This face image dataset is visualized by tak-
ing a nonlinear function of high-dimensional
image data, projecting into two dimensions.
Even in the two dimensional space, it has
nonlinear structure that defines different as-
pects of the image.
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Kernel methods: Feature map I

▶ One way to create a nonlinear method for regression or
classification is to first transform each feature vector via a
nonlinear feature map:

When m > d , we “lift” the features into a higher-dimensional space.
▶ We call Rm the “lifted space”
▶ We apply this transform to each feature vector (both train and test):

[
x1 . . . xn

]
7→

▶ The map Φ might be hand-picked, or might be learned from
training data.
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Kernel methods: Feature map II

▶ Then typically we apply a “linear” method to the transformed
data.

▶ Example.
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More motivating examples © 2026 Fessler

▶ Resting heart rate in BPM

▶ The classic “XOR” classification problem [5, p. 264]:

x1

x2

−1
−1

1

1
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Kernel methods: Prediction © 2026 Fessler

▶ In regression, the nonlinear regression function is:

f (x) =

where w ∈ Rm, b ∈ R
▶ In binary classification, the nonlinear decision function is:

f (x) =

where w ∈ Rm, b ∈ R.
▶ The first layer of neural networks typically is a lifting Φ(x)
▶ Later in the semester we will see that kernel methods apply also

to unsupervised problems, as in Kernel PCA [6].
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http://en.wikipedia.org/wiki/Kernel_principal_component_analysis


Kernel example: Cubic polynomial regression © 2026 Fessler

Figure courtesy Clay Scott.

For x ∈ R, let

f (x) =

where

w =

 w1
w2
w3

 , Φ(x) =

Note that Φ(x) is nonlinear.
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Example: Cubic polynomial regression © 2026 Fessler

Because the cost function for fitting the model parameters (b, w) is

J(θ) = J(b, w) =
∑

i
(f (xi) − yi)2 =

the (unregularized) minimizer is

[
b̂
ŵ

]
=


b̂
ŵ1
ŵ2
ŵ3

 =

assuming X̄ has full column rank, where

y =

 y1
...

yn

 , X̄ =


1 Φ(x1)⊤

...
...

1

 =

1 x1 x2
1 x3

1
...

...
1 xn x2

n x3
n

 .
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Polynomial regression demo © 2026 Fessler

Colab demo

12 / 48

https://colab.research.google.com/drive/11MKXK-6_tgQiricb7t8Npy537Ag0FJn5


Challenges in using lifting © 2026 Fessler

▶ As the polynomial degree p increases, X̄
⊤

X̄ becomes
ill-conditioned and hard to invert.
▶ This motivates regularization (as seen in the demo and 551 HW).

▶ More generally, as the dimension d of x ∈ Rd grows, the
dimension m of Φ(x) ∈ Rm may grow considerably faster.
▶ A homogeneous degree-p polynomial needs combinatorially many

coefficients:

(This is called the number of combinations with repetition).
▶ Some useful functions Φ even map to infinite dimensional spaces,

e.g., the gaussian kernel or exponential kernel
▶ This makes it prohibitive to compute, store, or manipulate Φ(x).
▶ This challenge motivates kernel methods.
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The Kernel trick © 2026 Fessler

▶ Fortunately, the following facts allow us to use nonlinear feature
maps for large m:
▶ Many ML algorithms depend on Φ(x) only via inner products:

⟨Φ(x), Φ(x ′)⟩ .

▶ For certain Φ, we can compute efficiently the function

k(x, x ′) =

even if m is huge or possibly infinite!
▶ The function k : Rd × Rd 7→ R is called an inner product

kernel.
▶ Let’s first look at some examples involving the dot product.
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http://en.wikipedia.org/wiki/Dot_product


Kernel example © 2026 Fessler

Let u =
[

u1
u2

]
, v =

[
v1
v2

]
∈ R2.

▶ The inhomogeneous polynomial kernel of degree 2 is

k(u, v) = (u⊤v + 1)2 =

▶ Fact. We (i.e., you!) can determine a feature map Φ such that

k(u, v) = ⟨Φ(u), Φ(v)⟩ .
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CQ: Kernel example © 2026 Fessler

For d = 2, consider the kernel

k(u, v) ≜ (u⊤v + 1)2 = (u1v1 + u2v2 + 1)2 = ⟨Φ(u), Φ(v)⟩ .

Q12.1 A mapping Φ(x) that satisfies the above is given by?

A:



x2
1

x2
2√

2x1x2√
2x1√
2x2
1


B:

 x2
1

x2
2

x1x2

 C:


x1
x2√

2x1x2
1

 D: none of these
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Important kernels © 2026 Fessler

▶ Homogeneous polynomial kernel:

k(u, v) = (u⊤v)p, p ∈ N

▶ Inhomogeneous polynomial kernel:

k(u, v) = (u⊤v + c)p, p ∈ N, c > 0

▶ Radius basis function (RBF) kernels: k(u, v) = ϕ(∥u − v∥)
▶ Gaussian kernel (most important special case of RBF):

k(u, v) = exp
(

− 1
2σ2 ∥u − v∥2

2

)
, σ > 0

▶ For the Gaussian kernel, m = ∞ and the dot product is replaced
by the ℓ2 inner product: ⟨(ai), (bi)⟩ =

∑∞
i=1 aibi .
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Kernel methods abound © 2026 Fessler

Kernels have been developed for many
non-Euclidean data types, including
▶ string kernels
▶ pyramid match
▶ Trees (phylogenetic trees, parse

trees)
▶ Graphs
▶ Probability distributions
▶ Riemannian manifolds
▶ ...
A big advantage of kernels is that they
can be applied to data types for which
there is no obvious or natural represen-
tation in Euclidean space.

Kernel methods are also important for
understanding popular nonlinear ML
methods including
▶ Convolutional neural networks
▶ Neural tangent kernel
▶ Average gradient outer product

(AGOP)
▶ Kernel smoothing and attention

mechanism
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SPD kernels © 2026 Fessler

Let k : Rd × Rd 7→ R be a kernel.
▶ We call k a symmetric kernel iff

▶ We call k positive definite iff each (kernel) Gram matrixk(x1, x1) · · · k(x1, xn)
... . . . ...

k(xn, x1) · · · k(xn, xn)


is
for all n ∈ N and x1, . . . , xn ∈ Rd .

▶ If k is both symmetric and positive definite, it is called a
symmetric, positive definite (SPD) kernel.

▶ Fact. k is an SPD kernel iff k is an inner product kernel.
▶ Math foundation: reproducing kernel Hilbert space (RKHS)
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Kernelizability © 2026 Fessler

A ML method is called kernelizable iff it is possible to formulate
the algorithm such that all training instances {xi} and any test
instance x occur in inner products of the form

Many ML methods have this property.
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Kernel trick: Implementation © 2026 Fessler

▶ Suppose Φ is a feature map associated with inner product kernel
k.

▶ If we apply a kernelizable method to the transformed training
data

then the transformed feature vectors appear in the algorithm
only via inner products
with other transformed feature vectors.

▶ We implement efficiently using the key inner product kernel
equality:

eliminating the need to ever compute Φ(x) explicitly.
▶ This is why inner product kernels are so important.
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Recall OSM © 2026 Fessler

▶ The problem is convex with linear constraints and strong duality
holds.

▶ Let α∗ denote a dual solution, obtained by solving the dual
quadratic program (QP).

▶ Let (w∗, b∗, ξ∗) denote a primal solution.
▶ By the KKT necessity theorem, (w∗, b∗, ξ∗, α∗) satisfy the KKT

conditions.
▶ We may use these to compute (w∗, b∗, ξ∗) from α∗.
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OSM hyperplane problem © 2026 Fessler

▶ The OSM hyperplane can be solved with the dual:

α∗ = arg max
α

− 1
2

n∑
i ,j=1

αiαjyiyj⟨xi , xj⟩ +
n∑

i=1
αi

s.t
∑

i
αiyi = 0

0 ≤ αi ≤ C
n , ∀i = 1, . . . , n.

Q12.2 Is this problem kernelizable?
A: Yes
B: No
C: Not enough information
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(Kernel) Support Vector Machine I

▶ Let k be a SPD kernel.
▶ The support vector machine (SVM) is the classifier obtained

by first solving

α∗ = arg max
α

−1
2

n∑
i ,j=1

αiαjyiyj +
n∑

i=1
αi


s.t.

∑
i

αiyi = 0, 0 ≤ αi ≤ C
n , ∀i = 1, . . . , n.

▶ Then find the primal solution via KKT conditions:
▶ w∗ =

∑
i α∗

i yixi
▶ For any j with 0 < α∗

j < C
n :

b∗ = yj − ⟨w∗, Φ(xj)⟩ = yj −
n∑

i=1
α∗

i yik(xi , xj).
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(Kernel) Support Vector Machine II

▶ Finally, the SVM classifier is expressed

f (x) = sign(f̃ (x)), f̃ (x) ≜

=

▶ Thankfully, there is no Φ in the final expression, so this
approach looks practical.

Q12.3 If implemented as expressed above, this method would be
A: parameteric B: nonparametric

25 / 48



Support vectors © 2026 Fessler

▶ From complementary slackness:

∀i

▶ we call xi a support vector iff it satisfies:

▶ Thus, if xi is not a support vector, then
▶ Key conclusion: w∗ (and b∗) depend only on the SVs:

w∗ =

▶ This is very important for practical implementation!
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Decision boundaries and margin boundaries © 2026 Fessler

▶ Previously the decision boundary was a hyperplane in Rd :

H0 ≜ {x ∈ Rd : w⊤x + b = 0} = {x ∈ Rd : ⟨w , x⟩ + b = 0}

▶ After lifting, the decision boundary becomes (in general) some
curved set:

H0 ≜ {x : ⟨w∗, Φ(x)⟩ + b∗ = 0}
▶ The margin boundaries are the sets (would be hyperplanes if Φ

were affine) H+ and H− defined by

H± ≜

vs Figure courtesy Clay Scott.
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SVM demo: Data © 2026 Fessler

Julia demo
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https://jefffessler.github.io/EECS553demo/generated/examples/svm15


SVM demo: Linear Kernel, aka OSM © 2026 Fessler
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SVM demo: Gaussian Kernel © 2026 Fessler

▶ Linear kernel leads to hyperplance decision boundary essentially
equivalent to OSM classifier f (x) = sign(w⊤x + b)

▶ Much lower classification error with Gaussian (RBF) kernel.
▶ Nonlinear decision boundary
▶ Conceptually: f (x) = sign(⟨w , Φ(x)⟩ + b) (with inner products

implemented more efficiently using kernel)
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Margin errors © 2026 Fessler

▶ Optimal slack variables satisfy

ξ∗
i = max(0, 1 − yi (⟨w∗, x⟩ + b∗)).

▶ There are four cases:
1. If yi (⟨w∗, xi⟩ + b∗) > 1, then

2. If yi (⟨w∗, xi⟩ + b∗) = 1, then

3. If 0 ≤ yi (⟨w∗, xi⟩ + b∗) < 1, then

4. If yi (⟨w∗, xi⟩ + b∗) < 0, then

▶ Case 2-4 are called margin errors.
▶ So the SVs are on the margin or misclassified.
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Margin errors: Illustration © 2026 Fessler

Figure courtesy original SVM paper [7]
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Motivation for SVM © 2026 Fessler

▶ The support vector machine (SVM) is one of the best “off-the-shelf”
classification methods.

▶ “... looking at Kaggle challenges that are not related to vision or
sequential tasks, gradient boosting, random forests, or SVMs are
winning most of the competitions” [8]

▶ “On 75 small datasets with less than 1000 data points, random forests
and SVMs outperform [FNNs]. On 46 larger datasets with at least
1000 data points, SNNs show the highest performance followed by
SVMs and random forests” [8]

▶ “We evaluate 179 classifiers arising from 17 families ... We use 121
data sets ... The classifiers most likely to be the best are the random
forest (RF) versions ... However, the difference is not statistically
significant with the second best, the SVM with Gaussian kernel
implemented in C using LibSVM” [9]

▶ There are multiclass extensions of SVM such as the Weston-Watkins
method [10, 11, 12].
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CQ: for fun © 2026 Fessler

(You are not required to get this one right)

Q12.4 As of today, what is the number of citations n to the original
1995 SVM paper [7] on google scholar?
A: 0 < n < 1000
B: 1000 < n < 10000
C: 10000 < n < 100000
D: 100000 < n
E: none of these

Now we apply kernel trick to other classification and regression
methods.
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k-nearest neighbors: Recap © 2026 Fessler

▶ Given training data (x1, y1), . . . , (xn, yn), the nearest neighbor
classifier assigns a test point x to the label

▶ More generally, a k-nearest neighbor (k-NN) classifier takes a
“vote" among the k closest training instances (majority vote if
binary).
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Kernel nearest neighbors © 2026 Fessler

▶ Suppose Φ is a feature map associated to an inner product/SPD
kernel k, i.e.,

for all u, v .
▶ Is the nearest neighbors method kernelizable?
▶ Depends on the norm.

We focus hereafter on the Euclidean norm.
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Kernel nearest neighbors © 2026 Fessler

▶ To compute the nearest neighbors of a test point x we need

∥x − xi∥2
2 =

which depends only on inner products of feature vectors.
▶ When lifted we have

▶ So for any x ∈ Rd , we can find the nearest neighbor in the
lifted space via:

j = arg min
i
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Kernelize the nearest centroid classifier I

▶ The nearest centroid classifier assigns a test point to the class
whose centroid is closest to that test point:

f (x) = arg min
k∈{1,...,K}

∥x − µ̂k∥2
2 , µ̂k ≜

1
nk

∑
i : yi =k

xi .

▶
The decision regions become
Voronoi cells.

Q12.5 The nearest centroid
classifier is
A: Parametric

B: Nonparametric

C: neither
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Kernelize the nearest centroid classifier II

▶ The compute here is just O(dK ), not the O(dn) needed for
1-NN.

▶ In the binary case with µ̂±1 ≜ 1
n±

∑
i : yi =±1 xi , the classier is:

f (x) = sign
(
∥x − µ̂−1∥2

2 − ∥x − µ̂+1∥2
2

)
.

▶ By expanding the Euclidean norm squared, this method is readily
kernelizable.

39 / 48



Demo: Kernel nearest centroid classifier © 2026 Fessler

colab demo
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https://colab.research.google.com/drive/1qQKjlgi2WAm87BXdFuhe99vlgNt9pCoR


Kernel ridge regression: Overview © 2026 Fessler

▶ We will show that ridge regression is kernelizable, and use the
kernel trick to extend it to a nonlinear regression method called
kernel ridge regression (KRR).

▶ KRR has numerous applications, even quantitative MRI [13].
▶ To simplify the presentation, we focus on ridge regression

without offset:

f̂ (x) = ŵ⊤x, ŵ =

▶ Because some Φ choices contain a constant term, as with the
inhomogeous polynomial kernel, the offset is not always needed.

▶ KRR with offset is described in Professor Scott’s lecture notes.
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CQ: Ridge regression © 2026 Fessler

For y =

 y1
...

yn

 , X =

x⊤
1
...

x⊤
n

 , the ridge regression (RR)

training problem is:

ŵ = arg min
w

1
n

∑n
i=1

(w⊤xi − yi)2 + λ ∥w∥2
2 .

Q12.6 The solution is:
A: ŵ = (X⊤X + λI)−1X⊤y
B: ŵ = (X⊤X)−1X⊤y
C: ŵ = (XX⊤ + λI)−1X⊤y
D: ŵ = X⊤(XX⊤)−1y
E: none of these
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Kernelizing ridge regression I

▶ Note X⊤X is not the Gram matrix of the training data, i.e.,

▶ Idea: apply a special case of the matrix inversion lemma called
the push-through identity [14, p. 41]:

(aI + BD)−1B = B(aI + DB)−1,

with B = X⊤ and D = X, to get Gram matrix XX⊤.
▶ After simplification, the RR predictor without offset is

f̂ (x) = ŵ⊤x = y⊤X(X⊤X + nλI)−1x
= y⊤(XX⊤ + nλI)−1Xx.
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Kernel ridge regression: Key step © 2026 Fessler

Rewriting with inner products:

f̂ (x) = y⊤(XX⊤ + nλI)−1Xx
= y⊤(K + nλI)−1k(x)

where the kernel matrix (Gram matrix) is

K ≜

⟨x1, x1⟩ · · · ⟨x1, xn⟩
... . . . ...

⟨xn, x1⟩ · · · ⟨xn, xn⟩

 , k(x) =

 ⟨x1, x⟩
...

⟨xn, x⟩

 .

To save test-time compute, precompute and store the vector
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CQ: Kernel ridge regression © 2026 Fessler

To define the KRR method, we simply replace all the inner
products above (in both K and k) with kernel values k(·, ·).

Q12.7 If k is such that k(u, v) = ⟨Φ(u), Φ(v)⟩, then the above
KRR method is equivalent to
A: Apply ridge regression and then transform the solution into a

nonlinear space with Φ.
B: Apply a nonlinear Φ to the ridge regularization term.
C: Apply the feature map Φ to all feature vectors, and then apply

ridge regression in the new feature space.
D: none of these
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Kernel method summary © 2026 Fessler

A Generalized Representer Theorem 419

For the last step in proving that it even is a dot product, one uses the
following interesting property of φ, which follows directly from the definition:
for all functions (8),

〈k(·, x), f〉 = f(x), (11)

i.e., k is the representer of evaluation. In particular, 〈k(·, x), k(·, x′)〉 = k(x, x′),
the reproducing kernel property [2,4,24], hence (cf. (7)) we indeed have k(x, x′) =
〈φ(x), φ(x′)〉. Moreover, by (11) and (6) we have

|f(x)|2 = |〈k(·, x), f〉|2 ≤ k(x, x) · 〈f, f〉. (12)

Therefore, 〈f, f〉 = 0 implies f = 0, which is the last property that was left to
prove in order to establish that 〈·, ·〉 is a dot product.

One can complete the space of functions (8) in the norm corresponding to
the dot product, i.e., add the limit points of sequences that are convergent in
that norm, and thus gets a Hilbert space Hk, usually called a reproducing kernel
Hilbert space (RKHS). The case of real-valued kernels is included in the above;
in that case, Hk can be chosen as a real Hilbert space.

2 The Representer Theorem

As a consequence of the last section, one of the crucial properties of kernels is
that even if the input domain X is only a set, we can nevertheless think of the
pair (X , k) as a (subset of a) Hilbert space. From a mathematical point of view,
this is attractive, since we can thus study various data structures (e.g., strings
over discrete alphabets [26,13,18]) in Hilbert spaces, whose theory is very well
developed. From a practical point of view, however, we now face the problem that
for many popular kernels, the Hilbert space is known to be infinite-dimensional
[24]. When training a learning machine, however, we do not normally want to
solve an optimization problem in an infinite-dimensional space.

This is where the main result of this paper will be useful, showing that
a large class of optimization problems with RKHS regularizers have solutions
that can be expressed as kernel expansions in terms of the training data. These
optimization problems are of great interest for learning theory, both since they
comprise a number of useful algorithms as special cases and since their statistical
performance can be analyzed with tools of learning theory (see [23,3], and, more
specifically dealing with regularized risk functionals, [6]).

Theorem 1 (Nonparametric Representer Theorem). Suppose we are
given a nonempty set X , a positive definite real-valued kernel k on X × X , a
training sample (x1, y1), . . . , (xm, ym) ∈ X ×R, a strictly monotonically increas-
ing real-valued function g on [0,∞[, an arbitrary cost function c : (X ×R2)m →
R ∪ {∞}, and a class of functions

F =

{
f ∈ RX

∣∣∣∣∣f(·) =

∞∑

i=1

βik(·, zi), βi ∈ R, zi ∈ X , ‖f‖ <∞
}

. (13)
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Here, ‖ · ‖ is the norm in the RKHS Hk associated with k, i.e. for any zi ∈
X , βi ∈ R (i ∈ N),

∥∥∥∥∥
∞∑

i=1

βik(·, zi)

∥∥∥∥∥

2

=

∞∑

i=1

∞∑

j=1

βiβjk(zi, zj). (14)

Then any f ∈ F minimizing the regularized risk functional

c ((x1, y1, f(x1)), . . . , (xm, ym, f(xm))) + g (‖f‖) (15)

admits a representation of the form

f(·) =

m∑

i=1

αik(·, xi). (16)

Let us give a few remarks before the proof. In its original form, with mean
squared loss

c((x1, y1, f(x1)), . . . , (xm, ym, f(xm))) =
1

m

m∑

i=1

(yi − f(xi))
2, (17)

or hard constraints on the outputs, and g(‖f‖) = λ‖f‖2 (λ > 0), the theorem
is due to [15]. Note that in our formulation, hard constraints on the solution
are included by the possibility of c taking the value ∞. A generalization to
non-quadratic cost functions was stated by [7], cf. the discussion in [25] (note,
however, that [7] did not yet allow for coupling of losses at different points).
The present generalization to g(‖f‖) is, to our knowledge, new. For a machine
learning point of view on the representer theorem and a variational proof, cf.
[12].

The significance of the theorem is that it shows that a whole range of learning
algorithms have solutions that can be expressed as expansions in terms of the
training examples. Note that monotonicity of g is necessary to ensure that the
theorem holds. It does not ensure that the regularized risk functional (15) does
not have multiple local minima. For this, we would need to require convexity of
g and of the cost function c. If we discarded the strictness of the monotonicity
of g, it would no longer follow that each minimizer (there might be multiple
ones) of the regularized risk admits an expansion (16); however, it would still
follow that there is always another solution minimizing (15) that does admit the
expansion. In the SV community, (16) is called the SV expansion.

Proof. As we have assumed that k maps into R, we will use (cf. (7))

φ : X → RX , x &→ k(·, x). (18)

Since k is a reproducing kernel, evaluation of the function φ(x) on the point x′

yields
(φ(x))(x′) = k(x′, x) = 〈φ(x′), φ(x)〉 (19)

[15]
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