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Recap / Outline © 2026 Fessler

» Recap
P Logistic regression, softmax, cross entropy, multiclass log. reg.,
» imbalanced data; hyperplanes

» Today

» Hyperplanes
» Definition, distances
» Separating hyperplanes

» Max-margin hyperplanes
» Optimal soft-margin hyperplane: Prelude

» Constrained optimization
» Lagrangian
» Duality
» Convex constrained optimization
» KKT conditions
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Hyperplanes: Definition © 2026 Fessler

f2 Decision boundaries are often hyperplanes so we focus
on those first.

e > A hyperplane is a subset of RY of the form

H=H(w,b)={xecR?: w'x+b=0},

for some w € RY, b € R,
> In general, a hyperplane in R? is an affine

Y
sz s SUDSpace of dimension d — 1.

parallel planes.

» The vector w is orthogonal to the hyperplane,
00 and for this reason is called a normal vector.

/ ©1,0~—_¢
"

Figure courtesy [2].

A Figure 3: The plane x + y +2 = 1.
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http://en.wikipedia.org/wiki/Hyperplane
http://en.wikipedia.org/wiki/Affine_space#Affine_subspaces_and_parallelism
http://en.wikipedia.org/wiki/Affine_space#Affine_subspaces_and_parallelism
http://en.wikipedia.org/wiki/Hyperplane#Affine_hyperplanes
http://en.wikipedia.org/wiki/Orthogonality_(mathematics)
http://en.wikipedia.org/wiki/Normal_(geometry)

Hyperplanes: Geometry © 2026 Fessler

A hyperplane is a subset of RY of the form
H={xcR?: w'x+b=0}, forsomegivenwcR? becR.

If z € H, then z = tw + (z — tw) for some t € R.
—_——
1l tow
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Hyperplanes: Unique representation? © 2026 Fessler

For some given w € R?, b € R, define the hyperplane
HE2{xeR: wix+b=0}.

Q10.1 s the representation unique? If any w € R? and b
represent the same hyperplane as (w, b), then w = w and b =

A: True B: False

O_m
2=

-~
-~
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Hyperplanes: Distances © 2026 Fessler

» Distances to hyperplanes are crucial for classification problems.

» Find the distance from z € R? to
HE{xeR?: wix+b=0}.
» The point closest to z on the hyperplane H can be written as
for a scalar t that satisfies

O=w'2+b=w'(z+tw)+b = t=
» Thus the distance is

12 = 2]l = lI(z + tw) — z[l; = |t [|w]}, =
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Separating hyperplanes: Definition © 2026 Fessler

» Let (x1,y1),...,(Xn, yn) be training data with x; € RY for a
binary classification problem.

» Assume y; € {—1,1}.
» We say the training data are linearly separable iff there exist
w € RY, b € R such that

» In this case we call the following set a separating hyperplane:

HE2{xeR wix+b=0}
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http://en.wikipedia.org/wiki/Linear_separability
http://en.wikipedia.org/wiki/Hyperplane_separation_theorem

Separating hyperplanes: Choices © 2026 Fessler

Are all separating hyperplanes equally good?
Training data
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Max-margin hyperplanes: Definition © 2026 Fessler

» The margin p of a separating hyperplane is the distance from
the hyperplane to the nearest training point:

p(w,b) £ min d(H(w,b),x;) = min

i=1,...,n i=1,...,n

» Here we really mean min, not argmin!

» And here d(-,-) is a distance function, not dimension d.

» An optimal separating hyperplane or maximum-margin
hyperplane uses the solution of

W, b = argmax p(w, b) such that
w,b
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http://en.wikipedia.org/wiki/Margin_(machine_learning)
http://en.wikipedia.org/wiki/Hyperplane_separation_theorem
http://en.wikipedia.org/wiki/Hyperplane_separation_theorem
http://en.wikipedia.org/wiki/Hyperplane_separation_theorem

Max-margin hyperplane: Example © 2026 Fessler

Y, Q10.2 For n > d, the max-margin
i ./0 hyperplane H is always unique?
OD ° o/'/ " // (Is H unique? Not asking whether
° 7 .7 (b, w) is unique.)
Q 9 /
/'/ /‘/.“ A: True B: False
4 £ 5
/ R4 " =
/ *

Figure courtesy Clay Scott.
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Separating hyperplane: Canonical form

| 2

| 2

The separability condition y;(w " x; + b) > 0 holds for (aw, ab)
if @ > 0, so there is a kind of scale ambiguity.

A separating hyperplane is said to be in canonical form [3,
§5.4.1] iff w and b are such that

>1, Vi
=1, for some i.

Every separating hyperplane can be expressed in canonical form.

Suppose H = {x : wy' x + by = 0} is a separating hyperplane
(not necessarily in canonical form). Let

A
m =

and define
wi by
wy = —, b= —.
m m

Then ws, by express H in canonical form.

© 2026 Fessler
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Canonical form hyperplanes © 2026 Fessler

Figure courtesy Clay Scott.
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Max-margin hyperplanes: Optimization © 2026 Fessler

» Thus we can define the max-margin hyperplane using

argmax min @ ———
wh  i=leon[lw

st. Vi yi(w'x+b)>1
di (WTX,' + b) =1.

» Equivalently:

» This is an example of a quadratic program.

» Proof. For some i:
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http://en.wikipedia.org/wiki/Quadratic_programming

Non-separable data © 2026 Fessler

What if the data are not separable?

Figure courtesy Clay Scott.
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Optimal soft-margin hyperplane: Prelude © 2026 Fessler

» Introduce nonnegative slack variables &;1,...,&, > 0.
Greek letter & is pronounced “ksee.”
» The optimal soft-margin hyperplane uses the solution of

inmin = lw|2 +
arg mmn min — ||w
%/,b ¢ 2 2

st. yi(w'x; + b) > Vi=1,...,n
& >0 Vi=1,...,n

» ( is a user-defined parameter

» This is another quadratic program.

» The OSM hyperplane is a special case of a support vector
machine (SVM).

» How do we solve such constrained optimization problems?
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http://en.wikipedia.org/wiki/Slack_variable
http://en.wikipedia.org/wiki/Xi_(letter)
http://en.wikipedia.org/wiki/Support_vector_machine#Soft-margin
http://en.wikipedia.org/wiki/Quadratic_programming
http://en.wikipedia.org/wiki/Support_vector_machine
http://en.wikipedia.org/wiki/Support_vector_machine

Constrained optimization © 2026 Fessler

So far we have considered only convex optimization problems that
are unconstrained, where the variable u € RP can take any values
in the p-dimensional space, where p denotes the number of model
parameters.

The theory of constrained optimization allows us to consider
problems where we must have u € C C RP, like max margin or soft
margin separating hyperplanes.

Outline:

» Lagrangian

» Duality

» KKT conditions
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http://en.wikipedia.org/wiki/Constrained optimization

Constrained optimization © 2026 Fessler

» A constrained optimization problem has the form
arg min
ucRpP
s.t.

where u € RP and

» A point u € RP is called feasible iff it satisfies all r + s
constraints above.
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http://en.wikipedia.org/wiki/constrained optimization
http://en.wikipedia.org/wiki/Feasible_region

Lagrangian: Definition © 2026 Fessler

» To solve such problems we usually use the Lagrangian function:

L(u,\v) 2

» A=[\,....\]  €R and v =[v1,...,vs]" € RS are called
Lagrange multipliers or dual variables.
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http://en.wikipedia.org/wiki/Lagrange_multiplier
http://en.wikipedia.org/wiki/Lagrange_multiplier

Lagrange dual function © 2026 Fessler

» The Lagrange dual function is
LD(Av V) 2

» Here we really do mean min.
» This is an unconstrained optimization problem in u!
» The dual optimization problem is

arg max Lp(A,v).
A, v:A>0

> Note that A must be nonnegative, but v is unconstrained.
> Nonnegativity is simpler than constraints like g;(u) < 0.

» This is a max-min optimization problem.

» One reason this formulation is helpful is that Lp is a concave
function.
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http://en.wikipedia.org/wiki/Duality_(optimization)
http://en.wikipedia.org/wiki/Min-max_optimization

Lagrangian: Geometry © 2026 Fessler

Lp is a concave function, being the point wise minimum of a
family of affine functions of (A, v).

Illustration of Lp (A, v), courtesy Clay Scott. Horizontal axis represents (X, v) in 1D.
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Lagrange primal function © 2026 Fessler

Similarly, the Lagrange primal function is

Lp(u) & J max_ L(u, A\, v)

= \max (f(u) + ; Aigi(u) —1—; l/jhj(u)) :

Q10.3 Which of the following is true? (This uses only what we have learned so far.)
A: Lp(u) < Lp(A,v)

B: Lp(u) = f(u)+ > i_; \igi(u) if u is feasible.

C: Lp(u) = f(u) if u is feasible.

D: none of these
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Duality |

Denote the optimal cost function values of the primal problem
and dual problem, respectively, by

p* & min Lp(u) = min - max L(u,\,v)

AVA>
d*2 max Lp(A\,v)= max minl(u, \ v).
ViAi>0 D( ’ ) Av:A>0 u ( T )

These values are related by the following property (Theorem)
called weak duality:

» The difference is called the duality gap.
» If p* = d*, we say strong duality holds.
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http://en.wikipedia.org/wiki/Weak_duality
http://en.wikipedia.org/wiki/duality_gap
http://en.wikipedia.org/wiki/Strong_duality

Proof of duality gap © 2026 Fessler

Proof. Let &1 be feasible. Then for any A, v with A; > O:

L(i, N\, v) = (@) +Z)\ gi(in +Zujv < f(@).

<o =0

When we unconstrain u, the cost must be no higher, so:

(A V) = |nﬂ£ [_(U A V) S f(tl) (When we unconstrain u, cost must be lower.)
uec

This inequality holds for any feasible i1, so

Lp(A,v) < _inf f(&1) = p*.

U feasible

Taking the max over A, v : \; > 0, we have

d*= sup Lp(Av)<p" O
AN >0
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Lagrange: Example (cemini siseq) © 2026 Fessler

Constrainted optimization problem statement:

1 2
in — 1
e 2 flu) = Su*, g(u)=(u=3)"-1<0

u
st. (u—3)2<1

» Lagrangian: L(u,\) = f(u) + A\g(u) = %u2 + )\((u —3)2 - 1)
A parabola in u with positive curvature because A > 0.
> Lagrange dual: Lp(A) = inf, L(u, A)

0= %L(U,)\):U+>\2(U—3) = u)\:%
Lp(N) = L(ux, A) = F(ur) + Ag(un) = 30 + A ((un =372 - 1) =
1(_6x )2 62 2 _ . 8a=2)?
§(1+2A) +)‘((1+2,\ _3) _1) - T Tigx
2 —
= dip(\)= —4?13;)22 =0 when X € {558 = {2 1},

> Maximize the dual (easy nonnegativity constraint):
As = argmax, > Lp()) = 1 (positive stationary point)

; one 1. — _ _6x
> Primal solution: ux = uy, = 55— = 2 (as expected)
. 8Ay —222 6
. L — * *
» Dual optimal cost value: d* = Lp(As) = T =3=2

» Primal optimal cost value: p* = f(u.) = f(2) =2 = d*.
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Lagrange Example: 1D figure © 2026 Fessler

Primal and Dual Optimality with All-Integer Targets
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— Dual: g(A) = (8\-2A3/(142\) — Primal: f(u) = 0.5u*
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Figure by Gemini
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Lagrange: Simple example [Read] © 2026 Fessler

arg min u?

u fu) = uv?, u)=3—-u<0.
' u>3 (u) g(u)

v

Lagrangian: L(u,\) = f(u) + Ag(u) = v® + A\(3 — u)

» Lagrange dual: Lp(A\) =inf, L(u, \)
0=2LuN)=2u-\ = uy=)\/2
Lp(A) = L(up,A) = 3 + A3 —uy) = (V/2)2+ A3 - 1A/2) =
3\~ \2/4

» Maximize the dual (easy nonnegativity constraint):
argmaxy>o Lp(A) = argmaxy>o =3A — A2/4 = X\, =6

» Primal solution: u, = uy, = \./2 = 3 (as expected).

Dual optimal cost value: d* = Lp(As) =3\ — \2/4=9

» Primal optimal cost value: p* = f(u,) = f(3) =3%> =9 = d*

v
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Convex constrained optimization © 2026 Fessler

Recall general form of constrained optimization:

arg min f(u)
ucRP
st. gi(u) <0, i=1,...,r
hj(u):O, jZl,...,S

where f,g1,...,8h1,...,hs : RP — R.

This constrained optimization problem is called convex iff
» fand g1,...,8 are
» hy,...,hs are
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CQ: Unconstrained optimization refresh © 2026 Fessler

Assume f is differentiable. Revisit necessary & sufficient
conditions.

Q10.4 For unconstrained optimization, we know Vf(u*) =0 is

for u* to be a global minimizer, and .

A: necessary and sufficient / u* is unique if f is additionally
strictly convex

B: necessary / sufficient only if f is strictly convex
C: necessary / sufficient if f is convex

D: sufficient / necessary and sufficient if f is convex
E: none of these

The next two results generalize these properties to constrained
optimization.
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Figure from wikipedia [7].
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https://en.wikipedia.org/wiki/Karush-Kuhn-Tucker_conditions#/media/File:Inequality_constraint_diagram.svg

KKT necessary conditions © 2026 Fessler

Theorem (Necessity: Strong duality and optimality imply the
KKT conditions hold [1, 8.5.2] )

If p* = d* (strong duality), u* is primal optimal, and (A*,v*) are
dual optimal, then the Karesh-Kuhn-Tucker (KKT) conditions
hold:

1. Vul(u*, A, v*) =

Vuf (U) + i AT Vei(u™) + 37 v Vh(u7)

(stationarity of the Lagrangian)

gi(u*) <0, Vi (primal feasibility)

hij(u™) =0, Vj (")

Af >0, Vi (dual feasibility)

(complementary slackness).

ARl O

Proof uses the hyperplane separation theorem.
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http://en.wikipedia.org/wiki/Karesh-Kuhn-Tucker_conditions
http://en.wikipedia.org/wiki/Karush–Kuhn–Tucker_conditions#Necessary_conditions
http://en.wikipedia.org/wiki/Karush–Kuhn–Tucker_conditions#Necessary_conditions
http://en.wikipedia.org/wiki/Karush–Kuhn–Tucker_conditions#Necessary_conditions
http://en.wikipedia.org/wiki/Karush–Kuhn–Tucker_conditions#Necessary_conditions
http://en.wikipedia.org/wiki/Hyperplane_separation_theorem

CQ: KKT necessary conditions © 2026 Fessler

Q10.5 What is the dimension of the 0 above?
Enter one of d,i,j, m,n, p,q,r,s with no spaces!
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KKT sufficient conditions © 2026 Fessler

Theorem (Sufficiency: For convex problems, the KKT
conditions imply both optimality and strong duality)

» Constraint qualifications provide guarantees that strong duality
holds for certain convex problems, which in turn implies that a
point is optimal See [8, §5.5].

» The most common is Slater’s constraint qualification for
convex problems that states sufficient conditions in terms of the
inequality constraints®, namely that there exists a strictly
feasible point, i.e., strict inequalities: g;(u) < 0.

Lif there are affine inequality constraints, they can be ignored for this

condition.
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http://en.wikipedia.org/wiki/Karush–Kuhn–Tucker_conditions#Sufficient_conditions
http://en.wikipedia.org/wiki/Constraint_qualifications
http://en.wikipedia.org/wiki/Slater's_condition

KKT (in)sufficiency example [Read] © 2026 Fessler

» Consider the (convex and differentiable) problem

arg min u
u

s.it. g(u) 2 v? <0.

» Clearly the optimal u* = 0. (But Slater’s condition does not
hold.)

» The Lagrangian is L(u, \) = f(u) + A\g(u) = u + Au?

» The Lagrange dual is

Lo()) = miny L(u, A) = _ié7(4)\), i z 8 for u=—1/(2))

» The dual problem is arg max,~q Lp(A) = arg maxy~q —1/(4X)
never reached for finite A - -

» Stater's condition fails

» Check first KKT condition (stationarity):
O () + A% (u") = 1+ N (2u) =1+ A\ -0L0

This equallty cannot be satisfied for any A*. )3



Usefulness of KKT © 2026 Fessler

» Sometimes it is easier (analytically or computationally) to solve
the dual, and then use the dual solution to solve the primal
problem.

» For example: suppose strong duality holds. If (A*,v*) is dual
optimal, then (by the KKT necessity theorem) any primal
optimal point u* is a solution of

» We can use this equality to find a u*. In other words, we can
recover a primal solution from a dual solution.
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Certificates [Read] © 2026 Fessler

Recall that Lp(A,v) < d* < p* < Lp(u).
» If an algorithm finds feasible u, A, v, then the gap
Lp(u) — Lp(A, v) is called a certificate of suboptimality.

» When strong duality holds, there exist arbitrarily good
certificates, i.e., the gap can be made arbitrarily small.

» For convex problems, finding variables (u, A, ) that satisfy the
KKT conditions provides a certificate of optimality.
This is sometimes also called a dual certificate.

» Take-away. First check if strong duality holds, or else the effort
to find KKT points may be fruitless!

Examples include [9, 10, 11, 12, 13, 14, 15, 16, 17, 18, 19, 20].
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